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Why AtyImo

ü Aty [tupi]: Unity
ü Imo [iorubá]: Knowledge, Consciousness
ü Átimo: suddenly, moment (a very brief period of time)

Name coined by Robespierre Pita (2015)
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cloud robotics

ü IEEE Working Group on Ontologies for Robotics and Automation
ü 2011 – 2015, +40 participants, Craig Schlenoff (NIST, USA), Edson Prestes (UFRGS, Brazil).

ü To develop a standard to provide an overall ontology and associated methodology for knowledge 

representation and reasoning in robotics and automation, together with the representation of concepts in an 

initial set of application domains.
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cloud robotics
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Fig. 6. Overview of the core ontology for robotics and automation. Concept imported from SUMO are prefixed to reflect that.
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definitions thatwe found in the literature (including the references
above).

In the next step, we decided to integrate our ontology
with an upper-level ontology. Upper-level ontologies with clear
ontological commitments can help the modeler to perform well
founded choices that are consistent with each other. Thus, we
can facilitate the integration process of the distinct ontologies
which are being developed in our project, if all of them commit
themselves to the same top-level ontology. Moreover, according
to [51], the commitment to an upper-level ontology avoids
wrong conclusions and mistakes typical of ad-hoc approaches for
modeling ontologies and forces the ontology developers to think
about ambiguous terms, providing them amore precise definition.

We selected DOLCE at first, due to its high degree of
formalization and conceptual soundness [52]. We were mainly
interested in bringing the notion of Agentive Physical Object
to our ontology, in an attempt to model robot as a physical
agent [45]. Notice that DOLCE is a descriptive ontology, that is,
it aims to capture the ontological categories underlying human
commonsense [52], making already formed conceptualizations

explicit [11]. As a consequence, DOLCE embraces a multiplicative

approach, that is, it allows for different entities (with incompatible
essential properties) to be co-localized in the same space–time. The
consequences of the multiplicative approach can be understood
whenwe consider the general categories of Agentive Physical Object
(APO) and Non-agentive Physical Object (NAPO), which are related
through a constitution relation. APOs are those to which we ascribe
intentions, beliefs, and desires, having the capability of dealing
with objects or states in the world. NAPOs are those that do not
have those characteristics. In order to clarify the multiplicative
perspective as well as the notions of APO and NAPO, we could
consider, for example, that a person is constituted by her body,
and that the person and her body are two distinct entities that
are co-localized in the space–time. In this point of view, in R&A
we could consider the Robot as an APO that is constituted by its
Physical Structure, a NAPO. Thus, the robotwould be different from
its physical structure.

We encountered some challenges regarding the use of DOLCE in
our ontology. Firstly, it is not clear whether the definition of APO
(and the characterization of agency relying on beliefs, desires and
intentions) fits the conceptualization that the robotics community
has for robots. It seems that it is not a general enough conceptu-
alization to be included in the core ontology for robotics. Another
issue is related to the multiplication of classes in the ontology, as a
consequence of themultiplicative approach of DOLCE. For instance,
each subtype of robot would be constituted by a subtype of phys-
ical structure, if we want to assert something about its physical
structure. This is not a problem in itself, but this strategy would
lead to complexities which are hard to manage, resulting in an on-
tology that would be hard to use. Also, it is not clear whether the
community differentiates the robot from its physical structure.

In a second experiment, we tried to align our ontology with
SUMO, which is the most prominent proposal under consideration
by the IEEE Standard Upper Ontology [53]. SUMO provides a good
description of the top most categories and it is more flexible than
DOLCE. It includes themain notions and distinctionswewould like
to introduce in our ontology, such as agent, device and agent group
and allows a broader interpretation of these notions. The current
prototype of the core ontology is integrated to SUMO.

Finally, we are investigating the Autonomy Levels For Unmanned

Systems (ALFUS) framework, proposed in [54]. To our knowledge,
this framework has the most detailed account of the notion of
autonomy in the domain of unmanned systems. According to
ALFUS, autonomy is determined by the contextual autonomous

capability model, which specifies that autonomy depends on three
axes, namely mission complexity, environmental complexity and
human independence.

Fig. 2. Complexity axis and the main entities of the ontology.

5. The core ontology for robotics and automation

The main entity in our ontology is robot. However, robot is
surrounded by other entities that relate to it and help to define
the domain. These entities can be seen as being positioned along
a complexity axis in an informal sense (Fig. 2), where each entity
is composed of or constituted by a less complex one, starting
from simple electromechanical devices that compose robots, going
through actual robots and groups of robots, and ending at complex
robotic systems. An overview of ontology is shown in Fig. 6 at the
end of this section. In the following, we describe our ontological
commitments for each entity in the complexity axis.

As we have seen in the previous section, the term robot has
almost as many definitions as authors writing about the subject.
This inherent ambiguity of the term is an issue when one needs
to specify an ontology for a broad community like ours. Part of
the problem lays on the difficulty to define a crisp separation
between robots and other kinds of machines. Experts usually
propose separation criteria based on a particular mix of structural
complexity and levels of autonomy. This is exactly the point of
view adopted in the ISO document. However, for any proposed
definition, it is always easy to find a counter-example which
renders the definition too inclusive or too exclusive. To complicate
matters even further, the very notion of what is a robot is still
evolving; machines that are not considered robots today might be
reconsidered in the future.

In order to deal with this ambiguity, we propose an inclusive
definition for the term robot, based on just necessary conditions
and avoiding sufficient conditions11 [55]. Thus, we ensure that
our core ontology cover the vast majority of the entities that the
community actually considers as a robot. Nonetheless, itmight also
allow some entities that are not robots in the point of view of some
roboticists to be classified as robots. We are aiming at a definition
that emphasizes the functional aspects of robot. In otherwords, we
do not try to make a crisp distinction between robots and other
machines. We just enumerate a series of necessary criteria that
must be fulfilled by anything that is classified as a robot.

For our general purposes, robots are agentive devices in a broad
sense, purposed to act in the physical world in order to accomplish
one or more tasks. In some cases, the actions of a robot might be
subordinated to actions of other agents, such as software agents
(bots) or humans. A robot is composed of suitable mechanical
and electronic parts. Robots might form social groups, where they
interact to achieve a common goal. A robot (or a group of robots)
can form robotic systems together with special environments
geared to facilitate their work.

We can start detailing the ontological commitment of that
definition by following the system complexity axis of Fig. 2. First,
a robot is a device as it is defined in SUMO (Fig. 3). According

11 Necessary conditions (or properties) are criteria that all individuals of a given
concept have to fulfill in order to be considered as members of that concept,
e.g. having a brain in the case of person. Sufficient conditions are minimal criteria
that allow one to classify a given individual as instance of a given concept,
e.g. having social security number for person. Not all sufficient conditions are
necessary and vice-versa.
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Fig. 3. Part of the ontology showing the main concepts around device, robot and
robot group. The notation in this figure and in the remaining ones is standard UML.

to SUMO, ‘‘a device is an artifact whose purpose is to serve as

an instrument in a specific subclass of process’’. An artifact is ‘‘an

object that is the result of making’’. Examples of devices are man-
made tools and machinery, such as hammers, computers, sensors,
actuators, valves, transistors and satellites. A robot is a device in the
sense that it is obviously designed by men and usually intended to
fill some purpose, even if the final purpose is not precisely known
until the robot is put into use.

Robots are also composed of other devices. There is a myriad
of devices that can be robot parts, and we cannot determine in
advance what devices can or cannot be robot parts. Furthermore,
some of the robot parts are not essentially robot parts, since
they exist by themselves even when they are not connected to
a robot [56]. For instance, a power source is essentially a device.
However, a specific instance of power source can be dynamically
classified as a robot part, during a specific time interval, while it
is connected to a robot. The matter of robot parts can be seen as
a domain on itself. Thus, we consider that it is not suitable for
inclusion in the core ontology. However, the core ontology must
provide a way for classifying devices as robot parts as needed. Due
to this, we decided to abstract the notion of robotic part as a role.12
We extended the notion of ‘‘device’’ just tomake explicit the notion
that there are simple, functionally atomic devices and complex
devices composed of other devices. With that, we intend to make
explicit the compositional notion of robots parts. Nevertheless, the
ORA group will develop a sub-ontology about robot parts to be
included in the framework.

Robot is also an agent (Fig. 3). The definition of SUMO for agent
is of ‘‘something or someone that can act on its own and produce

changes in the world’’. Robots perform tasks by acting on the
environment13 or themselves. Action is strongly related to agency,
in the sense that the acting defines the agent (c.f. [57]). Thus, from
an ontological perspective, it seems natural to consider robots as
agents. This definition is unproblematic for most of the existing
robots. However, it might raise some questions in situationswhere
a robot requires a greater amount of input commands from an
operator in order execute tasks, e.g., teleoperated robots. This is
one of the main points of ambiguity when differentiating robots
from other machines. It is not easy to explain away this ambiguity.
Instead, we can restrict it to a particular place in our ontology. In

12 A role can be broadly understood as a concept that some instances might
assume dynamically in specific contexts (such as becoming part of a robot). In this
paper we are not going to present the full meta-categorization of the ontology
according to OntoClean.
13 The ORA group is working on ontologies for specific types of robotic
environments and tasks.

order to do that, we bring in the notion of autonomy. Following the
general principles of autonomy levels of ALFUS [54], we propose
a complete partition of the class of robots into three subclasses
reflecting their autonomy level:
• Autonomous robots can solve complex tasks by itself and has

intentions of its own. In this category, we include robots with
full cognitive capacities (such as capacity for planning).

• Semi-autonomous robots are to some extend controlled by other
agents, but can also express limited cognitive abilities. A good
example is a robotic rover that requires the user to decide its
path, but can avoid obstacles in complex environments.

• Non-autonomous robots are completely controlled by other
agents, having no easily identifiable intentions and are usually
equipped with relatively simple control logic.
It is easy to see that the fuzzy limit between robots and

other devices lies exactly within the last category. The difference
between controlled machines and non-autonomous robots is
reasonably subtle. In general, we can say that non-autonomous
robots can produce complex actions (e.g. the movement of an
arm) as reaction to atomic actions produced by the controlling
agent. For instance, remote-controlled robotic arms are examples
of non-autonomous robots lying on limit between robots and other
machines. They are able to transform a simple pull of a joystick
directly into a complex, coordinated set of forces produced by its
actuators. Take a simple remote-controlled toy car as a counter-
example. Consider that it can only turn left and right, as well as
move forward and backward. In this case, the simple command
inputs on its joystick are transformed into a similarly simple
pattern of forces in its actuators. It is this simplicity that hinders
the toy-car of achieving the necessary degree of agency in order
to be classified as a robot. Note that the main difference between
our definition and the one assumed by ISO to separate robots from
other devices (i.e. as in definition of robotic device) is simply that
our definition does not try to ignore it. Instead, we explicitly place
it, namely in the class of non-autonomous robots. Additionally,
we are not committing to any arbitrary constrain on mechanical
structure, such as ISO does when defining that non-autonomous
robotic devices have two-or-more programmable axes.14

A robot interacts with the world surrounding it through an
interface. One has to take this term in a broad sense. Through
the interface, the robot can sense and act on the environment as
well as communicate with other agents. In practical terms, such an
interface might be formed by parts such as sensors, actuators or
remote controls.

Besides the basic definition of what a robot is, we provide an
ontology pattern that could be used to describemore specific types
of robots based on the body structure.We found this can be helpful,
since the ISO document describes many kinds of robots in the
same way. A spine robot, for example, is defined as a robot that
has an arm with two or more spherical joints. These partonomical
relations are importantwhenmodeling the R&A domain since they
capture the basic notion of compositionality necessary to project
and build engineering devices. The general idea of the pattern is to
specialize the partonomic relation between Robot and Robot Part

when specifying new types of robots, restricting the possible body
parts that a particular kind of robot can have.15 Fig. 4a shows how

14 Some experts in our group suggested that these modes of autonomy could be
seen as modes of operation that a given robot can assume at a given point in time.
More work is needed to give a full ontological characterization for autonomy.
15 Actually, this pattern becomes more complex when we take OntoClean into
account. An anti-rigid universal cannot subsume a rigid one. We have that Robot
Part is a formal role and, for each rigid type that can play this role, wemust create a
material role that will be subsumed by it. For instance, consider an instance of the
rigid universal Arm; it only becomes a robot part when it is attached to a particular
robot. When this happens, it becomes a member of the more specific universal
(e.g.Armas Robot Part),which is subsumedby the rigid universalArm and the formal
role Robot Part.
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Fig. 4. Example of ontology pattern for specifying types of robots based on robot
parts: (a) shows the general schema for extending the concept Robot with other
kinds of robots based on robot parts, and (b) depicts pattern application example
defining what is a spine robot.

the pattern can be instantiated. In order to specify a given type of
robot (e.g. X Robot) based on necessary body parts, we extend the
concept Robot and relate it to the part concepts that compose its
body (represented by the smaller cloud in Fig. 4a). Fig. 4b shows
how this is modeled in the case of spine robot. Spine robot has an
arm as component that must be partonomically associated with
twoactuators. This sort of constructionwill be valuable for defining
sub-ontologies from our core ontology.

Robots are also social. A robot is an agent and agents can form
social groups, so robots can also form what we call robot groups
(Fig. 3). According to SUMO, a group is ‘‘a collection of agents’’, like
a pack of animals, a society or an organization. Also according to
SUMO, a group is an agent, in the sense that it can act on its own.
Similarly, to semi-autonomous and non-autonomous robots, the
agents that compose the group form their agency. Examples of
robot groups are robot teams, such as robot football teams and a
team of soldering robots in a factory. This category also encloses
what we call complex robots. These are embodied mechanisms
formed by many agents attached to each other; e.g., a robotic tank
in which the hull and the turret are independent autonomous
robots that can coordinate their actions to achieve a common goal.

Robots and other devices can form systems. For instance,
consider an industrial robot cell for soldering cars. It has a system
composed of soldering robots and other devices that help the
robots to carry on soldering, such as movement sensors and
mechanized conveyors. In accordance with ISO, we call robotic

system an entity formed by robots (e.g. single robots or groups of

robots) and a series of devices intended to help the robots to carry

on their tasks (Fig. 5). A robotic environment is an environment

equipped with a robotic system. Other example of robotic system is
an automated home assistant system composed of a helper robot
as well as by sensors and actuators to open doors. In particular,
the notion of robotic system is motivated by the need to describe
industrial robotic settings in other ORA ontologies.

6. Concluding remarks and future work

In this paper, we introduce the IEEE-RAS ORA WG, focusing
on the current work of the UpOM subgroup. The UpOM is in
charge of (i) defining the core ontology to serve as foundation to

Fig. 5. Robotic system and its relations with robot and robotic environment.

the ontologies elaborated by other subgroups in ORA WG and (ii)
developing a methodology to guide the process of building and
evaluating the ontology.

In this projectwehave chosenMETHONTOLOGY as themethod-
ology to build our ontology and OntoClean as an evaluation tool.
METHONTOLOGY allows the identification and organization of ac-
tivities that must be performed during the ontology development
process. However, it does not provide a good support for collabora-
tive work. Hence, we are investigating ways to adapt our method-
ology to overcome this problem.

We have also presented the current prototype of the Core
Ontology for R&A. It encompasses the core concepts of the domain
and the is-a and part-of relations. We adopted the ISO/FDIS 8373
standard vocabulary as one of the sources of domain knowledge
for building the core ontology. Through the application of our
methodology, we could detect ambiguities in some definitions
present in this standard. By proposing this core ontology, we try
to revise and clarify these points.

We expect the community to engage in a process of negotiation
of the meaning of the core terms, leading to new agreements
about the definitions of concepts, or even the identification of new
concepts which are not being considered in current prototype. It is
important to stress that this paper presents the current status of
an ongoing project; the core ontology presented here is expected
to evolve in time.

Next, we intend to focus on the characterization of other
concepts and relationships already identified as relevant for R&A
but not included in our proposal such as tasks, positioning, physical
structure, etc. Finally, we plan to axiomatize the core ontology, in
order to specify itsmain notions in a formalway. It is our intention,
in the later stages of the project, to publish an implemented version
of the ontology in OWL 2.

We hope that the full ontology produced by ORA WG is
useful to a broad community, helping to improve unambiguous
communication between humans and/or robots.
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Fig. 1. A typical architecture for cloud robotics.

exchange and learning of relevant information that might be
applied in human–robot cooperative tasks [13].

Davinci is another cloud robotic project, from ASORO (A-Star
Social Robotics Laboratory), with the objective of providing cog-
nitive robot services. DaVinCi [14] can be regarded as a platform-
as-a-service (PaaS) system built with Hadoop and ROS (Robotic
Operating System) that shares a set of algorithms and data within
a robotic network. Each unit can share its sensor data and also up-
load data to be processed in the cloud. For instance, the robots are
able to perform simultaneous localization (SLAM) and generation
of their 3-D environment maps using the cloud infrastructure in-
stead of using their onboard systems [14]. In [15], the concept of
elastic cloud computing architecture for cloud robotics is proposed.
It is built on the combination of a virtual ad-hoc cloud formed by
a group of networked robots and a centralized cloud. Three elastic
computing models are used for running robots. In the peer-based
model, each robot and each virtual machine (VM) in the cloud are
considered as a single computing unit, while in the proxy-based
model, a group of networked robots are communicating with a
proxy VM in the cloud infrastructure. In the clone-based model,
each robot corresponds to a system level clone in the cloud. A task
can be executed in the robot or in its clone in the cloud [15].

The challenging aspects in cloud-networked robotics (CNR)
should be focused on scalability and dependability. The resource
allocationproblem in the realworldwill becomemore complicated
with system complexity. Since robotic services are related to
both real world and cyber spaces, CNR often encounters privacy,
security and ethical issues. To deal with security and privacy issues
of ubirobots, the robot middleware should include encryption and
usage control based on policies and digital identities to avoid
intruders that can take control on the robot or get access to a
person’s private information. Middleware implementations based
on the Device ProfileWeb Service (DPWS) standard offer sufficient
security functionalities that can be valuable for making the robot
web service more secure and interoperable. Ongoing research
projects like Web Of Objects1 or A2Nets2 are dealing with the
integration of the DPWS standard in the different levels of the

1 http://www.itea2.org/project/index/view/?project=10097.
2 http://www.itea2.org/project/index/view/?project=10033.

cloud computing architecture: IaaS, PaaS, SaaS. The benefits of
applying SOA principles in the design of cloud networked robots
with capabilities are inline with the challenges addressed in the
roadmap given by Cangelosi et al. on the future of developmental
robotics [16]. An SOA-based design is used by Chen et al. [17] to
allow a RaaS unit to act as a service provider, broker, and client at
the same time. The same SOAapproach is used byQuintas et al. [13]
to implement a service robotic system in which a cloud is used to
store knowledge (learned skills) that can be shared among distant
groups of robots, while improving the interaction with human
agents.

The major concerns regarding cloud robotics today refer to
communication, computation and security. The choice of perform-
ing a given task locally in a RaaS or remotely in the cloud depends
on the timeout defined for such a task (i.e., its delay sensitivity).
We must consider wireless network characteristics, message ma-
nipulation (packing and transmission), and energy consumption,
among other issues, in order to decide where to execute a task: by
on-board processors (RaaS resources) or offloaded to the cloud.

As any cloud application, security is another issue to be
addressed, specially if we consider virtual resources provided by
public clouds. Hu et al. [15] address such challenges through a
very interesting architecture in which robots can communicate
among themselves by means of a machine-to-machine protocol,
being able to interact with the cloud by means of a machine-
to-cloud protocol. They also investigate techniques and models
to deal with computational, communication, and security issues.
Their architecture also foresees an optimization framework that
will be used to decide where to execute tasks: locally within
the network of robots or remotely in the cloud, and also the
best computing model (peer, proxy or cloud-based), according to
application requirements and network characteristics.

Kamei et al. [18] discuss some key problems in realizing contin-
uous robotic support for daily activities of disabled and elderly peo-
ple. They present a case study based on a shopping mall in which
robots help in several tasks (reminders of what a person must
buy, carrying bags, and navigating inside the shoppingmall, among
others). The robot’s operation is based on a set of functionalities
to manage multi-robots and multi-area information, which are
implemented on the Ubiquitous Network Robot Platform (UNR-
PF) [19]. The Google Object Recognition Engine, among other tools,
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Fig. 1. Evolution of robotics. Current trends are leading towards more complex, more personalized systems and robot services. This implies flexible systems that are able
to perform tasks in an unconstrained, human-centered environment.

and flexible, partially due to the improved cooperation with hu-
mans.

The paradigm shift towards pervasive robotics leads to many
open questions and research directions relevant to ontological
research and standardization [4,5]. Ontologies allow a clear dialog
between all stakeholders involved in the life-cycle of a robotic
system, and enable the integration and efficient communication
of heterogeneous robotic systems. They can be used in the earlier
phase of an evolving domain to facilitate the communication and
knowledge exchange among groups from different areas, without
really forcing them to align their research with the particular view
of a given research group.

On the other hand, standards are meant for industrial bodies to
provide guidelines for commercial system development and man-
ufacturing. They are used to support legislation and to empower
official bodies, enforcing liability. For that reason, they should be
based on mature, established and widely accepted technologies.

Ideally, standards could (and should) greatly rely on already
accepted and used ontologies. This is the reason why they are
discussed together in this paper, as two stages of an evolutionary
process. It is also important that the community keeps the pace
with the accelerating global Research and Development (R&D),
employing self-regulation in development practices and research
ethics, even before consensual standards and regulations are born.

This paper aims to give an introduction to the motivation and
fundamental ideas of the IEEE Ontologies for Robotics and Automa-
tion Working Group (ORA WG) [6], and an insight to the ongoing
work of its sub-groups. The sub-group stands to provide guidelines
for creating ontologies that will help future research, then natu-
rally transforming into standards for the field. Specifically, this ar-
ticle focuses on the ORA WG Service Robotics sub-group (ORA SeR),
discussing its goals, recent achievements and future challenges.
The current focus of the SeR group is to collect, categorize and
merge existing ontologies and standards, and initiate the develop-
ment of new specific ones on top of the state of the art.

The paper is structured as follows: an introduction to service
robots and their definitions is presented in Section 2. Section 3
presents the rationale for ontologies and describes the motivation
for using ontologies for service robots. Section 4 gives a thorough
literature review of ontologies used in robotics. When developing
robotics ontologies, human factors must be considered; the on-
tology development for human–robot interaction is presented in
Section 5. Since the development of robotics ontologies needs

standardization, Section 6 describes the standards for robots, with
a special focus on service robots. Section 7 describes the work in
progress by the IEEE ORA Working Group. Future work and con-
clusions are presented in Sections 8 and 9, respectively.

2. Defining the domain of service robots

Developing an ontology or a standard is not an easy task, es-
pecially when it encompasses a huge field, like service robotics.
Although the potential applications of these robots are well un-
derstood, it is not easy to provide a clear and precise definition for
service robots. There are several definitions and none of them are
generally accepted due to the huge variety of intrinsic character-
istics of service robots (in their form, structure and application
area) [7]. Below, we discuss some of them, pointing out possible
sources of confusion.

According to the International Federation of Robotics (IFR):

Definition 1. A service robot is a robot which operates semi or
fully autonomously to perform services useful to the well-being of
humans and equipment, excluding manufacturing operations [7].

With this definition, an industrial robot, e.g., a robotic arm, could
easily be classified as a service robot if it is installed in a non-
industrial environment to perform non-manufacturing task. For
instance, this arm could serve beer in a bar or be used to perform a
surgery.

To minimize ambiguity in classification, the International Stan-
dardization Organization (ISO) has been working on a standard def-
inition under the scope of Technical Committee 184, Sub-Committee
2, Robots and Working Devices since 2007 [8]. The new version of
the proposed definition (ISO 8373:2012) is:

Definition 2. A service robot is a robot that performs useful tasks
for humans or equipment, excluding industrial automation appli-
cations [9].

This definition does not emphasize aspects related to autonomy
in order to classify a robot as a service robot, while in the ISO stan-
dard, autonomy is an inherent property of any robot.

Definition 3. A robot is an actuated mechanism programmable in
two or more axes with a degree of autonomy, moving within its
environment, to perform intended tasks.
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Fig. 2. Categories of medical/non-medical personal service robots. Existing
commercial product and better-known prototypes are listed to provide examples
to reduce ambiguity [12].

Definition 3 is precise in stating that a robot should be an ac-
tuated mechanism programmable in two or more axes. However,
it is still imprecise, since there is no consensus on DoA yet. That
makes it difficult to determine what exactly is the minimum de-
gree that makes an actuated mechanism with the above features
classified as a robot. The concept of autonomy is still being de-
bated within the community. Some proposals have been formu-
lated, such as the Autonomy Levels For Unmanned Systems (ALFUS)
framework developed by the National Institute of Standards and
Technology (NIST) [10,11]. Therefore, Definition 2 still has similar
problems of Definition 1.

In the ISO standard – similarly to IFR – service robots can be
categorized as personal and professional service robots according
to the tasks to be performed [9]:

Definition 4. A personal service robot is a service robot used for
a non-commercial task, usually by lay persons (e.g., a domestic
servant robot).

Definition 5. A professional service robot is a service robot used
for a commercial task, usually operated by a properly trained
operator (e.g., a fire-fighting robot).

Specifically for personal service robots, ISO TC 184/SC 2/WG
7 workgroup for Personal care robot safety categorizes personal
service robots (also called personal care robots) asmedical and non-
medical robots [12].

Definition 6. Non-medical personal care robots are defined asma-
chines for performing ‘‘aiding actions’’, and actions contributing di-
rectly towards improvement in the quality of life of humans, except
medical applications.

Definition 7. Medical robots are defined as medical electrical
equipment and systems which are used ‘‘to diagnose, treat or re-
habilitate’’ patients from medical conditions.

Moreover, service robots can be broken down into three classes
based on their relation to humans, since human-centered robotics
is becoming dominant [1,13,14]:
• Class 1 robots that replace humans at work in dirty, hazardous

environment and tedious operations, such as vacuuming,
rescuing people from fire or delivering medication;

• Class 2 robots that operate closely with humans to alleviate
incommodity or to increase comfort, such as entertainment,
assisting the elderly, or carrying patients;

• Class 3 robots that operate on humans, e.g., medical robots for
surgery, diagnosis, treatment and rehabilitation.

The above definitions and classifications show the complexity
involved in defining concepts. Much of the complexity comes
from the subjectivity in identifying the precise borderline between
systems assigned to particular tasks.1 For example, Definitions 1
and 2 explicitly exclude industrial applications. According to the
above classes, a service robot is a robot that should replace humans
at work in hazardous environments and tedious operations,
however, these operations and environments can be viewed as
associated to industrial robots in industrial environments.

To avoid these pitfalls, we need to use tools that allow formal
and unambiguous definitions. In this sense, ontology plays an im-
portant role, since an ontology permits an explicit and formal speci-
fication of a shared conceptualization [15].

Fig. 2 shows several applications related to service robotics. De-
pending on the intended use, similar systems can belong to differ-
ent categories. For instance, an exoskeleton can be classified as a
medical robot when it is used in a rehabilitation process or as a
non-medical robot when it is used in assistive tasks, according to
Definitions 6 and 7. Although both definitions belong to the same
robot class, i.e., personal service robots, an exoskeleton can be used
in military tasks [16], which contradicts the intended use of this
kind of robot. Currently, the categorization of a new system is
solely themanufacturer’s responsibility. Understandably, there are
serious questions arising regarding the boundary issues of these
categories, which is now the focus of the international standard-
ization bodies [12].

3. Case for ontologies

Ontology or ‘‘subject of existence’’ first appeared in philosoph-
ical literature in the times of Aristotle. Ontologies can be viewed as
content theories that focus on properties and relationships among
objects from a specific domain [17]. They act as a ‘‘body of knowl-
edge’’ that is based on a vocabulary used to describe the domain.
They have been applied to different fields, ranging from genet-
ics [18] to knowledge portals [19], as an approach to ensure a
consistent relationship between terms and their properties. Specif-
ically in robotics, ontologies can be used to represent the domain
knowledge to be transferred and shared between different groups
of humans, robots and other devices [20,21].

Ontologies are shared knowledge. So, it is important that they
are standardized for usage in a certain group of people such as
in IEEE Robotic and Automation Society. A review of literature on
ontologies also reveals another startling fact. The word ontology
refers to glossaries and data dictionaries; thesauri and taxonomies;
schema and data models; formal ontologies and inference mod-
els [22,23].

There aremanydefinitions forOntology. Onepossible definition
for Ontology is provided by Kalfoglou and Schorlemmer [24]:

Definition 8. Ontology is a tuple hS, Ai, where S is the vocabulary
(or signature) of the ontology and A is the set of ontological axioms
specifying the intended domain vocabulary.

1 From the standardization point of view, a system is always handled according
to its intended use.
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ABSTRACT
Service robotics is becoming a leading application area of
human-centered technologies, and the rise of household
and personal assistance robots forecasts an utopist world
of human–robot collaborative society. Along the road, one
of the robotics community’s major tasks is to work on the
harmonization of trends, standardization of terms, interfaces
and technologies. It is important to keep the scientific
and social progress under control through sufficient public
outreach and technology dissemination. Along those lines,
the IEEE Robotics & Automation Society is sponsoring
a working group entitled Ontologies for Robotics and
Automation that will bridge cutting edge technology to users
of the services—the general public. In this paper, the
background of the project is presented, the definitions and
examples of descriptive systems of relations are described,
showing how ontologies can help to address the above
challenges.
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INTRODUCTION
Between the 1960s and end of the ’80s, most
robots—and robotics in general—were related to industrial
manufacturing. Their applications mainly intended
rationalizing production at manufacturing sites. Nowadays,
robots are invading our lives in the sense that they are
achieving exceptional capabilities and robustness to work
with, or for humans, and in some cases, helping to ease the
shortage of skilled labor.

The accelerated life style of humanity created a need for
certain services that are difficult, dangerous and/or dirty,
yet at a reasonable price. Much effort has been done in
the development of robotic helpers that may share the same
environment of humans and able to perform a wide range
of tasks including health care and home care services. This
has been supported by the advancement in microprocessors,
sensor technology, smart materials, signal processing and
computing technologies (along with ICT and biological
inspiration in learning and decision-making) [23, 22, 24].

Robotic helpers comprise a class of more general robots
called service robots. Service robotics is a generic term
that covers systems not intended for industrial use, i.e.,
performing services useful to humans, or other equipment
(maintenance, repair, cleaning, etc.). A service robot
typically shares human environment with the ability to
present basic intelligence, to accomplish an assigned task.
The development and operation of service robots provide
invaluable experience as they form an intermediate stage in
the evolution from the industrial robots to personal robots,
which is recognized as an important application area for the
near future.
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Abstract— In this article, we present the ongoing efforts

within the newly formed IEEE-RAS Working Group named

Ontologies for Robotics and Automation. We focus in particular

on one of the four subgroups that compose this working group,

called the Upper Ontology/Methodology (UpOM) subgroup. As

the name indicates, the aim of this subgroup is to develop

an upper ontology and a methodology for ontology building

and evaluation. This methodology will be used to coordinate

the distributed development of domain specific ontologies by

the other three subgroups, and to generate a global ontology

that we hope will contribute to the standardization process of

robotics and automation. This paper presents the composition,

the envisioned methodology, and the future work of the UpOM

subgroup. It also discusses some general aspects related to

ontologies for the robotics and automation field, and to the

efforts in standardizing them.

I. INTRODUCTION

Seamless and non ambiguous communication between
people in any kind of group demands a common vocabulary
where all concepts are well defined. Otherwise, mistakes can
happen and no information, or even worst bad-information,
will be exchanged between the participants. That is what
may happen when two people who do not speak the same
language try to communicate. The same applies to hu-
man/robot and robot/robot communication. In both cases, an
intermediate language with clear and well-defined terms is a
sine qua non condition for common understanding.

The growing complexity of behaviors that robots are ex-
pected to perform will naturally entail the use of increasingly
complex knowledge by part of the robots, as well as the
need for multi-robots and human-robot collaboration. In this
context, the need for a standard and well-defined knowledge
representation is becoming evident. The existence of such
a standard knowledge representation defining precisely the
concepts of the robotics domain will
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• ensure a common understanding among various stake-
holders involved in the lifecycle of robotics systems;

• enable efficient and reliable data integration and infor-
mation transfer among robotics systems.

This standard is currently being developed by the newly
formed working group of the IEEE Robotics and Automa-
tion Society (RAS), called Ontologies for Robotics and
Automation (ORA WG). The goal of the ORA WG is to
develop a standard ontology and associated methodology
for knowledge representation and reasoning in robotics and
automation, together with the representation of concepts of
an initial set of application domains.

Ontology plays a fundamental role in this context, since it
is an approach for formalizing knowledge that encompasses
key concepts, their properties, their relationships, and their
rules and constraints. Different from mere taxonomies, which
usually provide only a set of vocabulary and a single type
of relationship between terms, an ontology provides a much
richer set of relationships and also allows for constraints and
rules to govern those relationships. In general, ontologies
make all relevant knowledge about a domain explicit and
are represented in a computer-interpretable format that al-
lows software to reason over that knowledge to infer new
information. In addition, ontology provides a unified way
for representing knowledge and provides a common set of
terms and definitions, allowing for unambiguous knowledge
transfer among any group of humans, robots, and other
artificial systems.

As it is extremely difficult to develop an ontology from
scratch that covers the entire scope of robotics and automa-
tion, ORA WG has decided to focus initially on a reduced set
of different subdomains: industrial robots, service robots, and
autonomous robots. Accordingly, the ORA WG comprises
three subgroups, one associated to each subdomain, as well
as a fourth subgroup that will study ontology in general.

In this article, we present the goals and ongoing work
developed by the latter subgroup, called Upper Ontol-
ogy/Methodology (UpOM). We present some general aspects
related to ontologies, focusing on the worldwide efforts in
standardizing the robotics and automation fields. In addition,
we present the methodology we intend to use and some
future directions.

This paper is organized as follows: Section II describes
the general aspects of ontologies, presenting some upper
ontologies and the engineering process involved to build
an ontology; Section III discusses some applications of
ontologies in robotics and automation field. Section IV de-
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‡Intelligent Systems Division - NIST - EUA
o Instituto de Informática -UFRGS - Brazil
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Abstract— In this article, we discuss a newly formed IEEE-

RAS working group entitled Ontologies for Robotics and

Automation (ORA). The goal of this working group is to develop

a standard ontology and associated methodology for knowledge

representation and reasoning in robotics and automation, to-

gether with the representation of concepts in an initial set of

application domains. The standard provides a unified way of

representing knowledge and provides a common set of terms

and definitions, allowing for unambiguous knowledge transfer

among any group of humans, robots, and other artificial

systems. In addition to describing the goal and structure of

the group, this chapter describes some examples of how the

ontology, once developed, can be used by various application

such as industrial kitting and autonomous underwater vehicles

(AUVs).

I. INTRODUCTION

One of the basic requirements for any type of robot
communication (whether with other robots or humans) is the
need for a common vocabulary along with clear and concise
definitions. With the growing complexity of behaviors that
robots are expected to perform as well as the need for
multi-robot and human-robot collaboration, the need for
a standard and well-defined knowledge representation is
becoming more evident. The existence of such a standard
knowledge representation will:

• more precisely define the concepts in the robot’s knowl-
edge representation;

• ensure common understanding among members of the
community; and

• facilitate more efficient data integration and transfer of
information among robotic systems.

In this article, we discuss a newly formed IEEE-RAS
working group entitled Ontologies for Robotics and Au-
tomation (ORA WG). The goal of this working group is
to develop a standard ontology and associated methodology
for knowledge representation and reasoning in robotics and
automation, together with the representation of concepts in
an initial set of application domains. The standard provides a

unified way of representing knowledge and provides a com-
mon set of terms and definitions, allowing for unambiguous
knowledge transfer among any group of humans, robots,
and other artificial systems. To date, the working group is
made up of over 115 members containing a cross-section of
industry, academia, and government and representing over
twenty countries.

In this context, an ontology can be thought of as a
knowledge representation approach that represents key con-
cepts, their properties, their relationships, and their rules and
constraints. Whereas taxonomies usually provide only a set
of vocabulary and a single type of relationship between terms
(usually a parent/child type of relationship), an ontology
provides a much richer set of relationships and also allows
for constraints and rules to govern those relationships. In
general, ontologies make all pertinent knowledge about a do-
main explicit and are represented in a computer-interpretable
format that allows software to reason over that knowledge to
infer additional information.

It would be extremely difficult to develop an ontology that
could cover the entire space of robotics and automation. As
such, the working group is structured in such a way as to
take a bottom-up and top-down approach to addressing this
broad domain. Nowaday, this group is comprised of four
sub-group entitled: Upper Ontology/Methodology(UpOM),
Autonomous Robots (AuR), Service Robots (SeR), and In-
dustrial Robots (InR).

The InR, AuR and SeR sub-groups will produce sub-
domain ontologies that will serve as a test case to validate the
upper ontology and the methodology developed by UpOM.
The sub-domains were determined in such a way to ensure
that there would be overlap amongst them. Once initial ver-
sions of the ontologies are completed, they will be integrated
into the overall ontology. During the integration process,
as overlapping concepts are identified, a process will be
formalized to accurately determine if these concepts should
be merged, if they should be separated into two separate
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Abstract— Unambiguous definition of spatial position and
orientation has crucial importance for robotics. In this paper
we propose an ontology about positioning. It is part of a more
extensive core ontology being developed by the IEEE RAS
Working Group on ontologies for robotics and automation. The
core ontology should provide a common ground for further
ontology development in the field. We give a brief overview of
concepts in the core ontology and then describe an integrated
approach for representing quantitative and qualitative position
information.

I. INTRODUCTION

As robotic and automation systems evolve in complexity,
the role of ontologies is becoming more apparent. In brief,
ontologies can be viewed as an approach to describe the
knowledge in a specific domain. The result of the process
of building an ontology is a knowledge artifact, which
formally describes the main concepts, relations, and axioms
within a domain. The role of ontologies in robotics is two-
fold. They help to ensure a common understanding among
various stakeholders involved in the life-cycle of robotics
systems, and they also enable efficient and semantically
reliable data integration and information exchange between
robotic systems and between robots and other agents.

The Ontology for Robotics and Automation Working

Group (ORA WG) [1] is an initiative within IEEE RAS with
the goal of standardizing knowledge representation in the
robotics field. We are actively working with organizations
in industry, academia and government to develop a set of
ontologies and an associated modeling methodology to be
used as a standard in Robotics and Automation (R&A).
The ORA WG intends to produce a series of ontologies
that will describe the major sub-domains within R&A, such
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as industrial and service robotics. ORA WG comprises
some sub-groups; the ours is called UpOM (Upper Ontol-
ogy/Methodology). The main responsibility of UpOM is the
development of the Core Ontology for R&A, which specifies
the main concepts and relations spanning the whole field. It
includes concepts such as robot, robotic system, robot part
and so on. Its main goal is to serve as a pivot for integrating
different sub-ontologies within the group, such as those for
industrial and service robotics.

We have introduced the main concepts and commitments
of the Core Ontology in previous works [1], [2]. In this paper,
we further develop the Core Ontology by introducing the no-
tion of object positioning. Positioning, orientation and pose
are intrinsically spatial notions. Space is considered a trivial
concept in common sense. However, as discussed in [3], the
ontological nature of space (e.g. what is space?) and related
notions, have been a subject of debates and controversies,
resulting in several alternative conceptions. Moreover, the
knowledge representation and qualitative reasoning commu-
nities identified several spatial aspects that are important for
spatial reasoning, such as [4]: topology, orientation, shape,
size, distance, positioning, etc. It is important to note that
these aspects are usually handled individually, with specific
knowledge representation and reasoning scheme, without
a unified perspective. Nevertheless, a suitable ontological
account for space-related concepts is necessary in order
to improve the semantic interoperability among different
robotic systems. This is one of the main pieces of information
for allowing planning and movement.

The literature provides some approaches for representing
spatial knowledge. For example, Bateman and Farrar [3]
propose a unified ontological framework for representing
qualitative (relative) positioning in space, but they do not pro-
vide explicit treatment of important quantitative positioning
notions, like position of an object according to a coordinate
system. On the other hand, other approaches, such as Ye et
al. [5], represent positions, coordinate systems, and relative
positions, however they do not make clear statements about
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Abstract— Robots and robotics are becoming more com-

plex and flexible, due to technological advancement, improved

sensing capabilities and machine intelligence. Service robots

target a wide range of applications, relying on advanced

Human–Robot Interaction. Medical robotics is becoming a

leading application area within, and the number of surgical,

rehabilitation and hospital assistance robots is rising rapidly.

However, the complexity of the medical environment has been

a major barrier, preventing a wider use of robotic technology,

thus mostly teleoperated, human-in-the-loop control solutions

emerged so far. Providing smarter and better medical robots

requires a systematic approach in describing and translating

human processes for the robots. It is believed that ontologies can

bridge human cognitive understanding and robotic reasoning

(machine intelligence). Besides, ontologies serve as a tool and

method to assess the added value robotic technology brings

into the medical environment. The purpose of this paper is to

identify relevant ontology research in medical robotics, and to

review the state-of-the art. It focuses on the surgical domain,

fundamental terminology and interactions are described for two

example applications in neurosurgery and orthopaedics.

Keywords: Robot ontologies, cognitive robots, surgical
robotics, image-guided surgery.

I. INTRODUCTION

Service robots with increased capabilities find numerous
applications nowadays, performing human-centered tasks at
reasonable cost [1]. They aim to achieve a high level of
functionality, flexibility and efficiency at the same time,
acting in complex, unstructured and potentially hazardous
environment. In addition, the quality and safety of Human–
Robot Interaction (HRI) is key to intelligent personal robots.

One of the cornerstones of recent advancement in HRI
is the evolution of descriptive logics, formal languages,
ontologies and community vocabularies, nurturing on an
expanding user base.
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Ontologies, defined as the formal description of the con-
cepts and relationships for an agent or a community of
agents, are essential for HRI, especially for representing
knowledge among humans and robots [2]. Ontology can
be considered as an organized form of shared knowledge.
Mathematically it can be defined as a tuple < S,A >, where
S is the signature set which can be broken down into three
sets of concepts, relations and instances, while A is a set of
axioms specifying the domain vocabulary [2], [3].

When developers and researchers discuss and analyse
service robotic concepts in their domain DSR, they use
representation languages such as LUML or LOWL to analyse
and communicate concept terminology and relations. OWL is
supported by most semantic editing and reasoning software,
such as Pellet and SWRL. OWL allows only two types
of properties: object property and data type property. The
former links objects with others, while the latter links objects
to some defined values.

Ontologies can facilitate the development of robotic ap-
plications in various ways:

• Providing a consistent set of terminology (domain vo-
cabulary), concepts, definitions, relations, domain ax-
ioms and taxonomy;

• Enabling procedural description of complex tasks, en-
vironment, etc;

• Providing a repository of knowledge that can be shared
among various robots;

• Highlighting new relations through the analysis of data
generated using ontologies.

II. THE RISE OF ROBOTIC TECHNOLOGY IN THE
MEDICAL FIELD

Robots have been used for surgical applications since
the mid 1980s. Today, there are more than 3,500 surgical
robots around the world performing hundreds of thousands of
surgeries every year. Most commonly, master–slave systems
(such as the da Vinci from Intuitive Surgical Inc.) help medi-
cal experts to overcome accuracy, time and space challenges.
Through telepresence, physicians receive sensory feedback
via the HRI, and may interact with patients remotely through
teleoperation. These systems are used to execute tasks while
being guided by humans, yet still under strict supervision.
In the mean time, robots can perform sensor-driven tasks
autonomously as well, supporting diagnosis and patient treat-
ment [4].

Image-Guided Surgery (IGS) means the accurate correla-
tion and mapping of the operative field to a pre-operative
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Robotics and automation (R&A) 
technologies have the potential 
to transform and improve the 
lives of people around the globe 

by addressing the world’s toughest chal-
lenges. The IEEE Robotics and Automa-
tion Society (RAS) Special Interest Group 
on Humanitarian Technology (SIGHT) is 
engaging the academic and nonacademic 
community to propose viable solutions in 
R&A to address relevant world problems 
through the Humanitarian Robotics and 
Automation Technology Challenge 
(HRATC). The HRATC is an unprece-
dented opportunity for IEEE Members 
from around the world to collaborate 
using their skills and education to benefit 
humanity. The problems (challenges) are 
framed with the environmental, cultural, 
structural, political, socioeconomic, and 
resource constraints so that solutions can 
be developed, deployed, and sustained. 

RAS is the first and only IEEE Society 
to have a SIGHT. The mission of the RAS 
SIGHT is the application of R&A tech-
nologies for promoting humanitarian 
causes around the globe and to leverage 
existing and emerging technologies for 
the benefit of humanity and toward 
increasing the quality of life in under-
served, underdeveloped areas in collabo-
ration with existing global communities 
and organizations. 

According to the United Nations 
Mine Action Service, land mines kill 
15,000–20,000 people every year (most-
ly children) and maim countless more 
across 78 countries. Demining efforts 

cost US$300–1,000 per 
mine, and, for every 5,000 
mines cleared, one person is 
killed and two are injured. 
Thus, clearing postcombat 
regions of land mines has 
proven to be a difficult, 
risky, dangerous, and expen-
sive task with enormous so-
cia l  implicat ions for 
civilians. Motivated by these 
considerations, the first 
HRATC edition took place 
at the 2014 International 
Conference on Robotics and Automa-
tion (ICRA) in Hong Kong and remote-
ly in Coimbra, Portugal. It focused on 
promoting the development of new 
strategies for autonomous land mine de-
tection using a mobile (ground) robot. 

Initially, 14 teams from eight countries 
submitted their entries. Based on the de-
scription papers where teams were asked 
to describe their experience and strate-
gies, ten teams were short-listed to move 
forward with the three stages of HRATC 
2014: simulation, testing, and finals. The 
2014 edition was the first HRATC event 
where teams from around the globe had 
the chance to participate and remotely 
develop autonomous demining strategies 
for detection and classification in a physi-
cal outdoor robotic platform, the field 
and service robotics (FSR) Husky, as 
shown in Figure 1. This is an all-terrain, 
four-wheeler, skid-steering autonomous 
robot built around a Clearpath Husky 
A200 base, comprising several sensors, 
such as stereo cameras, a laser range find-
er, a global positioning system (GPS), an 
inertial measurement unit (IMU), and a 

two-degrees-of-freedom (2-DoF) mine 
clearance arm equipped with a Vallon 
VMP3 metal detector. 

For the simulation stage (March–
April 2014), a software framework 
(hereafter referred to as the HRATC 
framework) that runs on a Linux-based 
operating system and uses the robot op-
erating system (ROS) to communicate 
with the client and the robot was devel-
oped. Figure 2 presents the software ar-
chitecture. In the simulation, as shown 
in Figure 2(a), the framework provides 
the simulated data to the client. The Ga-
zebo Simulator, through the Husky 
modules, provides the data of the robot 
sensors, cameras, and its localization, 
while a custom simulator provides the 
metal detector readings based on data 
sets collected with the real metal detec-
tor. In the core of the framework is the 
HRATC Judge, which extracts several 
performance measures, such as the 
number of detected mines, false detec-
tions, and exploded unknown mines 
as well as the covered area and cover-
age time, and computes the scores of 
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Figure 1. The HRATC 2014 robot platform.
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can be any kind of artifact, from XML files to paper
documents, including formulas in OWL.

A robot architecture is composed by elements, which
are also Propositions. We introduce the binary relation
associationRA to represent the association between different
elements in a robot architecture. We also introduce two basic
types of elements, namely Layers and Modules. A module is
an element that represents an individual aspect of the system.
Modules can be considered as black boxes, with inputs and
outputs. Layers are elements that include other elements with
a similar role. Layers are organized as stacks, commonly
representing different levels of functionality.

C. Function, Behavior, and Structure
The architecture of a robot is frequently defined at the

design phase. Thus, elements constituting the design are also
relevant to the definition of robot architecture. The ontologi-
cal nature of the design has been discussed intensively in the
literature, with a particular focus on the Function-Behavior-
Structure (FBS) ontology [10]. Indeed, FBS ontology defines
the three main elements that constitute the process of de-
signing, namely, function, behaviorb and structure, and also
defines the causal relations between these elements. In this
paper, we define our versions of these elements in the context
of autonomous robots and SUMO/CORA.

In our ontology, Behaviora of a robot is defined as an
instance of Robot Behavior, which is any process where the
agent (i.e. SUMO agent relation) is a robot. It is important
to understand what such an instance is. As with any process
in SUMO, an instance of Robot Behavior represents the
occurrence of a single event. For example, if a robot picks
up a box twice, then such movement implies the existence
of two subsequent instances of Robot Behavior, with two
well-defined boundaries in time. It is important to note that
if a robot participates in a behaviora process, it does not
necessarily imply that such behaviora was a design choice.

A Robot Functiona is a proposition describing the de-
signed purpose of the robot as an artifact. An example of
instance of Robot Functiona is “pick the box”. Robot Func-
tionsa are part of Robot Architecture. If a robot conforms to a
Robot Functiona, then there is a subclass of Robot Behavior
that corresponds to this Robot Functiona and it is the purpose
of this robot (in SUMO terms) to be an agent in instances
of that Robot Behaviora class.

A Robot Structure is a physical object that is part of a robot
and gathers relevant parts together. The notion of relevant
parts is entirely subjective and context-dependent. Physical
structure and electric structure are different possible types of
such structures inhering in a robot. Moreover, the structure is
extensional, since it changes if any of its elements change. As
the structure is usually considered as a collection of parts and
spatial relations [11], we restrict robot structure to contain
only parts of the robot that forms the required structure, to
avoid second-order constructs (i.e. relations of relations).

D. Robot Motion
CORA introduced the notion of Robot Motion, defined as

“any process of movement where the agent is a robot and

Fig. 2: Robot motion taxonomy.

the patient is one of its (robot) parts” [12]. The concept of
Robot Motion is then subsumed by Process. Any process that
has a robot as an agent is a Robot Behavior, therefore Robot
Motion is subsumed by Robot Behavior (Fig. 2).

In this paper, we provide some specific types of Robot
Motion. For example, Robot Ambulating is any Robot Motion
accomplished by means of Robot’s legs for the purpose
of moving from one point to another. Types of ambulating
robots are Robot Walking which moves in a way that at least
one foot is always in contact with the ground; and Robot
Running which moves in a way that, with each step, neither
foot is in contact with the ground for a period of time.

Moreover, Robot Carrying is defined as a kind of Transfer
(Transfer in SUMO) from one point to another by means of
a Robot. Robot Rolling is a type of motion that combines
Rotating and Translocation (in SUMO) of an Object with
respect to a surface (which can move as well). If ideal
conditions exist, both are in contact with each other without
sliding, e.g. moving or being moved on wheels. Finally,
Robot Flying is a movement such as a robot is able to move
through the air using an artifact or set of artifact, e.g. wings.

E. Robot and Device Taxonomy

A bidirectional causal relationship exists between, on one
hand, a robot’s architecture, function, and behaviors and, on
the other hand, the kind of robot and devices attached to
that robot. Thus, if a robot is categorized and the devices
which conform it are known, then it is possible to infer some
information about the architecture, function or behaviors of
that robot. It is why CORA includes a robot taxonomy that
depends on the autonomy of the robot, but that should be
extended. Hence, in this paper, we propose a new taxonomy
based on the environment where the robot is supposed to
work, leading to different kinds (subclasses) of robots such as
stationary robot, ground robot, aerial robot and underwater
robot. CORA also defines four different types of robot parts,
namely, processing, actuating, sensing and communicating
parts. Regarding these concepts, there must be four types of
devices that are expected to be parts of a robot. Processing
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Fig. 1: Overview of the ontology’s taxonomy and relations depicted in standard UML class diagram notation. Blue boxes
are concepts from SUMO. Orange boxes are concepts from CORA. Yellow boxes are concepts from ROA Ontology. Almost
all relations are imported from SUMO/CORA, with exception of structure and associationRA.

middle-out [7] approach for specifying concepts. According
to this strategy, we start by specifying the most common
concepts, branching out to the most general and then to
the most specific ones. This allows us to focus on the
most relevant knowledge first. Finally, we also specify other
resources that are necessary to develop the ontology such
as CORA ontology [8] and SUMO top-level ontology [9],
which was adopted by CORA to provide a set of top-level
concepts that can be used as a basis for defining the concepts
that are specific to the robotics domain.

In particular, SUMO divides all entities that exist in two
big groups: physical and abstract (Fig. 1). Physical entities
exist in space-time, whereas abstract entities do not, but in-
clude mathematical and epistemological constructs. Physical
entities are separated into objects and processes. An object is
an entity that has spatio-temporal parts, like ordinary objects
and regions. On the other hand, a process is anything that
occurs in time and that is not an object. In this paper, two
lower-level concepts are particularly relevant, namely, Propo-
sition and ContentBearingObject. A proposition in SUMO is
an abstract entity representing a thought. For example, the
sentence “the book is on the table” expresses the proposition
that there is a book situated on top of a particular table.
The sentence in Portuguese “o livro está sobre a mesa” is
a different sentence that expresses the same proposition. On
the other hand, a content-bearing object is the physical object
that represents one or more propositions, such as the two
sentences above. Furthermore, SUMO separates information
(the proposition) from how it is represented or encoded (the
content-bearing object). Content-bearing objects also include

non-linguistic objects, such as pictures and icons.
CORA describes what a robot is by extending concepts

in SUMO. It defines entities such as robot, robot group,
and robotic system [8]. According to CORA, a robot is a
device in the sense of SUMO, i.e. an artifact or a physical
object product of making which participates as a tool in a
process. Being a device, a robot inherits from SUMO the
notion that devices have parts. Therefore, CORA allows to
represent structurally-complex robots with robot parts. On
the other hand, a robot is also an agent. SUMO states that
an agent is “something or someone that can act on its
own and produce changes in the world”. Robots perform
tasksa by acting on the environment or themselves. Action
is strongly related to agency, in the sense that acting defines
the agent. Furthermore, a robot is always part of a team,
i.e. an aggregate of robots and humans. A team is also an
agent in the sense that its own agency emerges from its
participants. This notion can be used to describe human-robot
teams, multi-robot teams, or even complex robots formed by
many independent robotic agents acting together.

III. PROPOSED ONTOLOGY

In this section, we first describe the autonomous robot ar-
chitecture ontology (ROA), which defines the main concepts
and relations regarding robot architecture for autonomous
systems, and which inherits from SUMO/CORA ontologies
[8]. Then, the implementation of the ROA ontology for AuR
is presented in Web Ontology Language (OWL).

The goal of our ROA ontology and its implementation is
to serve as a conceptual framework so that people and robots
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Abstract— Creating a standard for knowledge representation
and reasoning in autonomous robotics is an urgent task if we
consider recent advances in robotics as well as predictions
about the insertion of robots in human daily life. Indeed,
this will impact the way information is exchanged between
multiple robots or between robots and humans and how they
can all understand it without ambiguity. Indeed, Human Robot
Interaction (HRI) represents the interaction of at least two
cognition models (Human and Robot). Such interaction informs
task composition, task assignment, communication, cooperation
and coordination in a dynamic environment, requiring a flexible
representation. Hence, this paper presents the IEEE RAS
Autonomous Robotics (AuR) Study Group, which is a spin-off
of the IEEE Ontologies for Robotics and Automation (ORA)
Working Group, and and its ongoing work to develop the first
IEEE-RAS ontology standard for autonomous robotics. In par-
ticular, this paper reports on the current version of the ontology
for autonomous robotics as well as on its first implementation
successfully validated for a human-robot interaction scenario,
demonstrating the developed ontology’s strengths which include
semantic interoperability and capability to relate ontologies
from different fields for knowledge sharing and interactions.

I. INTRODUCTION

In early 2015, the IEEE-RAS Ontologies for Robotics and
Automation Working Group (IEEE ORA WG) published
the IEEE 1872-2015 standard, the first-ever standard from
the IEEE Robotics and Automation Society. This standard
defines a set of ontologies related to robotics and automa-
tion (R&A), including the core ontology for robotics and
automation (CORA), which specifies the main and most
general concepts and axioms in the R&A domain. Due to
this achievement, in December 2015, IEEE ORA WG was
the recipient of the Emerging Technology Award, a prize
given annually by the IEEE Standards Association.

IEEE ORA WG was divided into different subgroups,
each in charge of studying a specific R&A subdomain,
such as industrial robotics, service robotics, and autonomous
robotics (AuR) [1]. In 2016, AuR received approval from the
IEEE RAS Standing Committee to establish a study group
conducting standards activities in AuR [2], which will impact
on all R&A domains.

J. I. Olszewska is with UoG, UK. M. Barreto is with UFBA, Brazil. J.
Bermejo-Alonso and R. Sanz are with UPM, Spain. J.L. Carbonera is with
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The main benefit of a domain ontology is to set standard
definitions of shared concepts identified in the requirement
phase and to define appropriate relations between the con-
cepts and their properties [3]. Hence, a standard ontology
in AuR aims to provide the underlying semantics of the
vocabulary used, e.g. in developments or communications
of heterogeneous autonomous systems.

This paper presents in-progress work carried out by the
AuR subgroup to extend CORA ontology, in order to repre-
sent specific concepts and axioms commonly used in AuR,
based on studies of various R&A subdomains such as flying
robots, mobile robots, field robots, marine systems, etc., and
to identify the basic components, including hardware and
software, necessary to endow robots with autonomy.

The remainder of this paper is structured as follows. Back-
ground information about the development of our ontology
for AuR is presented in Section II, while our ontology itself
is described in Section III. Its validation in case of human-
robot interactions is reported in Section IV and conclusions
are given in Section V.

II. ONTOLOGY BACKGROUND

An ontology is more than a classification of concepts, i.e.
a taxonomy. Indeed, an ontology is a formal and explicit
specification of a shared conceptualization [4]. Such concep-
tualization specified by an ontology includes the concepts
related to the types of entities that are supposed to exist
in a given domain, according to a community of people.
Hence, an ontology captures a common understanding about
a given domain. Due to this, ontologies can be used for
promoting the semantic interoperability among stakeholders,
because sharing a common ontology is equivalent to sharing
a common view of the world.

Since the specification of the conceptualization captured
by an ontology should be formal and explicit, the meaning
of every concept has to be rigorously specified, in order both
humans and machines can use them without ambiguity [5].
Sharing a conceptualization is a prerequisite for communica-
tion. Human-Robot Interaction shall necessarily be based on
such common conceptualization. Thus, an ontology can serve
as the common basis for communication between humans
and machines, and this is one of the main purposes of our
ontology under development.

Our ontology for AuR we propose in Section III has been
built following METHONTOLOGY [6] methodology, which
is a mature ontology development methodology, independent
of any specific application. We have also decided to adopt a

2017 26th IEEE International Symposium on
Robot and Human Interactive Communication (RO-MAN)
Lisbon, Portugal, Aug 28 - Sept 1, 2017.

978-1-5386-3517-9/17/$31.00 ©2017 IEEE 189



cloud robotics

An Ontology for Computational Robot Architectures

Sandro Rama Fiorini⇤,1, Joel Luı́s Carbonera2, S. Veera Ragavan3, Joanna Isabelle Olszewska4,
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Abstract— The boost in complexity and heterogeneity of
robotic systems leads to further challenges in the integration
of different robot architectures. Some solution to this problem
resides in having a standard, formal vocabulary to represent
and share semantic knowledge about robot architectures. In
this paper, we propose to identify such shared knowledge
and to formalize it as an Ontology for Computational Robot
Architectures (OCRA). OCRA contains both semantic and
formal representations of standard concepts and relations to
complement existing ontological frameworks. Hence, we began
by defining top-level concepts and then, fundamental notions
of software and architecture. Next, we successfully applied
OCRA concepts to instantiate a common robot architecture
for validation purpose.

I. INTRODUCTION

With the increase of sophistication within robotic systems,
robots are expected to engage themselves in more complex
tasks, which can involve multi-robot and/or human-robot
collaborations. In these situations, robots and humans should
understand the exchanged information with unambiguous,
shared meaning, i.e. semantic interoperability. This leads to
the need of standard and well-defined knowledge representa-
tions for the Robotics and Automation (R&A) domain. This
goal has been pursued by the IEEE Ontologies for Robotics
and Automation (ORA) working group, which developed
the Core Ontology for Robotics and Automation (CORA)
[1], later published as the standard IEEE 1872-2015. It
is continued by the IEEE study group called Autonomous
Robotics Group (AuR)9 [2], whose goal is to extend CORA
ontology to represent more specific concepts and axioms that
are commonly used in Autonomous Robotics.

In brief, ontologies can be viewed as a knowledge artifact
that formally describes the main concepts, relations, and
axioms within a domain. Ontologies can be used in either
case in the R&A domain: (a) as a software component com-
putationally processed by robots and other systems, and/or
(b) as a document used by humans to set and formalize the
agreed meaning of the domain vocabulary.
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industry-government/standards/autonomous-robotics-group.

The growing complexity of robot design in terms of hard-
ware and software makes Computational Robot Architectures
(RA) very important for R&A, as they provide abstract views
on different arrangements of design components. Being able
to create explicit, formal representations of RAs could help
in dealing with architectural complexity in different ways.
Primarily, an ontology about RA should allow for improved
knowledge sharing between stakeholders, such as humans,
robots and other systems. Also, robots equipped with such
ontology and related reasoning capabilities could potentially
be able to reason about their own architecture in order to,
for instance, detecting any malfunctioning or deciding what
tasks to carry out.

However, explicitly representing RAs is not trivial. In-
deed, on one hand, RAs have a peculiar ontological nature,
comprising descriptions of the interactions of hardware-
software components between each other and between them.
On the other hand, the existence of multiple understandings
about the RA fundamental concepts constitutes an additional
challenge.

In some existing approaches (e.g., [3], [4]), representing
information about robot architecture does not provide formal
and explicit definitions about the concepts that are necessary
to express the relevant information. This lack of semantic
constraints in their representations makes them meaningless
for robots and allows the representation of situations that
contradict domain knowledge. Moreover, the proposed ap-
proaches do not provide a seamless integration, in the same
representation, of information about the robot architecture
and other aspects of robotic systems such as tasks, plans,
positioning, etc.

In this paper, we present OCRA (Ontology for Computa-
tional Robot Architectures). This proposed ontology speci-
fies, in a formal and explicit way, the main concepts and
relations that are necessary to represent robot architecture
information. We also provide ontological design patterns to
describe different possible robot architectures and associate
them to existing robots. This should allow the construction
of a common knowledge base that could be shared between
humans, robots, and other intelligent agents. OCRA has
been developed following loosely the SENSUS approach
[5]. More specifically, the proposed methodology consists
of: (i) defining top-level concepts without committing to
a particular top-level ontology; next, (ii) defining them in
a formal ontological ways to represent robot software and
hardware architectures; and then, (iii) aligning the proposed
definitions with CORA.

In the remainder of the paper, OCRA presentation follows
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Descriptions are entities representing a given conceptualiza-
tion. A good example of description is an architectural model
for a robot. It describes which types of elements a robot must
have in order to satisfy the model. Also, Descriptions define
Concepts:

defines(d,c) ! Description(d) ^ Concept(c) .

Concepts are reifications of domain types defined by de-
scriptions. In the previous robot architecture example, the
types of architectural elements that it defines are its concepts.
Moreover, all concepts are defined by at least one description.
Situations are entities that reify contextual relations in a given
domain. In a robot, a situation could be a particular selection
of its components creating a context for them. A Situation

contextualizes other entities by being a setting for them:

settingFor(s,e) ! Situation(s) ^ Entity(e) .

Situation are said to satisfy descriptions:

satisfies(s,d) ! Situation(s) ^ Description(d) .

A situation must satisfy at least one description. Concepts
might also classify entities at a given time interval (i.e.,
Time(t) ! ¬SE(t)):

classifies(c,e, t) ! Concept(c) ^ E(e) ^ Time(t) .

Thus, if a situation involving the components of a given robot
is classified by the concepts defined by a given architectural
model, we can say that the situation satisfies the model.

However, cDnS alone is far from being enough to give
a full account of robot architecture, as it does not provide
domain-specific vocabulary. OCRA comes to provide the
basis for what is missing.

IV. PROPOSED ONTOLOGY

As mentioned before, our goal is to specify an ontology
that formalizes the vocabulary of computational robot ar-
chitectures. Whoever adopts this ontology should be able
to instantiate robot architecture models and specific robot
structures. In this section, we specify such ontology, called
OCRA. We start by providing some top-level entities and
proceed to the ontology itself.

A. Top-Level Definitions

CDnS does not provide a taxonomy of top-level elements
to be used as basis for a domain ontology. This must be
provided by us. In order to keep our ontology as reusable
as possible, we provide a basic taxonomy of top-level
entities, which are nevertheless influenced by traditional
top-ontologies, such as SUMO1 and DOLCE2. We also
incorporate some concepts from CORA.

We begin by assuming three basic subcategories of entities
(Fig 2):

Endurant(x) _ Perdurant(x) _ Abstract(x) ! Entity(x) .

1
http://www.adampease.org/OP/

2
http://www.loa.istc.cnr.it/old/DOLCE.html
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internallyLinksTo(t)

Fig. 2. Taxonomy of main entities related to ComputationalDevice.

Perdurants are entities that have temporal parts. It is the
category of events, such as meetings and games. Endurants

are entities that do not have temporal parts, being wholly in
the present time. It is the category of the ordinary objects,
such as chairs, persons, and computers, but might also
include dependent objects, such as features (i.e. holes) and
social constructs. Abstracts are entities that do not depend
on time.

Next, we define some relations. The predicate
participate(x,y, t) denotes that the endurant x participates
in the perdurant y in the time interval t. The predicate
partOf(x,y) denotes that the entity x is part of the entity y.

We also introduce some categories without providing ax-
iomatization. PhysicalEndurant is the category of Endurants

that corresponds to ordinary material objects, such as a desk,
a computer or a human being. Agent is the category of
Endurants that can act. An Artifact is an endurant that has a
purpose or function for some agent.

PhysicalEndurant(x) _ Agent(x) _ Artifact(x) ! Endurant(x) .

A computable function (CompF) is an Abstract entity repre-
senting a given computable function with defined inputs and
output.

Finally, we import the notions of Robot and Robot Part
from CORA. Here, we consider CORA independently from
its top ontology SUMO. It is worth noting that the top-level
entities defined in this work are compatible with SUMO.
This should make it easier to demonstrate compliance with
IEEE 1872-2015, which we plan to do in future work. We
introduce Robot as follows:

Robot(r) ! Artifact(r) ^ Agent(r) .

robotPart(p,r) ! partOf(p,r) ^ Robot(r) .

B. Software and Hardware

The notions of software and hardware are fundamental
for the computational robot architecture. For this reason, we
introduce an ontology of computational devices that captures
the relationship between software and hardware. This rela-
tionship is multifaceted. Each notion introduces a domain
of its own with different views which eventually overlap.
Software developers usually see hardware as a blackbox
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namely, the layers and our robot. We can finally specify
the redescription by mapping the entities in the TwoLay-

erArchitecture# to the concepts defined in viewpoint V#1.
The dns:satisfies(V#1,TwoLayerArchitecture#) represent the
link.

VI. CONCLUSIONS

Ontologies are a suitable approach for sharing intelligible
knowledge about architectures of complex systems. This
paper proposes an ontology for sharing and guiding the
design of robot architectures. For this purpose, it introduces
major concepts and relations of our proposed Ontology for
Computational Robot Architectures (OCRA). In particular,
concepts such as hardware and software have been defined to
complete existing ontologies like cDnS, while OCRA com-
plexity has been kept low in order to enable practioners to use
it in their systems. Indeed, OCRA is intended to be used as
basis for the definition of standards in Autonomous Robots.
In our future work, we plan to refine OCRA ontology by
adding concepts refering to traditional architectural elements,
like components, ports, and links.

ACKNOWLEDGMENT

This work was partly supported by CAPES and
CNPq, IBM research, Natural Sciences and Engineering
Research Council of Canada (NSERC), New Brunswick
Innovation Foundation (NBIF), The Royal Society
(UK), the Project UID/EMS/50022/2013 through FCT
under LAETA/IDMEC/CSI, and MOHE, Malaysia grant
FRGS/1/2015/TK08/MUSM/02/1.

REFERENCES

[1] E. Prestes, J. L. Carbonera, S. R. Fiorini, V. A. Jorge, M. Abel,
R. Madhavan, A. Locoro, P. Goncalves, M. E. Barreto, M. Habib et al.,
“Towards a core ontology for robotics and automation,” Robotics and
Autonomous Systems, vol. 61, no. 11, pp. 1193–1204, 2013.

[2] B. Bayat, J. Bermejo-Alonso, J. L. Carbonera, T. Facchinetti, S. Fior-
ini, P. Goncalves, V. A. Jorge, M. Habib, A. Khamis, K. Melo,
B. Nguyen, J. I. Olszewska, L. Paull, E. Prestes, V. Ragavan, S. Saeedi,
R. Sanz, M. Seto, B. Spencer, A. Vosughi, and H. Li, “Requirements
for building an ontology for autonomous robots,” Industrial Robot: An
International Journal, vol. 43, no. 5, pp. 469–480, 2016.

[3] D. Kortenkamp and R. Simmons, Springer Handbook of Robotics.
Springer, 2008, ch. Robotic Systems Arch. and Progr., pp. 187–206.

[4] A. Nordmann, N. Hochgeschwender, and S. Wrede, Simulation, Mod-
eling, and Programming for Autonomous Robots. Springer, 2014, ch.
A Survey on Domain-Specific Languages in Robotics, pp. 195–206.

[5] B. Swartout, R. Patil, K. Knight, and T. Russ, “Toward distributed
use of large-scale ontologies,” in Proceedings of AAAI Symposium on
Ontological Enigneering, 1997.

[6] A. Gangemi, “Norms and plans as unification criteria for social
collectives,” Autonomous Agents and Multi-Agent Systems, vol. 17,
no. 1, pp. 70–112, 2008.

[7] E. Prassler and K. Nilson, “1,001 robot architectures for 1,001
robots [industrial activities],” IEEE Robotics & Automation Magazine,
vol. 16, no. 1, pp. 113–113, 2009.

[8] S. V. Ragavan and V. Ganapathy, A Decentralised Software Process
Approach For Real time Navigation of Service Robots. InTech, 2010.

[9] R. C. Arkin and T. Balch, “Aura: Principles and practice in review,”
Journal of Exp. & Theo. A.I., vol. 9, no. 2-3, pp. 175–189, 1997.

[10] R. G. Simmons, “Structured control for autonomous robots,” IEEE
Transactions on R&A, vol. 10, no. 1, pp. 34–43, 1994.
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data linkage & analytics

ü To aggregate data from multiple sources
that presumably pertain to the same real 
world entity.

ü Why do we need data linkage?



ü Record linkage (RL) is the task of finding records that refer to the same entity across different
data sources (e.g., data files, books, websites, and databases).

ü Record linkage is necessary when joining data sets based on entities that may or may not share a
common identifier (e.g., database key, URI, National identification number), which may be due to
differences in record shape, storage location, or curator style or preference.

ü A data set that has undergone RL-oriented reconciliation may be referred to as being cross-
linked. Record linkage is called data linkage in many jurisdictions, but is the same process.

data linkage & analytics

ü What’s data linkage?
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ABSTRACT 

 

We previously developed a deterministic record 
linkage algorithm demonstrating sensitivities 
approaching 90%  while maintaining 100% 
specificity.1  Substantially better performance has been 
reported using probabilistic linkage techniques; 
however, such methods often incorporate human 
review into the process.  To avoid human review, we 
employed an estimator function using the Expectation 
Maximization (EM) algorithm to establish a single 
true-link threshold.  We compared the unsupervised 
probabilistic results against the manually reviewed 
gold-standard for two hospital registries, as well 
against our previous deterministic results.  At an 
estimated specificity of 99.95%, actual specificities 
were 99.43% and 99.42% for registries A and B, 
respectively.  At an estimated sensitivity of 99.95%, 
actual sensitivities were 99.19% and 98.99% for 
registries A and B, respectively.  The EM algorithm 
estimated linkage parameters with acceptable 
accuracy, and was an improvement over the 
deterministic algorithm.  Such a methodology may be 
used where record linkage is required, but human 
intervention is not possible or practical. 

 

INTRODUCTION 
 

Increasingly health care information is distributed 
across many independent databases and systems, both 
within and among organizations as separate islands 
with different patient identifiers.2  This is the case for 
data collected within an institution where there may be 
multiple identifiers, or for data collected about the 
same patient at different health care institutions, 
different pharmacy systems, different payers, and so 
on.  This situation interferes with the aggregation of 
information about individuals across such databases as 
needed for public health reporting, clinical research, 
outcomes management, and drug toxicity reporting.  
Aggregation is important not only to determine a 
patient’s health care status, but also for population 
based studies.  Record linkage is the process of 
combining information about an individual, family, or 
entity residing in one or more databases. 

Several kinds of linkage algorithms exist.3  We 
previously developed an exact-agreement deterministic 
linkage algorithm and reported on its performance, 
which yielded sensitivities approaching 90% while 
maintaining 100% specificity.1  On the surface these 
results compare poorly with the success of probabilistic 
linkage methods, which can approach greater than 95% 
for both sensitivity and specificity.4  However these 

comparisons can be misleading because they reflect the 
success of the algorithm assisted by a human, not the 
algorithm alone.  Probabilistic linkage software will 
declare a link for record-pairs with high match likelihood 
scores and will declare a non-link if the score is very low, 
but requires a human operator to evaluate the record-pair 
when the computed likelihood is within an indeterminate 
middle range.5-7 (Figure 1) 

 

Figure 1: Typical two-threshold scheme for probabilistic 
scores using human review.  Record pairs between the upper 
and lower thresholds are manually reviewed for true- or false-link 
status. 

We hypothesize that the Felligi-Sunter (FS) 
probabilistic linkage method will perform better than our 
exact-agreement deterministic method because the FS 
method produces match likelihood scores that are tailored 
to the unique characteristics of the specific records being 
linked.  That being the case, we wanted to evaluate a 
probabilistic method without human intervention, so that 
we can make the right methodology choice when we 
cannot afford the high cost of a human operator, or 
because privacy concerns dominate.  While the 
computational methods described in this research are well-
known, there are no known reports describing the 
unsupervised performance of such methods using hospital 
registry data. 

Probabilistic linkage algorithms generate a match 
likelihood score for each comparison.  We can remove the 
human operator by picking a single threshold above which 
we declare a link and below which a non-link. (Figure 2) 
In this report we describe the performance of a 
probabilistic linkage algorithm implemented without 
human intervention, assess its performance, and compare it 
to our deterministic method. 
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linkage pathway that can increase or mitigate linkage error and
its impact on results. No formal process was used to achieve
consensus. The main item of contention related to the accept-
ability of statistical disclosure controls that degrade the quality
and utility of the data prior to analysis (Supplementary
glossary, Appendix S1).17,18

Drafts of the recommendations were reviewed by a wider
team of UK linkage experts in June 2016 (24 UK experts).
We also presented the guidance at an international workshop
on data linkage in September 2016 and subsequently held a
face-to-face meeting of six international and three UK
experts to discuss revisions to the guidance (all contributing
experts are listed in the acknowledgements).19

In the next section and in Table 1, we propose items of
information prioritized by the linkage experts for sharing at
each step of the linkage pathway (Fig. 1). Such information
could be included in reports of analyses using linked data, or
as Supplementary data (e.g. online Appendices).20

Step 1. Data provision—the generation, processing
and quality control of the source data for linkage
The data provider should publish or otherwise share infor-
mation to explain how the data set was created and main-
tained (Table 1, Step 1a, 1b(i–iv)). In some cases, data
providers may need to obtain this information from the ser-
vice that generated the data. The way data are collected,
cleaned and standardized can influence the accuracy of the
data and any subsequent linkage.21 Data providers should
share information about how unique identifiers (e.g. NHS
number, NI Number and driving license number) were gen-
erated and validated. Transcription errors, misspellings and
missing data in particular can cause false- and missed-
matches.13,22,23 Information about data cleaning rules and

the extent of missing data or errors in identifiers can help
identify common scenarios that cause linkage error.13

Information should also be provided about any preproces-
sing of source data sets involving internal linkage of multiple
records to the same entity or to remove duplicate records
(Table 1, Step 1, 1b(iii)). For example, in Hospital Episodes
Statistics (HES) for NHS hospital contacts in England, an
algorithm links repeated contacts over time for the same
patient.13,24 False-matches and missed-matches occurring
during this internal linkage can compound subsequent link-
age errors when the HES is linked externally to another data
set, such as primary care records.25 Provided information is
shared about internal linkage errors within one or more of
the source data sets, data linkers may be able to develop
linkage algorithms that minimize the problem.14 In addition,
information on the rates of false- and missed-matches can
be used to adjust results of analyses or to undertake sensitiv-
ity analyses.5

Data providers or data linkers can replace real-world identi-
fiers with artificial identifiers, i.e. numbers or codes that cannot
be traced to the individual or unit (Table 1, Step 1, 1b(iv) or
Step 2, 2a(ii)). The aim is to reduce the risk of identification
during linkage. A variety of methods can be used, referred to
as privacy preserving techniques.26,27 For example, the UK
Office of National Statistics replaces real-world names and
numbers with an artificial identifier after cleaning and standard-
ization of data received from data providers but prior to link-
age (Table 1, Step 2, 2a(ii)). This process is irreversible as the
artificial identifier cannot be decoded to regenerate the real-
world identifiers.4,28 Replacement with artificial identifiers prior
to linkage is controversial because it makes it difficult to quan-
tify or take into account linkage errors related to certain char-
acteristics, such as names, postcodes or dates.29

Fig. 1 Steps in the data linkage pathway.
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consensus. The main item of contention related to the accept-
ability of statistical disclosure controls that degrade the quality
and utility of the data prior to analysis (Supplementary
glossary, Appendix S1).17,18

Drafts of the recommendations were reviewed by a wider
team of UK linkage experts in June 2016 (24 UK experts).
We also presented the guidance at an international workshop
on data linkage in September 2016 and subsequently held a
face-to-face meeting of six international and three UK
experts to discuss revisions to the guidance (all contributing
experts are listed in the acknowledgements).19

In the next section and in Table 1, we propose items of
information prioritized by the linkage experts for sharing at
each step of the linkage pathway (Fig. 1). Such information
could be included in reports of analyses using linked data, or
as Supplementary data (e.g. online Appendices).20

Step 1. Data provision—the generation, processing
and quality control of the source data for linkage
The data provider should publish or otherwise share infor-
mation to explain how the data set was created and main-
tained (Table 1, Step 1a, 1b(i–iv)). In some cases, data
providers may need to obtain this information from the ser-
vice that generated the data. The way data are collected,
cleaned and standardized can influence the accuracy of the
data and any subsequent linkage.21 Data providers should
share information about how unique identifiers (e.g. NHS
number, NI Number and driving license number) were gen-
erated and validated. Transcription errors, misspellings and
missing data in particular can cause false- and missed-
matches.13,22,23 Information about data cleaning rules and

the extent of missing data or errors in identifiers can help
identify common scenarios that cause linkage error.13

Information should also be provided about any preproces-
sing of source data sets involving internal linkage of multiple
records to the same entity or to remove duplicate records
(Table 1, Step 1, 1b(iii)). For example, in Hospital Episodes
Statistics (HES) for NHS hospital contacts in England, an
algorithm links repeated contacts over time for the same
patient.13,24 False-matches and missed-matches occurring
during this internal linkage can compound subsequent link-
age errors when the HES is linked externally to another data
set, such as primary care records.25 Provided information is
shared about internal linkage errors within one or more of
the source data sets, data linkers may be able to develop
linkage algorithms that minimize the problem.14 In addition,
information on the rates of false- and missed-matches can
be used to adjust results of analyses or to undertake sensitiv-
ity analyses.5

Data providers or data linkers can replace real-world identi-
fiers with artificial identifiers, i.e. numbers or codes that cannot
be traced to the individual or unit (Table 1, Step 1, 1b(iv) or
Step 2, 2a(ii)). The aim is to reduce the risk of identification
during linkage. A variety of methods can be used, referred to
as privacy preserving techniques.26,27 For example, the UK
Office of National Statistics replaces real-world names and
numbers with an artificial identifier after cleaning and standard-
ization of data received from data providers but prior to link-
age (Table 1, Step 2, 2a(ii)). This process is irreversible as the
artificial identifier cannot be decoded to regenerate the real-
world identifiers.4,28 Replacement with artificial identifiers prior
to linkage is controversial because it makes it difficult to quan-
tify or take into account linkage errors related to certain char-
acteristics, such as names, postcodes or dates.29
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missing data in particular can cause false- and missed-
matches.13,22,23 Information about data cleaning rules and
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identify common scenarios that cause linkage error.13

Information should also be provided about any preproces-
sing of source data sets involving internal linkage of multiple
records to the same entity or to remove duplicate records
(Table 1, Step 1, 1b(iii)). For example, in Hospital Episodes
Statistics (HES) for NHS hospital contacts in England, an
algorithm links repeated contacts over time for the same
patient.13,24 False-matches and missed-matches occurring
during this internal linkage can compound subsequent link-
age errors when the HES is linked externally to another data
set, such as primary care records.25 Provided information is
shared about internal linkage errors within one or more of
the source data sets, data linkers may be able to develop
linkage algorithms that minimize the problem.14 In addition,
information on the rates of false- and missed-matches can
be used to adjust results of analyses or to undertake sensitiv-
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Data providers or data linkers can replace real-world identi-
fiers with artificial identifiers, i.e. numbers or codes that cannot
be traced to the individual or unit (Table 1, Step 1, 1b(iv) or
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during linkage. A variety of methods can be used, referred to
as privacy preserving techniques.26,27 For example, the UK
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numbers with an artificial identifier after cleaning and standard-
ization of data received from data providers but prior to link-
age (Table 1, Step 2, 2a(ii)). This process is irreversible as the
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Fig. 6. Best coefficient and related results (CADU cohort x SIM, SE).

Fig. 7. Best coefficient and related results (CADU cohort × SIM, SC).

From these experiments, we observed which Dice values pro-
vided the best results for each case and measured the distance
between them to verify the suitability of using the same co-
efficients for all linkages. Best coefficients varied from 8.800
to 9.400, being used as thresholds to separate dubious records.
This observed variation reinforces the complexity of running
probabilistic linkages without gold standards.

C. Scalability Evaluation

We measured the time spent on linkage for each tool in
Table IV. Average times (in seconds) for five executions were:
FRIL (681), Febrl (3.780), AtyImo (103); decreasing to FRIL
(37), Febrl (2.730), AtyImo (42) using blocking. Although these
results were obtained with a small database, they illustrate how
AtyImo performs as good as other tools. We consider AtyImo’s
major advantage as its ability to scale upwards to huge databases,
which we were unable to do with other tools. We linked the en-
tire cohort to 370.000 records from SINAN in nine days using
20 nodes (40 2.8 GHz cores, 256 GB RAM) from a dedicated
supercomputer. We also linked 7 million cohort records to one

Algorithm 1: AtyImo code using OpenMP and CUDA.
INPUT
matrixA // larger matrix (dataset A)
matrixB // smallermatrix(datasetB)
matrizA_gpu // matrixA chunk at GPU
matrizA_cpu // matrixA chunk at CPU
nlines_a // # of lines of matrixA
nlines_b // # of lines of matrixB
num_col // # of columns in both

matrices
puThreshold // matrixA chunk in each

processor
qtd_gpu // available GPUs
OUTPUT: Dice (similarity) between
records
1: int ∗puThreshold = getPuThreshold

(qtd_gpu, percentage_
each_gpu);

2: omp_set_nested(1);
3: omp_set_num_threads(num_gpus);
4: #pragma omp parallel num_threads

(qtd_gpu+1)
5: {
6: int id = omp_get_thread_num();
7: if(id == 0) {
8: int *matrixA_cpu = split(matrixA,

puThreshold);
9: #pragma omp parallel

num_threads(threads_cpu) {
10: intidNested=omp_get_thread_num();
11: cpu_exec(matrixA_cpu, matrixB,

nlines_b, puThreshold, idNested);
12: }
13: }
14: else if(id != 0) {
15: cudaSetDevice(id);
16: cudaGetDevice(&gpu_id);
17: int *matrixA_gpu;
18: matrizA_gpu = split(matrixA,

puThreshold);
19: kernel(matrixA_gpu, matrixB,

nlines_a_gpu, nlines_b, num_col);
20: }
21: }

million records from SIM in four days using a 56-core (3.1 GHz,
512 GB RAM) server.

Considering the potential speed up of parallel architectures,
we have ported AtyImo to heterogeneous (CPU+GPU) plat-
forms aiming to simultaneously use all available processors to
distribute data and tasks. We have used a static strategy to as-
sign data and tasks over available CPU and GPU subsystems.
We initialize the runtime with as many CPU threads as CUDA
devices, since one CPU thread is linked to each GPU to perform
memory and control operations, plus a number of CPU threads
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TABLE III
ATYIMO-SPARK CODE ORGANIZATION

Module Purpose

preprocessing.py Data cleansing and standardization
createBlockKey.py and Blocking (record grouping)
writeBlocks.py
encondingBlocking.py Creation of Bloom filters
correlation.py Pairwise comparison and matching
dedupByKey.py and Generation of research datasets
createDatamart.py
config.py and Data and Spark configuration
config_static.py

TABLE IV
COMPARATIVE ANALYSIS—ATYIMO × FRIL × FEBRL

FRIL FRIL Febrl Febrl AtyImo AtyImo
blocking blocking blocking

TP 486 484 480 479 486 486
TN 0 0 0 0 0 0
FP 1 0 1 0 0 0
FN 0 2 6 7 0 0

in Table III. The correlation() module is the most time-
consuming as it performs pairwise comparisons, similarity cal-
culations, and matching decisions.

A. Accuracy in Controlled Scenarios

Table IV presents a comparative analysis linking a controlled
database with positive tests for rotavirus (children treated for
diarrhoea) to a database with children’s hospital admissions for
all-cause diseases (including diarrhoea). The first database had
486 records, to which we added 200 additional random records
as noise. The second database had 9678 records. The goals were
to correctly retrieve all 486 records from the second database
(simulating a controlled behavior) and compare AtyImo’s results
against other tools.

We observed similar accuracy in terms of TP and TN pairs,
with a slight advantage for AtyImo when considering FP and
FN pairs. We used the same comparison strategy for FRIL
and Febrl: attributes name and mother_name were compared
through the Jaro–Winkler distance (weight = 1), date difference
for date_of_birth (weight = 0.9), exact match for municipality_
code, and gender (weight = 0.8 for both). This configuration
is similar to AtyImo’s hybrid approach. Blocking was based on
the sorted neighborhood algorithm, which sorts records through
a given key and only compares records within a predefined
distance window, whereas, for AtyImo, we used the predicate
described in Section III. As FRIL and Febrl have a black-box
implementation, we were unable to fully explore how blocking
influences the results obtained.

B. Accuracy in Uncontrolled Scenarios

While the cohort creation was taking place, we performed ex-
periments linking isolated CADU samples (from 2007 to 2015)

TABLE V
LINKAGE RESULTS (SAMPLE: CADU TUBERCULOSIS 2011)

Databases Matched pairs TPs (%)

(number of records) Full Hybrid Full Hybrid

CADU 2011 × SIH SE 40 24 23 23
(1 ,447 512) × (49) (57.5%) (95.8%)
CADU 2011 × SIH SC 140 95 83 86
(1 988 599) × (330) (59.2%) (90.5%)
CADU 2011 × SINAN SE 398 311 309 299
(1 447 512) × (624) (77.6%) (96.1%)
CADU 2011 × SINAN SC 661 500 551 462
(1 988 599) × (2049) (83.3%) (92.4%)

Fig. 5. Best coefficient and related results (CADU cohort x SIM, RO).

to health databases covering specific diseases (e.g., tuberculo-
sis, children mortality, BCG vaccination, etc.). Table V presents
linkage results for tuberculosis between the CADU 2011 (best
quality sample), the hospitalizations (SIH), and the disease
notifications (SINAN) databases. We used samples from two
Brazilian states: Sergipe (SE), the smallest sample (few
individuals in CADU), and Santa Catarina (SC), a middle size
sample. They were chosen for manual review purposes.

The hybrid approach retrieved more TP pairs compared to
the full probabilistic routine, which emphasizes that individual
comparison of linkage attributes provides more accurate results
less influenced by imputation errors. We made similar tests with
a bigger sample (BA) and a poorest data quality sample (RO)
(see Table I).

In [5], we presented the overall cutoff points providing better
results when linking cohort records to different mortality (SIM)
samples (RO, SE, and SC), respectively: 9.300 (sensitivity
94.3%, PPV 95.9%), 9.300 (sensitivity 97.6%, PPV 97.7%),
9.000 (sensitivity 86.6%, PPV 93.5%). We plotted ROC curves
for all experiments to visually assess the power of discrimina-
tion of each coefficient, as depicted in Figs. 5 to 7. Results from
the SC sample were slightly worse compared to other samples,
having been influenced by expressive missing data present in
2007 to 2009 fragments.
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million records from SIM in four days using a 56-core (3.1 GHz,
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Considering the potential speed up of parallel architectures,
we have ported AtyImo to heterogeneous (CPU+GPU) plat-
forms aiming to simultaneously use all available processors to
distribute data and tasks. We have used a static strategy to as-
sign data and tasks over available CPU and GPU subsystems.
We initialize the runtime with as many CPU threads as CUDA
devices, since one CPU thread is linked to each GPU to perform
memory and control operations, plus a number of CPU threads
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Abstract. Record linkage (RL) is the process of identifying and linking
data that relates to the same physical entity across multiple heteroge-
neous data sources. Deterministic linkage methods rely on the presence
of common uniquely identifying attributes across all sources while prob-
abilistic approaches use non-unique attributes and calculates similarity
indexes for pair wise comparisons. A key component of record linkage is
accuracy assessment — the process of manually verifying and validat-
ing matched pairs to further refine linkage parameters and increase its
overall effectiveness. This process however is time-consuming and imprac-
tical when applied to large administrative data sources where millions
of records must be linked. Additionally, it is potentially biased as the
gold standard used is often the reviewer’s intuition. In this paper, we
present an approach for assessing and refining the accuracy of proba-
bilistic linkage based on different supervised machine learning methods
(decision trees, näıve Bayes, logistic regression, random forest, linear
support vector machines and gradient boosted trees). We used data sets
extracted from huge Brazilian socioeconomic and public health care data
sources. These models were evaluated using receiver operating character-
istic plots, sensitivity, specificity and positive predictive values collected
from a 10-fold cross-validation method. Results show that logistic regres-
sion outperforms other classifiers and enables the creation of a general-
ized, very accurate model to validate linkage results.

1 Introduction

Record linkage (RL) is a methodology to aggregate data from disparate data
sources believed to pertain to the same entity [21]. It can be implemented using
deterministic and probabilistic approaches, depending on the existence (first
case) or the absence (second case) of a common set of identifier attributes in
c⃝ Springer International Publishing AG 2017
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Fig. 3. Boxplots of 10-fold accuracy, PPV, sensibility and specificity measures in di↵er-
ent ML algorithms. The results of di↵erent ML algorithms are represented by letters:
a = decision trees, b = naive Bayes, c = logistic regression, d = random forest, e =
linear support vector machine, f = gradient boosted trees.

Several runs of ML algorithms with di↵erent settings are necessary to select
the best model. Accuracy estimation and ROC curves may be used to choose
the best model with available training data [4, 15]. In the context of this work,
the capacity of well classifies TP pairs. The Figure 3 shows the accuracy, PPV,
sensibility and specificity results of the built models. This measures are described
on Section 3 and their interpretation may fit to assess the performance of models.
Boxplots are used in order to allow the study of results variation for each fold
on cross-validation. This plots can summarize and make comparisons between
groups of data by using medians, quartiles and extremes data points [29]. A good
model must get uppermost boxplots with closest quartiles, which means either
a low variation of results on each fold or satisfactory model generalization.

The Figure 3 shows the best results of each model. The use of entropy to split
data and set the maximum depth of tree as 3 achieves the best results, showed
on Figure 3.a. The results of naive Bayes classifier are in Figure 3.b. Figure 3.c
presents logistic regression results with 1000 iterations. Random forest achieved
best results by setting 1000 trees for voting, Gini impurity to split data and
the maximum depth of tree as 5, as shown in Figure 3.d. LSVM results with
50 iterations to well fit the hyperplane are illustrated by Figure 3.e. Figure 3.f
brings the gradient boosted trees results with at most depth 3 and 100 iterations
in order to minimize the log loss function.

Figure 3.c shows that logistic regression outperforms the other models by
comparing accuracy, PPV and specificity medians. Despite the better sensibility
performance of LSVM, the best specificity result is achieved by logistic regres-
sion.

Random forest SVM Gradient boosted
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Abstract. Record or data linkage is a technique frequently used in diverse do-
mains to aggregate data stored in different sources that presumably pertain to
the same real world entity. Deterministic (key-based) or probabilistic (rule-
based) linkage methods can be used to implement data linkage, being the se-
cond approach suitable when no common link attributes exist amongst the data
sources involved. Depending on the volume of data being linked, indexing (or
blocking) techniques should be used to reduce the number of pairwise compari-
sons that need to be executed to decide if a given pair of records match or not. In
this paper, we discuss a new indexing scheme, based on term-frequency counts,
deployed in our data linkage tool (AtyImo). We present our algorithm design
and some metrics related to accuracy and efficiency (reduction ratio achieved
during blocking construction), as well a comparative analysis with a predicate-
based technique also used in AtyImo. Our results shows a very high level of
accuracy and reduction in terms of pairwise comparison tasks.

1. Introduction
Record linkage is a well-known technique used to integrate data by finding records po-
tentially belonging to the same entity on distinct sources [Newcombe et al. 1959]. It is
considered an important approach in several domains as the data aggregated from diffe-
rent data sources can be used to build a complete view of a given scenario, as well support
diverse types of studies and decision-making processes.

In Public Health, this technique is frequently used to aggregate data from different
electronic health records (EHR) usually managed by governmental bodies within the pu-
blic health system. Throughout his life, an individual (or patient) has access to a diversity
of EHR systems that store specific data on clinical care episodes, symptoms and diseases,
prescribed medication and treatments, and associated outcomes. Being able to aggregate
these data is a crucial step to build the patient’s history, as well support different types
of studies, such as quasi-experimental analysis, clinical trials and longitudinal (cohort-
based) evaluations [Newcombe et al. 1959]. The Brazilian Public Health System (SUS)
is comprised by dozens of freely accessible databases providing anonymized data on live
births, mortality, notifiable diseases, nutritional growth, hospital episodes etc. These da-
tabases present a high degree of structural heterogeneity and coverage periods although
being managed, most of them, by a central department (DATASUS). Heterogeneity is re-
lated to the lack of common key attributes amongst all databases that hinder the usage of

LADaS 2018 - Latin America Data Science Workshop

65

Figura 2. Term frequency-based approach used in AtyImo.
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routines, since they share a common key which refers to a death certificate. We expect
to retrieve 3.030 true match pairs among these databases after around 84 million pairwise
comparisons. Regarding the known true matches numbers, we understand it is a real-
world dataset with some impure data, which limits the identification of all true matches
without a specificity and sensitivity trade-off. Without blocking, AtyImo retrieves 3018
true matches. Further discussion on AtyImo’s accuracy is found in [Pita et al. 2018].

Tabela 1. Gold standard data set used for validation.

SIM 6,458 records
SINASC 13,046 records
Total of comparisons 84,251,068 records
Expected true positives 3,030 records

We use reduction ratio and pair completeness as the main measures to evaluate the
quality of our proposed indexing technique [Christen 2012]. Both measures are presented
by the Equations 1 and 2. Where, BLcs is the number of records sets in the block, true
and false matchs. On the other hand BLtm is only true matchs. Trs is the total number
of sets in the dataset and Ttm is the total of true matches.

RR “ 1 ´ BLcs

Trs
(1) PC “ BLtm

Ttm
(2)

We have compared the predicate-based approach used by AtyImo (in its produc-
tion version) against the new term frequency-based approach proposed in this work. Ta-
ble 2 presents the distribution of blocks sizes for each indexing method. The predicate1
achieve smaller blocks due the discriminative power of attributes used. This result rein-
force the need of well choose which portions of data will be submitted to the indexing
technique. In spite of predicates steady improvement, the results of term frequency ap-
proach outperforms all the other compared solution. Since we have used N “ 100 to
define how much pairwise comparisons will be made to every record on smaller database,
the size of blocks became homogeneous.

Tabela 2. Size of generated blocks for each indexing technique

method predicate 1 predicate 2 term frequecy
database sb lb sb lb sb lb

min 1 1 1 1 1 100
med 24 51 2 2 1 100

mean 43 88.38 8.289 11.57 1 100
max 1855 41528 87 611 1 100

Table 3 summarizes the results obtained for each method. The predicate1 got
poor results of reduction ratio by performing almost half of all pairwise comparisons.
Even with higher average block size, predicate1 execution only retrieve 2,382 from the
3,030 expected, which decrease it pair completeness to 0.786. Better results has been
made by predicate2, which manage to get 0.996 of pair completeness with more discri-
minative and smaller blocks. The predicate2 achieved 3,018 true matches and 0,654 of
reductions ratio. The best metrics were achieved by our indexing techinique based on
phonetic encoded term frequency. Despite the major number of blocks, this approach
obtained 3,020 true matches doing less comparisons. These results reflected on reduction
ratio and pair completeness, getting 0.992 and 0.996, respectively.
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Tabela 3. Results of each indexing techinique used.

predicate 1 predicate 2 term frequency
true matches retrieved 2,382 3,018 3,020

number of blocks 5,806 6,432 6,458
number of comparisons 44,406,049 29,111,755 645,800

reduction ratio 0.472 0,654 0,992
pair completness 0.786 0.996 0.996

Our proposal of phonetic encoded term frequency to establish the best candidade
pairs for linkage comparisons revealed efficient in terms of accuracy and runtime execu-
tion. Another major contribution of this work refers to perform indexing while allow the
comparison methods to encode or encript the blocks, considering the privacy-preserving
concern of AtyImo tool.

5. Related Work

Record linkage tools frequently offer a set of methods to reduce the amount of
pairwise comparisons potentially appearing in big data scenarios. Most popular to-
ols [Schnell et al. 2004, Elfeky et al. 2002, Christen 2008] can provide a indexing based
on a single attribute (traditional indexing), some sorted neighborhood strategies, canopy
clustering and string-map based approaches. To each of these indexing methods, several
parameters are available to be tested on user data in order to choose the best approach.

Several indexing techniques usually employed to decrease record linkage comple-
xity were described and compared on [Christen 2012]. They applied different methods to
link some real-world and synthetic datasets. Measures like reduction ratio, pair comple-
teness, pair quality, and accuracy were utilized to assess the results. Their experiments
showed that the number of parameters to be configured and the quality of the data to be
linked make difficult a successful application of any indexing technique. Some of these
techniques are also explained and evaluated in [Yeddula and Lakshmaiah 2016].

Traditional blocking techniques, as well locality-based ones are discussed and
compared in [Steorts et al. 2014]. The authors have used synthetic data sets and evaluated
different metrics (recall, reduction ratio, and complexity). They also discussed some
privacy-preserving requisites related to blocking and indexing techniques.

Python provides the recordlinkage library that implements a full index approach
based on the MultiIndex object provided in the Pandas library. This approch returns all
pairwise combinations (product of the records present in both data sets). It is possible to
provide a blocking key (column name) in order to reduce the number of blocks generated.
The library also implements a sorted neighborhood approach.

In order to meet the requisites imposed by big data scenarios, AtyImo runs over
the pySpark library and offer two predicate-based indexing approaches to split the data
into blocks. These predicates put in the same block those records which agree with some
rules, like first name and birth date, or last name and mother’s name. Experiments show
a good accuracy level using this approaches [Pita et al. 2018].
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routines, since they share a common key which refers to a death certificate. We expect
to retrieve 3.030 true match pairs among these databases after around 84 million pairwise
comparisons. Regarding the known true matches numbers, we understand it is a real-
world dataset with some impure data, which limits the identification of all true matches
without a specificity and sensitivity trade-off. Without blocking, AtyImo retrieves 3018
true matches. Further discussion on AtyImo’s accuracy is found in [Pita et al. 2018].

Tabela 1. Gold standard data set used for validation.

SIM 6,458 records
SINASC 13,046 records
Total of comparisons 84,251,068 records
Expected true positives 3,030 records

We use reduction ratio and pair completeness as the main measures to evaluate the
quality of our proposed indexing technique [Christen 2012]. Both measures are presented
by the Equations 1 and 2. Where, BLcs is the number of records sets in the block, true
and false matchs. On the other hand BLtm is only true matchs. Trs is the total number
of sets in the dataset and Ttm is the total of true matches.

RR “ 1 ´ BLcs

Trs
(1) PC “ BLtm

Ttm
(2)

We have compared the predicate-based approach used by AtyImo (in its produc-
tion version) against the new term frequency-based approach proposed in this work. Ta-
ble 2 presents the distribution of blocks sizes for each indexing method. The predicate1
achieve smaller blocks due the discriminative power of attributes used. This result rein-
force the need of well choose which portions of data will be submitted to the indexing
technique. In spite of predicates steady improvement, the results of term frequency ap-
proach outperforms all the other compared solution. Since we have used N “ 100 to
define how much pairwise comparisons will be made to every record on smaller database,
the size of blocks became homogeneous.

Tabela 2. Size of generated blocks for each indexing technique

method predicate 1 predicate 2 term frequecy
database sb lb sb lb sb lb

min 1 1 1 1 1 100
med 24 51 2 2 1 100

mean 43 88.38 8.289 11.57 1 100
max 1855 41528 87 611 1 100

Table 3 summarizes the results obtained for each method. The predicate1 got
poor results of reduction ratio by performing almost half of all pairwise comparisons.
Even with higher average block size, predicate1 execution only retrieve 2,382 from the
3,030 expected, which decrease it pair completeness to 0.786. Better results has been
made by predicate2, which manage to get 0.996 of pair completeness with more discri-
minative and smaller blocks. The predicate2 achieved 3,018 true matches and 0,654 of
reductions ratio. The best metrics were achieved by our indexing techinique based on
phonetic encoded term frequency. Despite the major number of blocks, this approach
obtained 3,020 true matches doing less comparisons. These results reflected on reduction
ratio and pair completeness, getting 0.992 and 0.996, respectively.
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+10 other
programmes

SIVEP
(Malaria data)

RESP
(notification

Zika/microcephaly)

GAL
(laboratory mgmt)

SIH
(hospitalization)

SINAN
(notifiable
diseases)

SIM
(mortality)

SINASC
(live births)

Social programmes

Public health system

Population
211,551,361

(11 December 2018)

ü Individuals registered in CADU

ü Payments from Bolsa Família

(conditional cash transfers)

ü Period: 2003 – 2015

ü 114 million individuals
ü ≌ 5,000 variables / individual

CADU

PBF

Example project: 100 Million Cohort



ü Integrating socioeconomic and healthcare data to combat malaria
✓ Phase I: November 2016 - October 2018
✓ Focus on i) data aggregation and ii) epidemic forecasting.

data linkage & analytics
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ü Unified Database of Malaria Episodes Juracy
Bertoldo

Alberto
Sironi





http://200.128.60.86:3838/shiny_integracao/ü Visual mining tool

http://200.128.60.86:3838/shiny_integracao/
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Visual analytics

Alberto
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Slides com visualizações

• Escolher visualizações interessantes em cada menu da ferramenta
• Colocar Kibana se acharem interessante

ALBERTO













Visual analytics
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API – Annual Parasite Index











ü Focusing on:
ü vector control

ü how to engage public health
agents to improve data collection
about vector-related data 
(laboratory, spraying zones, 
hotspots, and spas)

ü encourage other municipalities to
do the same.

Pilot study - Manaus (AM)



Pilot study - Manaus (AM)



Example: hotspots (breeding sites)



Example: heatmap



Example: multilayer visual mining



ü Test ensembles of machine and deep learning algorithms over malaria data

ü Predict the number of cases reported monthly by municipality to assist in surveillance
and control actions

ü Available attributes: Demographics / Environmental / Climate / Socioeconomic

Predictive analytics

Juracy
Bertoldo



Pilot study - Manaus (AM) -
which predictors to use?



Pilot study - Manaus (AM) 



Pilot study - Manaus (AM) -
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hybrid parallel computingIntroduction:
Heterogeneous Parallel Computing Techniques

An example of a heterogeneous multi-core
and multi-GPU system.

● Heterogeneous multicore and multi-GPU 
architectures to achieve the highest 
possible performance from a single 
compute node.

● Shared memory x Distributed memory

Example of a traditional a) shared memory and b) 
distributed memory systems

● GPUs optimization for throughput
● CPUs optimization for latency

● Interconnection bandwidth host-to-device and 
device-to device

Introduction:
Parallelism and scaling optimization in Computational Science

serial parallel

serial parallel

region 1 region 2 region 3 region 4

serial
50% 

parallel
comms

90% 
parallel

● Scaling of a real application is not homogeneous

● Not all of the sequential work is amenable to parallelism
● Serial component limits the parallel performance

execution time

● Potential gain of speedup in scientific 
applications using HPC techniques:

● Why Amdahl's law is over

parallel

parallel

ü How to efficiently explore hybrid architectures?

Introduction:
Parallelism and scaling optimization in Computational Science

serial parallel

serial parallel

region 1 region 2 region 3 region 4

serial
50% 

parallel
comms

90% 
parallel

● Scaling of a real application is not homogeneous

● Not all of the sequential work is amenable to parallelism
● Serial component limits the parallel performance

execution time

● Potential gain of speedup in scientific 
applications using HPC techniques:

● Why Amdahl's law is over

parallel

parallel

Introduction:
Parallelism and scaling optimization in Computational Science

serial parallel

serial parallel

region 1 region 2 region 3 region 4

serial
50% 

parallel
comms

90% 
parallel

● Scaling of a real application is not homogeneous

● Not all of the sequential work is amenable to parallelism
● Serial component limits the parallel performance

execution time

● Potential gain of speedup in scientific 
applications using HPC techniques:

● Why Amdahl's law is over

parallel

parallel



hybrid parallel computing

● We can exploit parallelism to 
calculate matrix elements and 
perform summation by partitioning 
the outermost loop (indexed by i) 
into independent chunks.

● The workload (chunks of different 
sizes) can be carried out onto a 
heterogeneous environment

● Each chunk is addressed over the 
available Processing Unit CPU or 
GPU

General scheme for workload distribution in an heterogeneous 
environment

Approaches for parallel data linkage
A primary approach

Clícia
Pinto

ü Exploring hybrid parallel systems for probabilistic record linkage



hybrid parallel computing
Experimental results:
Scalability in different execution platforms

Performance of probabilistic record linkage algorithms by varying the problem size. a Execution time. b Execution time without CPU 
cores.

(a) (b)

Experimental results:
Scalability in different execution platforms

Performance of probabilistic record linkage algorithms by varying the 
problem size. (c) Speedup rate.

ü Exploring hybrid parallel systems for probabilistic record linkage
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ü Paralelização de código de Física de Plasma Elizabeth
Gomes

O estudo de reatores de fusão termonuclear controlada utiliza
intensivamente modelos computacionais.

Introdução

2

Tokamak no Brasil
(câmara toroidal com bobinas magnéticas)

Fonte: (BUTLER, 2013).
TCABR, departamento de Física Aplicada da USP

Fonte: (TCABR.. . , 2017)

O estudo de reatores de fusão termonuclear controlada utiliza
intensivamente modelos computacionais.

Introdução

2

Tokamak no Brasil
(câmara toroidal com bobinas magnéticas)

Fonte: (BUTLER, 2013).
TCABR, departamento de Física Aplicada da USP

Fonte: (TCABR.. . , 2017)



hybrid parallel computing

ü Paralelização de código de Física de Plasma
Elizabeth
Gomes

Entre os principais códigos utilizados em física do plasma, o
CYRANO, apresenta resultados similares, em relação ao
desempenho e acurácia.

Introdução

3

Repartição de energia para as primeiras fatias de dez minutos dos casos circulares 40/1 (esquerda) e elíptica 40/11 (direita).

Fonte: (R. Bilato, N. Bertelli, M. Brambilla, R. Dumont, E.F. Jaeger, T. Johnson, E. Lerche, O. Sauterk; VILLARD, 2015).

✓ Dentre os principais códigos usados em Física de Plasma, o CYRANO 
apresenta excelentes resultados de acurácia e desempenho.



▪ Desenvolvido por Philippe Lamalle;

▪ Simula o aquecimento de plasmas por ondas de RF;

▪ Utiliza isótopos de hidrogênio (Deutério e Trítio);

▪ Resolve o sistema de equações lineares de Maxwell–Vlasov,

em uma configuração toroidal de plasma que possui seção

transversal poloidal na faixa de frequência ciclotrônica iônica

utilizando a formulação de Galerkin.

CYRANO - CYclotron Resonance Analysis with No Obfuscation

4



Análise da performance do código

9

Caso com 
32 modos poloidais e 
280 elementos radiais

OUTPOW e POWABS – geram os arquivos de saída.

43,18%

52,82%



Análise da performance do código

10

Caso com 
512 modos poloidais e 
280 elementos radiais

GENERA3 – responsável por montar e resolver o método Galerkin. 
ZGEMM e ZAXPY – utilizam dados complexos de precisão dupla.

76,68%



Comparação dos resultados gerados 
pelo código original x paralelo

12

Resultados para 150 elementos radiais

13

Tempo em segundos Speedup
Modos

poloidais
Original OpenBLAS BLIS OpenBLAS BLIS

32 464,83 206,71 216,45 2,25 2,15

64 947,07 360,10 386,50 2,63 2,45

128 2.914,27 812,02 1.077,26 3,59 2,71

256 12.365,08 2.914,51 4.671, 37 4,24 2,65

512 64.634,23 13.967,38 25.870,88 4,63 2,50

Resultados para 280 elementos radiais

14

Tempo em segundos Speedup
Modos

poloidais
Original OpenBLAS BLIS OpenBLAS BLIS

32 552,76 312,55 336,36 1,77 1,64

64 1.208,78 530,91 550,61 2,28 2,20

128 3.876,20 1.150,37 1.213,81 3,37 3,19

256 18.102,27 4.558,44 5.028,26 3,97 3,60

512 98.418,68 24.049,36 23.924,12 4,09 4,11

Resultados para 480 elementos radiais

15

Tempo em segundos Speedup
Modos

poloidais
Original OpenBLAS BLIS OpenBLAS BLIS

32 1.052,54 527,16 762,73 2,00 1,38

64 2.396,87 917,99 1.109,90 2,28 2,16

128 7.907,16 2.137,97 2.417,55 3,70 3,27

256 33.344,97 8.489,57 9.098,93 3,93 3,66

512 182.142,54 43.614,20 44.840,48 4,18 4,06

hybrid parallel computing

Comparação dos resultados gerados 
pelo código original x paralelo

12
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VIRTUAL SCREENING

(Beckham, 2016)

● Here we can see an example of Virtual 
Screening and how it works

● We have a target molecule and small 
molecules

● Each molecule is tested and evaluated in 
different positions against the target 
protein several times

● The molecules with better results are 
selected

● The Autodock use a variation of Genetic 
Algorithm, called Lamarckian Genetic 
Algorithm

4

that present potential use as medicine for specific diseases can be selected to
further investigations [20].

To allow searches within the massive conformational space of ligands around
a specifi protein, AutoDock uses a grid-based technique to allow fast analysis of
binding energy of trial conformations. During the execution, the target protein is
inserted into a grid. Then, a probe atom is sequentially placed at each grid point,
the interaction energy between the probe and the protein target is computed,
and the value is hold on in the grid, making it available to search during the
docking simulation [20].

The current version of AutoDock uses a semiempirical free energy field to
predict binding free energies of small molecules to macromolecular targets [9].
The force field relies on a comprehensive thermodynamic model that enables
the incorporation of intramolecular energies into the anticipated free energy of
binding. This can be performed by evaluating energies for both bound and un-
bound states. It additionally incorporates a replacement charge-based desolva-
tion methodology that uses a typical set of atom types and charges.

During the initial tests with Autodock, gprof software was used to measure
which Autodock routines and functions are more time-consuming. The biggest
five are shown in Table 1.

Table 1. Costliest Functions in Autodock

% Time Spent Execution Time (seconds) Function/Routine
38.61 57.51 eintcal()
31.47 46.88 trilinterp()
4.12 6.13 torsion()
3.32 4.95 snorm()
2.96 4.41 RealV ector :: clone()const

Based on this evaluation, we used this information as an initial guide to par-
allelize Autodock code. In the GPU and hybrid (OpenMP + GPU) implementa-
tions, the two costliest functions, eintcal() and trilinterp(), were implemented
as CUDA kernels.

4 Proposed Implementations

So far, most of the previous approaches that aim to improve Autodock perfor-
mance are based on the utilization of libraries like OpenMP [22] and MPI. In
general, these adaptations are made in restrict and controlled computational ar-
chitectures. For example, in [21], the authors adaptate Autodock for OpenMP
and MPI to the IBM BlueGene/P [10] and IBM POWER7 Server [11]. This
factor di�cults the adoption of Autodock optimized to parallel architectures.
In summary, pharmaceutical researchers end up having di�culty to adopt these
improved tools in their daily work.

9

for di↵erent values of GPU sizeblock, we obtain a di↵erent optimum value to the
execution environment. Being aware of this variability is essential to make good
decisions during the selection of optimum parameters.

Table 2. Execution time (s) obtained with di↵erent parameter values.

Iterações Sequencial CPU/Cores 1GPU CPU/Cores + 1GPU
1 15.97 13.50 37.26 42.12
2 30.33 13.20 37.72 35.26
4 60.25 10.17 38.40 33.79
8 119.66 09.98 39.70 34.27
16 237.61 09.48 43.01 41.94
32 473.04 76.79 48.16 42.30
64 958.89 295.24 59.91 42.82
128 1995.260 649.78 82.85 43.42
256 3807.390 1314.63 129.04 44.56

[System 1]: Using 1 GPUs + 2 Quadcore processors
Number of CPU cores = 24, GPU sizeblock = 256

The installation time spent on both platforms was the same (around 200
minutes). We did experiments with di↵erent combinations of parameters, con-
sidering small samples to obtain the model for a given platform.

We show in both plots of Fig. 1 the time and the speedup, respectively, for the
evaluation of Virtual Screening with di↵erent number of iterations ranging from
4 to 256 in System 1. Execution was carried out independently on subsystem for
comparison purposes. Speedup was obtained considering the use of sequential
subsystem only.

Table 2 and Fig. 1 show the execution with one thread (denoted by “Sequen-
tial”), while “CPU/cores” denotes the use of several CPU threads. The OMP
version distributes the calculation among the threads and each thread runs ex-
clusively on a CPU core. Version denoted by “1GPU” represents executions in
one single GPU. The hybrid model (“CPU/Cores + 1GPU”) uses all cores avail-
able in the heterogeneous system. In this model, the threads are executed by all
machine elements, which correspond to the available number of CPU cores and
one GPU.

The results show that the parallel CPU algorithm reduces the execution time
significantly. Until 16 iterations, Sequential and CPU/Cores implementations
outperform 1GPU and CPU/Cores + 1GPU. This fact occurs because before
the docking process start, the program needs to allocate memory for the GPU.
As we can observe in Figure 1, the maximum speedup is around 8, matching the
number of cores.
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Support for bioinformatics applications through
volunteer and scalable computing frameworks
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Abstract—Many e-science applications can benefit from the
elasticity of resources provided by volunteer and distributed
platforms. While the former is based on resources assigned
voluntarily by its owners, the second is based on resources
specially configured for this purpose. In this paper, we present
the integration of BOINC and Hadoop, two of the most popular
middlewares available today, at the infrastructure level of mc

2, a
platform designed to support scientific applications. We discuss
some case studies related to DNA sequencing based on Cloud-
Burst, model selection running in the MEGA Computational Core
and similarity searches running in BLAST. Our results show that
scientific users can run their experiments in our platform with
a high level of abstraction and, in some cases, with very good
performance.

I. INTRODUCTION

Complex tasks like model selection and phylogeny re-
construction of large data sets are very common research
topics in bioinformatics. They imply in high computational
costs that characterize diverse types of scientific applications,
especially those that need to handle large amounts of data or
perform complex calculations. Other typical examples come
from social simulations, health, earth sciences, among other
areas. These applications can rely on environments such as
clusters, grids, volunteer networks, and clouds that allow
for task distribution, collaboration, data management, data-
intensive processing, among other functionalities capable of
efficiently deal with the different requirements imposed by the
applications.

Clusters can support scientific applications due to multicore
processors and manycore GPUs that can be combined to run
multiple, simultaneous threads. Grids are the main choice for
e-science applications, since most grid environments were built
from scratch targeting this kind of application. Cloud platforms
present a layered approach to provide hardware, design tools,
and services that can be rented and customized by users. Data-
intensive applications benefit from the elasticity of resources
provided by clouds in order to guarantee operational requisites.
Concerning volunteer computing, elasticity is supported by
hundreds of processing nodes offered by their owners.

In a previous work [1], we presented a platform designed
to support scientific applications composed by single tasks
and workflows named mc

2 (My sCientific Cloud) [2] and

showed how a protein docking application [3] was integrated in
such platform. mc

2 provides services such as access to high-
performance and high-throughput computing resources, stor-
age, experiment reproducibility, and data provenance, among
others. It relies on clusters, grids, volunteer computers and
Hadoop [4] nodes at the infrastructure (execution) level, in
order to better comply with different operational requisites
related to memory, disk, processors, communication, perfor-
mance and so on. This platform was developed between 2011
and 2013 as a Brazilian project funded by MCTI (Ministry of
Science, Technology and Innovation) and RNP (National Re-
search and Education Network). Since October 2013, it is part
of a new joint effort between the European Union and Brazil
to aggregate cloud resources in order to support epidemiology
analysis, heart simulation, and climate applications [5].

In this paper, we focus on the evaluation of mc
2 regarding

its adequacy for the execution of some important applications.
We extend our previous work by incorporating some case stud-
ies on CloudBrust, MEGA-CC, and BLAST. CloudBurst [6] is
a read-mapping algorithm designed and optimized for mapping
genome’s sequence data, being used in several analyses such as
single nucleotide polymorphisms (SNP) discovery, genotyping,
and personal genomics. It is based on a short read mapping
program called RMAP and is able to report alignments —
exact ones or the best unambiguous — for each sample with
any number of differences.

Regarding MEGA-CC [7], we concentrate on model se-
lection, an important task that should be completed before
the reconstruction of phylogenies. Model selection for both
DNA and protein data is a “best of fit” test that detects
the substitution model of nucleotide or amino acid residues
that better explains the dataset. MEGA-CC outputs a file
with 24 and 48 possible models for nucleotide and amino
acid substitutions, respectively, the estimated values of shape
parameter for gamma distribution, the proportion of invariant
sites, and the substitution rates between bases or residues,
when relevant. MEGA-CC lists models with decreasing BIC
(Bayesian information criterion) values along with log like-
lihood as well as AIC (Akaike information criterion) values
for each model. The best model is the first presented in the
output file. This task is computationally costly because four
possibilities are tested to each position of nucleotide data
sequences while twenty possibilities are tested to each position

Fig. 1. mc
2 platform architecture.

of amino acid sequences.

BLAST (Basic Local Alignment Search Tool) [8] algorithm
searches for similarities between two sequences against a
database and returns a statistical significance for similarities
found. The goal is inferring evolutionary and functional rela-
tionships among the compared sequences. BLAST algorithm
sometimes arises as part of bioinformatics pipelines. With
the great increase of data produced by new technologies of
sequencing (NGS) [9], the comparison of these data with
the database emerges as a computationally intensive task that
restricts the serial implementation of the algorithm and points
for distributed solutions.

This paper is organized as follows: Section II highlights
some import characteristics of mc

2, some of them already
presented in our previous work, just to ensure the proper
understanding of our approach. Section III describes the in-
tegration of volunteer and distributed computing as execution
environments for the mc

2 platform. Throughout Section IV, we
discuss some case studies on biological applications developed
in our platform. In Section V, we present some related work
used as a basis for our initial studies and finally, in Section VI,
we bring some concluding remarks and future work ideas.

II. THE mc
2 PLATFORM

mc
2 uses a layered approach, as shown in Figure 1. At the

SaaS level, a ”scientific user” is capable to execute single tasks
(executable + input data) or workflows, by means of dedicated
portals developed specifically for him. The way such portals
are built is deeply described elsewhere [10]. Behind such
portals, a set of specialized services are provided in order to
hide from the user all aspects related to resource management,
communication, data transfer, etc.

Another kind of user (”a developer”) works at the PaaS
level, integrating e-science applications with PaaS tools and
IaaS resources. The PaaS level provides a set of tools to
developers. PortEngin [11] offers a zero programming strategy
for the development of Web portals to scientific applications
comprised by only one executable or a script that combines
different executables in an unmanageable flow of activities.
Galaxy [12] is a framework that focuses on reproducibility,

accessibility, customization, and sharing facilities for scien-
tific workflows. LDAP is used to integrate, authenticate and
authorize some components of mc

2.

The IaaS level is composed by distributed frameworks,
namely CSGrid [13], OurGrid [14], Hadoop and BOINC [15],
besides specialized clusters. CSGrid is a middleware based on
CSBase, a framework for resource management and implemen-
tation of algorithms in distributed, heterogeneous computing
environments. It is composed by a central server and several
clients that form the Algorithms Management System (SGA).

A SGA is a daemon installed on each machine that moni-
tors its state and launches processes. The integration of CSGrid
and SGA is supported through CORBA [16] in a SSI (single
system image) layer. When the SGA is activated, it assigns
to SSI and became available to clients already connected to
the SSI. After that, a client can request the execution of some
algorithm and monitors its conclusion. CSGrid and SGA nodes
may be located in the same network, communicating through
NFS, or in different networks, sharing files through a specific
filesystem.

OurGrid is an open source grid middleware based on
a peer-to-peer (P2P) architecture that enables the creation
of computational grids targeting the support for bag-of-tasks
applications.

Hadoop is an open source implementation of the MapRe-
duce paradigm that is also composed by a distributed file
system (HDFS). It has become a “de facto” standard for large-
scale processing and storage of massive data on clusters and
specialized servers. It is comprised by a set of nodes that can
act as servers or clients, depending on what role each node
performs: job tracker (Hadoop master), task tracker (Hadoop
client), namenode (HDFS server), and datanode (HDFS client).

BOINC (Berkeley Open Infrastructure for Network Com-
puting) is a well-known middleware for volunteer and grid
computing used to run applications from different areas, such
as mathematics, molecular biology, climatology, environmental
science, and astrophysics.

III. SGA FOR BOINC AND HADOOP

The use of clusters, grids, volunteer and Hadoop resources
in mc

2 is possible due to specific SGAs developed to each
kind of execution environment. The integration is considered
sucessful if a scientfic user can execute an e-science applica-
tion installed on a specific execution environment through its
Web portal with a high level of abstraction.

In our case, CSGrid evaluates the execution flow and
interacts with the SGA at the BOINC server in order to
request the execution of a given application. Figure 2 shows
the interaction among all components. SGA is installed at the
BOINC server machine by a developer user. Its interface allows
for setting how many tasks the user wants to create and the
input files to be processed. It is also possible to check the
status of tasks running at the BOINC client machines.

The communication of CSGrid with BOINC server is the
core of our implementation, which is deeply explained in [1].
The main goal is to allow the CSGrid create a task and monitor
this task until it finishes and returns its results. Figure 3 shows

Fig. 2. Communication among SGA BOINC components.

Fig. 3. Example of a workflow in mc
2.

the interaction between CSGrid and BOINC server through
the SGA script. The function create-task() creates a task in
the BOINC server. The function query-result() keeps reading
the last task created at BOINC database through query-task()
every 10 seconds, sending the results from SGA to CSGrid
when the task is done.

The implementation of SGA for Hadoop is very similar to
BOINC, except for the commands to manage this framework.
As Figure 3 depicts, the interaction among all components
is very similar to that used for BOINC. Hadoop saves its
files at a distributed system called HDFS (Hadoop Distributed
File System). Before starting executing tasks in Hadoop, it
is necessary to certify that some system variables were set
properly and that all directories needed already exist in HDFS.
Our implementation copies input files to be processed in
HDFS and queries each 10 seconds the Hadoop framework,
asking for results. Unlike the SGA for BOINC, the integration
with Hadoop was not designed for geographically distributed
computers, because the processing efficiency would drop too
much. We only use computers pertaining to the same network
of CSGrid.

IV. CASE STUDIES ON BIOLOGICAL APPLICATIONS

We chose three important biological applications as a proof
of concept on the adequacy of mc

2 platform. The first one,
MEGA-CC, was deployed on top of the BOINC framework,
while for the other two (CloudBurst and BLAST) we used

the Hadoop framework. We are interested in measuring per-
formance and to assess some programability and experiment
reproducibility parameters.

A. MEGA Computational Core

MEGA-CC comprises tools for conducting sequence align-
ment, testing models of substitution for both DNA and protein
datasets, inferring phylogenetic trees, among other features.
It is used by biologists for reconstructing the evolutionary
histories of species and inferring the extent and nature of
selective forces shaping the evolution of genes and species.

In order to integrate MEGA-CC with BOINC, we need
to deploy an application at BOINC server machine with the
mega.exe file and only two template files: a job.xml file is
used to configure the executable that will start the task, while
a version.xml file is used to set all files that will be executed
at client machines. A detailed explanation on how to configure
these template file can be found in the BOINC website [17].
BOINC runs the task through a wrapper application [18]. In
this project, we used a wrapper for Windows 32 bits systems.

Once the application is deployed at the BOINC server, it
is possible to create tasks to process the input files, to check
the state of these tasks in the Web portal, and to download
results. When BOINC clients start processing the tasks, the
application is downloaded from the BOINC server. The server
allocates tasks according to the number of available processors.
When the tasks end, results are sent to CSGrid and the user
can access a Web portal to download the output files.

It is possible to check the time spent to process the job in
the MEGA-CC job X 0 2 log file, where X is the job number.
There is a “job.log” for all tasks. The mc

2 execution flow starts
at CSGrid, passes through the BOINC server and reachs the
BOINC clients. When the process finishes, the files come back
to BOINC server and the user can download them through
CSGrid. It is also possible to download the files from the
BOINC-Mega Web portal, as said before, but to improve the
access of the scientific users, this function was developed to
integrate BOINC server with CSGrid. So the entire access flow
goes through the CSGrid.

The execution flow through BOINC server to the BOINC
client and back to server is autonomic. So this is a good point
to compare a MEGA-CC process running alone and a MEGA-
CC process running in the mc

2 platform. To measure the
execution time, the same function that creates tasks on BOINC
server creates a file where the output results are uploaded
to BOINC clients. When clients send the results back to the
server, it is possible to compare the times they were created
at CSGrid.

Our first experiment considered many tasks on the same
machine. This machine has an Intel Core 2 Duo E6400
2.13 GHz x64 bits processor and 1 GB of RAM. As this
machine has two cores, it can starts two process on each one.
We compare the execution time needed to finish tasks when
duplicate tasks are added in an arithmetic progression. Thus, it
is possible to verify that the processing speed of mc

2 increases
while the number of BOINC tasks to process increases.

Table I and Figure 4 show the results (in seconds) for a
model selection algorithm implemented in MEGA-CC (local
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TABLE I. MODEL SELECTION ALGORITHM IN MEGA-CC
(ONE MACHINE).

Tasks 1 2 4 6 8

Mega seq. 244.50 572.00 1144.00 1716.00 2288.00

mc
2 + Mega 286.00 308.00 571.00 825.50 1106.00

Accel. 0.86 1.85 2.00 2.07 2.06

Fig. 4. Model selection algorithm in MEGA-CC (one machine).

and mc
2 versions). The local time execution for a protein

dataset from example 2.1 presented in [19] with six taxa and
160 sites was 244.50 seconds. The same dataset was used
in mc

2, with several simultaneous executions. We chose this
dataset due to its relative small size which allows us to rapidly
evaluate our implementation.

Results showed in Table I reveal an increasing acceleration
in the execution time. Our first sequential execution of MEGA-
CC compared with mc

2 increased 41.5 seconds due to file
transfers between mc

2 frameworks (CSGrid and BOINC). The
second column of the first line and the following lines are
the expected times based on the execution time of the first
task. The second line presents the execution times obtained in
our mc

2 platform and the third line shows the acceleration,
calculated using the sequencial time divided by the time
obtained in mc

2 platform. Except for the first case, all other
executions result in performance gains.

The second experiment comprised three heterogeneous
nodes connected at mc

2: an Intel Celeron 2.66 GHz with 3 GB
of RAM, an Intel Celeron 2.13 GHz with 2 GB of RAM,
and an Intel Celeron 2.53 GHz with 1.5 GB of RAM, all
with Windows 7 Ultimate. As we can see, this ”commodity”
hardware can be very useful for mc

2 platform. Table II
shows the results implemented in MEGA-CC (local and mc

2

versions), as we done in the first experiment. We got 1600.50
seconds for three tasks running sequentially. The same dataset
was used in mc

2, resulting in a constant acceleration in the
execution time. Our first sequential execution of MEGA-CC
compared with mc

2 accelerates by a factor of 2.57. The second
column of the first line and the followings are the expected
times based on the time execution of the first tasks running
sequentially.

Two level of parallelization, many cores at one machine and
many machines at mc

2 could maximize the results showed in
Table II. Figure 5 shows that as we increase the number of
tasks in MEGA-CC under mc

2 the acceleration increases at a
constant factor around 2.6. In both cases, it is possible to check
the gain of task parallelization and task sequentialization at the

TABLE II. MODEL SELECTION ALGORITHM IN MEGA-CC
(HETEROGENEOUS CASE).

Tasks 3 9 15 18 21

Mega seq. 1600.50 4801.50 8002.50 9603.00 11203.50

mc
2 + Mega 624.00 1835.00 3048.00 3640.00 4232.00

Accel. 2.57 2.62 2.63 2.64 2.65

Fig. 5. Model selection algorithm in MEGA-CC (heterogeneous case).

same node.

B. CloudBurst

CloudBurst is a good candidate to be parallelized due to
its high level of sensitivity present during the analysis of all
alignments or the unambiguous best alignment for reads with
variable number of mismatches or differences. This feature
demands a lot of processing time addressed by Hadoop in
order to parallelize the execution in multiple compute nodes.

In our experiment, the main command in the execute-
cloudburst-sga-hadoop.sh script that integrates Hadoop with
CSGrid is for lauching the CloudBurst application. The script
is presented below. The other commands are to manage the
directories in the HDFS structure.

# / u s r / l o c a l / hadoop / b i n / hadoop . j a r
C l o u d B u r s t . j a r
/ u s e r / h d u s e r / c l o u d b u r s t / s s u i s . b r
/ u s e r / h d u s e r / c l o u d b u r s t / 10 0 k . b r
/ u s e r / h d u s e r / c l o u d b u r s t − r e s u l t s
36 38 3 0 1 20 4 2 2 128 16

Our tests were made using the following configuration: the
master machine used as a namenode and job tracker has a
Intel Core2 Duo E7200 2.53 GHz processor. We connected
three iMAC machines to serve as slaves running the datanodes
and task trackers, both with a Intel Core i5-2400S 2.50GHz
processor.

Table III shows the time in seconds of CloudBurst appli-
cation in Hadoop and mc

2 platform. We made 10 samples of
each configuration and calculate the standard deviation.

TABLE III. RESULTS FOR CLOUDBURST APPLICATION.

Application 1 PC PC + 1
iMAC

PC + 2
iMAC

PC + 3
iMAC

CloudBurst 101.685 56.254 47.724 42.193

mc
2 + CloudBurst 113.5 78.1 58.3 53.5

Fig. 6. CloudBurst application in Hadoop and in mc
2.

C. BLAST

BLAST is an algorithm to compare information of biolog-
ical primary sequencies, such as the amino-acid sequences of
different proteins or the nucleotides of DNA sequences.

TABLE IV. RESULTS FOR BLAST IN HADOOP.

Nodes 1 2 3 4

BLAST 911.34 460.43 289.59 235.79

BLAST on mc
2 924.6 469.3 293.4 240.96

Fig. 7. Comparison of BLAST algorithm in Hadoop and mc
2.

In our experiments, we use a “nt” database available in
[20] with a size of 13 GB (2357655 sequences). We set a
system with four nodes, with the same configuration used in
the evaluation of CloudBurst. To prove the scalability of mc

2

with Hadoop, we used one node and scaled up to four nodes.

Table IV shows the results from BLAST in Hadoop alone
and in mc

2. Figure 7 shows these results with the default
deviation of 10 samples in each node. So, it is possible to
verify that results did not vary significantly.

V. RELATED WORK

In this project, we decide to use BOINC as a desktop
grid component and Hadoop as a MapReduce framework.
Although there are other relevant middlewares available, such
as Unicore [21], Sztaki [22], and XtremWeb [23], BOINC
was chosen due to its simple API, which permits an easy
interaction with other environments, and its great community
support. Hadoop’s storage model follows a write once, read
many (WORM) paradigm that has proven to be very effective

for large-scale distributed computing of bioinformatics appli-
cations.

The EDGeS project [24] aims at to create an integrated
infrastructure that combines advantages of service and desktop
grids. It uses BOINC as a component of desktop grids and
EGEE [25] as a component of service grids. EDGes uses a
modification in the BOINC client that initiates the application
rather than a working unit of an executable. Its similarity
with the mc

2 platform comprises the availability of a service
to scientists and researchers through EGEE, while mc

2 uses
SINAPAD [26], the Brazilian National HPC Network. BOINC
middleware is also used to expand the reach of grid computing,
by combining it with others components, such as the Globus
Toolkit [27]. CESC [28] is another project that relies on
BOINC as an execution platform for DNA sequencing and
prime number calculation. A recent review on the usage of
BOINC as computing platform can be found in [29].

The support for scientific applications running over hetero-
geneous platforms is also discussed in several projects. Science
Clouds [30] allows for leasing resources for short amounts of
time. A user gets access to virtual machines that can be freely
used according to his application needs. Clouds and grids are
also considered as execution platforms for large distributed
scientific and business applications [31] [32].

BOINC-MR [33] combines MapReduce with BOINC. It
aims at to increase the computing power of volunteer dis-
tributed systems, allowing more complex applications and
paradigms as MapReduce to be executed at dispersed resources
on the Internet. MapReduce jobs are sent to BOINC client
machines to be executed in series, unlike mc

2, whose models
are used in parallel.

CloudBLAST [34] is based on a parallel environment to
deploy and manage BLAST algorithms. It uses MapReduce
to parallelize tools and manage their execution, machine vir-
tualization to encapsulate data sets and executables, and net-
work virtualization to connect resources behind firewalls while
preserving performance and the communication environment.
CloudBLAST uses only the data intensive program model,
while the mc

2 platform is able to use four different execution
models.

Kepler+Hadoop [35] is a generalized architecture that eases
the execution of data-intensive applications. Scientists can use
it to model MapReduce as their domain-specific problems and
connect them through the Kleper GUI, a kind of scientific
workflow. The mc

2 platform supports both single tasks and
workflows, each of them accessible through Web portals
specifically designed to couple with user requirements.

The MOON project [36] is intended to support fault
tolerance in hybrid architectures through a reliable implemen-
tation of MapReduce. Adaptative scheduling algorithms are
responsible to distributed MapReduce jobs to dedicated and
volative (volunteer) nodes. In mc

2, the user must chose what
kind of execution environment he wants to use in order to
submit his jobs through specialized Web portals. At this time,
mc

2 does not support scheduling strategies that use two or
more execution models.

Biodoop [37] is a set of tools for biological applications,
specially those composed by data-intensive tasks. It is orga-

TABLE I. MODEL SELECTION ALGORITHM IN MEGA-CC
(ONE MACHINE).

Tasks 1 2 4 6 8

Mega seq. 244.50 572.00 1144.00 1716.00 2288.00

mc
2 + Mega 286.00 308.00 571.00 825.50 1106.00

Accel. 0.86 1.85 2.00 2.07 2.06

Fig. 4. Model selection algorithm in MEGA-CC (one machine).

and mc
2 versions). The local time execution for a protein

dataset from example 2.1 presented in [19] with six taxa and
160 sites was 244.50 seconds. The same dataset was used
in mc

2, with several simultaneous executions. We chose this
dataset due to its relative small size which allows us to rapidly
evaluate our implementation.

Results showed in Table I reveal an increasing acceleration
in the execution time. Our first sequential execution of MEGA-
CC compared with mc

2 increased 41.5 seconds due to file
transfers between mc

2 frameworks (CSGrid and BOINC). The
second column of the first line and the following lines are
the expected times based on the execution time of the first
task. The second line presents the execution times obtained in
our mc

2 platform and the third line shows the acceleration,
calculated using the sequencial time divided by the time
obtained in mc

2 platform. Except for the first case, all other
executions result in performance gains.

The second experiment comprised three heterogeneous
nodes connected at mc

2: an Intel Celeron 2.66 GHz with 3 GB
of RAM, an Intel Celeron 2.13 GHz with 2 GB of RAM,
and an Intel Celeron 2.53 GHz with 1.5 GB of RAM, all
with Windows 7 Ultimate. As we can see, this ”commodity”
hardware can be very useful for mc

2 platform. Table II
shows the results implemented in MEGA-CC (local and mc

2

versions), as we done in the first experiment. We got 1600.50
seconds for three tasks running sequentially. The same dataset
was used in mc

2, resulting in a constant acceleration in the
execution time. Our first sequential execution of MEGA-CC
compared with mc

2 accelerates by a factor of 2.57. The second
column of the first line and the followings are the expected
times based on the time execution of the first tasks running
sequentially.

Two level of parallelization, many cores at one machine and
many machines at mc

2 could maximize the results showed in
Table II. Figure 5 shows that as we increase the number of
tasks in MEGA-CC under mc

2 the acceleration increases at a
constant factor around 2.6. In both cases, it is possible to check
the gain of task parallelization and task sequentialization at the

TABLE II. MODEL SELECTION ALGORITHM IN MEGA-CC
(HETEROGENEOUS CASE).

Tasks 3 9 15 18 21

Mega seq. 1600.50 4801.50 8002.50 9603.00 11203.50

mc
2 + Mega 624.00 1835.00 3048.00 3640.00 4232.00

Accel. 2.57 2.62 2.63 2.64 2.65

Fig. 5. Model selection algorithm in MEGA-CC (heterogeneous case).

same node.

B. CloudBurst

CloudBurst is a good candidate to be parallelized due to
its high level of sensitivity present during the analysis of all
alignments or the unambiguous best alignment for reads with
variable number of mismatches or differences. This feature
demands a lot of processing time addressed by Hadoop in
order to parallelize the execution in multiple compute nodes.

In our experiment, the main command in the execute-
cloudburst-sga-hadoop.sh script that integrates Hadoop with
CSGrid is for lauching the CloudBurst application. The script
is presented below. The other commands are to manage the
directories in the HDFS structure.

# / u s r / l o c a l / hadoop / b i n / hadoop . j a r
C l o u d B u r s t . j a r
/ u s e r / h d u s e r / c l o u d b u r s t / s s u i s . b r
/ u s e r / h d u s e r / c l o u d b u r s t / 100 k . b r
/ u s e r / h d u s e r / c l o u d b u r s t − r e s u l t s
36 38 3 0 1 20 4 2 2 128 16

Our tests were made using the following configuration: the
master machine used as a namenode and job tracker has a
Intel Core2 Duo E7200 2.53 GHz processor. We connected
three iMAC machines to serve as slaves running the datanodes
and task trackers, both with a Intel Core i5-2400S 2.50GHz
processor.

Table III shows the time in seconds of CloudBurst appli-
cation in Hadoop and mc

2 platform. We made 10 samples of
each configuration and calculate the standard deviation.

TABLE III. RESULTS FOR CLOUDBURST APPLICATION.

Application 1 PC PC + 1
iMAC

PC + 2
iMAC

PC + 3
iMAC

CloudBurst 101.685 56.254 47.724 42.193

mc
2 + CloudBurst 113.5 78.1 58.3 53.5

Fig. 6. CloudBurst application in Hadoop and in mc
2.

C. BLAST

BLAST is an algorithm to compare information of biolog-
ical primary sequencies, such as the amino-acid sequences of
different proteins or the nucleotides of DNA sequences.

TABLE IV. RESULTS FOR BLAST IN HADOOP.

Nodes 1 2 3 4

BLAST 911.34 460.43 289.59 235.79

BLAST on mc
2 924.6 469.3 293.4 240.96

Fig. 7. Comparison of BLAST algorithm in Hadoop and mc
2.

In our experiments, we use a “nt” database available in
[20] with a size of 13 GB (2357655 sequences). We set a
system with four nodes, with the same configuration used in
the evaluation of CloudBurst. To prove the scalability of mc

2

with Hadoop, we used one node and scaled up to four nodes.

Table IV shows the results from BLAST in Hadoop alone
and in mc

2. Figure 7 shows these results with the default
deviation of 10 samples in each node. So, it is possible to
verify that results did not vary significantly.

V. RELATED WORK

In this project, we decide to use BOINC as a desktop
grid component and Hadoop as a MapReduce framework.
Although there are other relevant middlewares available, such
as Unicore [21], Sztaki [22], and XtremWeb [23], BOINC
was chosen due to its simple API, which permits an easy
interaction with other environments, and its great community
support. Hadoop’s storage model follows a write once, read
many (WORM) paradigm that has proven to be very effective

for large-scale distributed computing of bioinformatics appli-
cations.

The EDGeS project [24] aims at to create an integrated
infrastructure that combines advantages of service and desktop
grids. It uses BOINC as a component of desktop grids and
EGEE [25] as a component of service grids. EDGes uses a
modification in the BOINC client that initiates the application
rather than a working unit of an executable. Its similarity
with the mc

2 platform comprises the availability of a service
to scientists and researchers through EGEE, while mc

2 uses
SINAPAD [26], the Brazilian National HPC Network. BOINC
middleware is also used to expand the reach of grid computing,
by combining it with others components, such as the Globus
Toolkit [27]. CESC [28] is another project that relies on
BOINC as an execution platform for DNA sequencing and
prime number calculation. A recent review on the usage of
BOINC as computing platform can be found in [29].

The support for scientific applications running over hetero-
geneous platforms is also discussed in several projects. Science
Clouds [30] allows for leasing resources for short amounts of
time. A user gets access to virtual machines that can be freely
used according to his application needs. Clouds and grids are
also considered as execution platforms for large distributed
scientific and business applications [31] [32].

BOINC-MR [33] combines MapReduce with BOINC. It
aims at to increase the computing power of volunteer dis-
tributed systems, allowing more complex applications and
paradigms as MapReduce to be executed at dispersed resources
on the Internet. MapReduce jobs are sent to BOINC client
machines to be executed in series, unlike mc

2, whose models
are used in parallel.

CloudBLAST [34] is based on a parallel environment to
deploy and manage BLAST algorithms. It uses MapReduce
to parallelize tools and manage their execution, machine vir-
tualization to encapsulate data sets and executables, and net-
work virtualization to connect resources behind firewalls while
preserving performance and the communication environment.
CloudBLAST uses only the data intensive program model,
while the mc

2 platform is able to use four different execution
models.

Kepler+Hadoop [35] is a generalized architecture that eases
the execution of data-intensive applications. Scientists can use
it to model MapReduce as their domain-specific problems and
connect them through the Kleper GUI, a kind of scientific
workflow. The mc

2 platform supports both single tasks and
workflows, each of them accessible through Web portals
specifically designed to couple with user requirements.

The MOON project [36] is intended to support fault
tolerance in hybrid architectures through a reliable implemen-
tation of MapReduce. Adaptative scheduling algorithms are
responsible to distributed MapReduce jobs to dedicated and
volative (volunteer) nodes. In mc

2, the user must chose what
kind of execution environment he wants to use in order to
submit his jobs through specialized Web portals. At this time,
mc

2 does not support scheduling strategies that use two or
more execution models.

Biodoop [37] is a set of tools for biological applications,
specially those composed by data-intensive tasks. It is orga-
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