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Projetos
ü Scaling up multimodal data fusion and analytical models over multiple-GPU systems.
üDesign and validation of personalised risk prediction models over Brazilian health care data.
ü Stratification of patients suffering from myalgic encephalomyelitis/chronic fatigue syndrome.
ü Standardisation of wearable-based algorithms for healthcare applications in developing countries.
ü Early childhood development friendly index: assessing the enabling environment for Nurturing Care.
ü The 100 million Brazilian linked data and datacentre.
ü Treating heterogeneity and uncertainty in data integration: case study on Brazilian databases.
ü Integrating socioeconomic and health data to combat malaria.
üDesign of a scientific repository (data lake) for big data applications.
ü Long-term surveillance platform for Zika virus and microcephaly.
ü Inference on Causation from Examination of Familial Confounding (ICE FALCON).
ü Brazilian twin cohort: data linkage on administrative databases.
ü BAMBU - Metropolitan network for trial and innovation on future internet.
ü IEEE Working Groups: Autonomous Robotics, Robot Task Representation, Ethical Design 

and Application of Robotic Systems, Personal Data Privacy Process.
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Ciência de Dados
ü Ciência de dados é uma área interdisciplinar voltada para o estudo e a análise de dados econômicos, 

financeiros e sociais, estruturados e não-estruturados, que visa a extração de conhecimento, 
detecção de padrões e/ou obtenção de insights para possíveis tomadas de decisão. Wikipédia

“A mythical beast with magical powers who's rumored to exist but is
never actually seen in the wild.” Quora

https://pt.wikipedia.org/wiki/Ci%25C3%25AAncia_de_dados
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Perfil profissional

A Data Scientist at the office

https://towardsdatascience.com/the-data-scientist-unicorn-8c86cb712dde

https://towardsdatascience.com/the-data-scientist-unicorn-8c86cb712dde


https://www.kdnuggets.com/2018/09/how-many-data-scientists-are-there.html

How many data scientists are there
and is there a shortage?

https://www.kdnuggets.com/2018/09/how-many-data-scientists-are-there.html
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Fig. 1. The Big Data analysis pipeline. Major steps in the analysis of Big Data are shown in the top half of the figure. Note the possible feedback loops at all stages. The 
bottom half of the figure shows Big Data characteristics that make these steps challenging.

in a large universe of data sets, there could be hundreds of data 
sets that are somehow related to the topic of interest with only 
very few that actually have data on the relationship(s) of interest 
measured under conditions of interest. We are only now beginning 
to think about how we characterize data sets to make them find-
able.

Second, data sets must be understood and interpreted for them 
to be reusable. Obviously, this requires adequate metadata. Unfor-
tunately, the word “adequate” in the preceding sentence is often 
ignored. If we know the creator and date, and the schema dec-
laration, that is insu!cient metadata in most cases. It is quite 
likely that it matters precisely under what conditions the data 
were obtained, using what instruments, after what kind of sample 
preparation. There is active work on metadata standards in many 
communities. Adhering to these standards will definitely move us 
forward substantially. However, we also need to address the is-
sue of incentives, at least in the scientific community: why will 
a scientist spend time recording careful metadata? Why not just 
do the bare minimum required by the publication venue or fund-
ing agency? Furthermore, there remains su!cient diversity even 
within any one academic sub-discipline that many of these meta-
data standards do not require details that may be crucial in some 
specific case, even if not generally applicable. Efforts to establish a 
culture of data citation are crucial to address these problems.

Third, data sets found are often not quite in the right form for 
the desired use. Sometimes this is simply a question of performing 
a schema mapping. But often more substantial mismatches have 
to be resolved. One problem that I am currently addressing has 
to do with administrative data, which tend to be reported rolled 
up by administrative jurisdiction. When such data are reused, they 
need to be compared to (or joined with) data rolled up accord-
ing to a different administrative hierarchy. If the two hierarchies 
differ, such matching is not immediately possible. For example, it 
is not straightforward to compare data reported by school district 
with data reported by county. Our approach to this problem is to 
develop innovative interpolation methods.

In short, data reuse is critical to address and holds out great 
promise. But it also poses many challenging questions, which are 
only now being given the required attention.

5. Big Data Myth 5: Data Science is the same as Big Data

The ability to collect and analyze massive amounts of data is 
revolutionizing the way scientific research is being conducted [3].

• The Sloan Digital Sky Survey [9] has transformed Astronomy 
from a field where taking pictures of the sky was a large part 
of an astronomer’s job to one where the focus is on discover-
ing interesting objects and phenomena from the databases.

• In the Biological Sciences, there is now a well-established tra-
dition of depositing scientific data into a public repository, and 
also of creating public databases for use by other scientists.

• The size and the number of experimental data sets in many 
applications are increasing exponentially. Consider, for exam-
ple, the advent of Next Generation Sequencing (NGS) [7]. The 
growth rate of the output of current NGS methods is faster 
than the performance increase for the SPECint CPU benchmark, 
representing increase in computational power due to Moore’s 
law.

• Both the volume and velocity of data require new approaches 
to data management and analysis. For example, the raw image 
datasets in NGS are so large (many TBs per lab per day) that 
it is impractical today to even consider storing them. Rather, 
these images are analyzed on the fly to produce the sequence 
data.

Many people use the two terms “Data Science” and “Big Data” 
interchangeably, applying these terms to all of the examples listed 
above. This is not completely inappropriate: the primary differ-
ence between the two terms is their perspective: “Big Data” begins 
with the data characteristics (and works up from there), whereas 
“Data Science” begins with data use (and works down from there). 
However, their formal definitions differ in more than just perspec-
tive.

The National Consortium for Data Science, an industry and aca-
demic partnership established at UNC, Chapel Hill in 2013, defines 
data science as “the systematic study of digital data using scientific 
techniques of observation, theory development, systematic analy-
sis, hypothesis testing, and rigorous validation.” A key purpose of 
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As Big Data inexorably draws attention from every segment of society, it has also suffered from many 
characterizations that are incorrect. This article explores a few of the more common myths about Big 
Data, and exposes the underlying truths.

! 2015 Elsevier Inc. All rights reserved.

“Big Data” now impacts nearly every aspect of our modern so-
ciety, including business, government, health care, and research in 
almost every discipline: life sciences, engineering, natural sciences, 
art & humanities. As it has drawn much attention, and become 
economically important, there are many who have preferred an-
gles on the interpretation of Big Data. At the same time, as many 
have been exposed to the term with little prior knowledge of com-
puting or technology, they are easily swayed by the “experts.” In 
consequence, there has been a rush to use the term Big Data in 
ways that are inappropriate but self-serving. In many cases, these 
erroneous interpretations have then been taken up and amplified 
by others, including even technically sophisticated people. In this 
article, I discuss some of the more common myths.

1. Big Data Myth 1: Size is all that matters

The very word “Big” indicates size. It is also the case that mea-
sures of size are very easily conveyed. We have all heard state-
ments about how high a stack of phonebooks is required to store 
the data that is easily kept on one disk drive. So it is not surprising 
that for many lay people, Big Data is all about size.

One would think that technical people would know better. 
Unfortunately, size also lends itself to easy measurement. It is 
straightforward to count up the number of bytes in some data 
store, and equally easy to plot a sequence of such measurements 
on a chart showing exponential growth. In fact, such charts have 
become so common that even many lay people get the concept. 
What this leads to, among other things, is serious people apolo-
getically saying that they only have a few hundred gigabytes of 
data and so are not sure that they really have a Big Data problem. 

! This article belongs to Visions on Big Data.
E-mail address: jag@umich.edu.
URL: http://www.eecs.umich.edu/~jag.

This is sad, because we are putting off so many people we ought 
to be able to help.

In spite of the points made above, I believe that better sense 
would have prevailed in our understanding of Big Data if it were 
not for the economic imperatives of the IT industry. We have to-
day a huge ecosystem of Big Data systems. These systems are, for 
the most part, innovative: collectively, they constitute a whole new 
paradigm of scaling. There are many who have problems that re-
quire this scale and are amenable to these new architectures. These 
facts have led to the creation of a new industry segment and ben-
efitted many, all of which is good. But the tremendous progress 
made in this space has also sucked the Oxygen out of the air for 
everything else, as it were. Industry wants to talk about volume, 
for economic reasons. And money speaks.

Several years ago, the Gartner group noticed this undue atten-
tion focused on size, and proposed the now famous “3Vs” of Big 
Data [5]. IBM then pushed for adding a 4th V [6], and this has 
been accepted by most. So, theoretically, most technical people will 
tell you that Big Data raises issues of Volume, Velocity, Variety, and 
Veracity (or at least the first three of these). But then they will im-
mediately go on to discuss how many Petabytes there are in some 
problem.

I have discussed above, why Volume (or size) gets undue atten-
tion. Let me turn now to why I think Variety and Veracity do not 
get the attention they deserve. One major reason for this lack of at-
tention is that there is no well-accepted measure for either. If there 
is no measure, it is hard to track progress. If I have a company and 
develop an innovative system that can handle a slightly larger vol-
ume than the competition, I can show this off with measurements 
against some benchmark. If I am an academic and develop an al-
gorithm that scales better than the competition, I know exactly 
how to compare my algorithm against the competition and per-
suade skeptical reviewers. In contrast, consider variety. If I have a 
product that makes handling variety a little easier, what technical 
claim can I make that doesn’t sound like marketing hype? If I write 
a paper about a data model that is better at handling variety than 

http://dx.doi.org/10.1016/j.bdr.2015.01.005
2214-5796/! 2015 Elsevier Inc. All rights reserved.
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EDITORIAL

how Google Translate relies on only correlative analyses of 
documents on the internet.

This generated quite a response from the scientific com-
munity with California Institute of Technology physicist 
Sean Carroll arguing in Edge that “hypotheses aren’t simply 
useful tools in some potentially outmoded vision of sci-
ence; they are the whole point. Theory is understanding, 
and understanding our world is what science is all about.”

Is the generation of parts lists and correlations in the 
absence of functional models science? Based on the  often 
accepted definition of the scientific method, the answer 
would be a qualified no. But not everyone would agree. 
Carroll’s colleague, David Goodstein, previously stated in 
a Thesis article in Nature Physics that “science, it turns out, 
is whatever scientists do.” A philosopher would find this 
to be a circular and unfulfilling argument, but it is likely 
that many biologists who are more interested in the prac-
tical outcomes of their methods than their philosophical 
underpinnings would agree with this sentiment.

But the rise of methodologies that generate massive 
amounts of data does not dictate that biology should be data-
driven. In a return to hypothesis-driven research, systems  
biologists are attempting to use the same ‘omics’ methods 
to generate data for use in quantitative biological mod-
els. Hypotheses are needed before data collection because 
model-driven quantitative analyses require rich dynamic 
data collected under defined conditions and stimuli.

So where does this leave us? It is likely that the high com-
plexity of biology will actually make full biological under-
standing by purely correlative analysis impossible. This 
method works for Google because language has simple 
rules and low complexity. Biology has neither constraint. 
Correlations in large datasets may be able to provide some 
useful answers, but not all of them.

But ‘omics’ data can provide information on the size 
and composition of biological entities and thus deter-
mine the boundaries of the problem at hand. Biologists 
can then proceed to investigate function using classical 
hypothesis-driven experiments. It is still unclear whether 
even this marriage of the two methods will deliver a com-
plete understanding of biology, but it arguably has a better 
chance than either method on its own.

Philosophers are free to argue whether one method is 
science and the other is not. Ultimately the public who 
funds the work and the biologists who conduct it want 
results that will materially impact the quality of life regard-
less of what the method is called.

Modern biological research methods are powerful tools in 
biologists’ arsenal for investigating biology. But is the abil-
ity of these methods to amass extraordinary amounts of 
data altering the nature of scientific inquiry?

As schoolchildren we are taught that the scientific 
method involves a question and suggested explanation 
(hypothesis) based on observation, followed by the care-
ful design and execution of controlled experiments, and 
finally validation, refinement or rejection of this hypoth-
esis. Developed by thinkers including Bacon, Descartes and 
Pierce, this methodology has been credited with much of 
science’s success. Modern philosophers such as Feyerabend 
have argued that this is not how most science is conducted, 
but up to now most modern scientists have subscribed to 
the hypothesis-centric scientific method.

Scientists’ defense of this methodology has often been 
vigorous, likely owing to the historic success of predictive 
hypothesis-driven mechanistic theories in physics, the 
dangers inherent in ‘fishing expeditions’ and the likeli-
hood of false correlations based on data from improperly 
designed experiments. For example, The Human Genome 
Project was considered by many at the time to be a serious 
break with the notion that proper biological research must 
be hypothesis-driven. But the project proceeded because 
others successfully argued that it would yield information 
vital for understanding human biology.

Methodological developments are now making it pos-
sible to obtain massive amounts of ‘omics’ data on a variety 
of biological constituents. These immense datasets allow 
biologists to generate useful predictions (for example, 
gene-finding and function or protein structure and func-
tion) using machine learning and statistics that do not 
take into account the underlying mechanisms that dictate 
design and function}considerations that would form the 
basis of a traditional hypothesis.

Now that the bias against data-driven investigation has 
weakened, the desire to simplify ‘omics’ data reuse has led 
to the establishment of minimal information requirements 
for different types of primary data. The hope is that this 
will allow new analyses and predictions using aggregated 
data from disparate experiments.

Last summer, the editor-in-chief of Wired, Chris 
Anderson, went so far as to argue that biology is too com-
plex for hypotheses and models, and that the classical sci-
entific method is dead. Instead, he called for these methods 
to be replaced by powerful correlative analyses of massive 
amounts of data gathered by new technologies similar to 

Defining the scientific method
The rise of ‘omics’ methods and data-driven research presents new possibilities for discovery 
but also stimulates disagreement over how science should be conducted and even how it 
should be defined.

“Hypotheses 
aren’t simply 
useful tools in 
some potentially 
outmoded vision 
of science; they 
are the whole 
point.”
 Sean Carroll

“Science, it 
turns out, 
is whatever 
scientists do.”
 David Goodstein
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Big data scientific method. Hypothesis-driven and
data-driven scientific methods progress through
parallel stages. (A) Framing the problem and general 
hypotheses. (B). Data collection and exploratory
experimentation/analysis. (C) Formulation of specific
hypotheses. (D) Testing the hypotheses. (e) 
Accepting or rejecting the hypotheses.
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The Scope of Big Data in One 
Medicine: Unprecedented 
Opportunities and Challenges
Molly E. McCue1* and Annette M. McCoy2

1 Equine Genetics and Genomics Laboratory, Veterinary Population Medicine, University of Minnesota, St Paul, MN,  
United States, 2 Veterinary Clinical Medicine, University of Illinois Urbana-Champaign, Urbana, IL, United States

Advances in high-throughput molecular biology and electronic health records (EHR), 
coupled with increasing computer capabilities have resulted in an increased interest in 
the use of big data in health care. Big data require collection and analysis of data at 
an unprecedented scale and represents a paradigm shift in health care, offering (1) the 
capacity to generate new knowledge more quickly than traditional scientific approaches; 
(2) unbiased collection and analysis of data; and (3) a holistic understanding of biology 
and pathophysiology. Big data promises more personalized and precision medicine 
for patients with improved accuracy and earlier diagnosis, and therapy tailored to an 
individual’s unique combination of genes, environmental risk, and precise disease phe-
notype. This promise comes from data collected from numerous sources, ranging from 
molecules to cells, to tissues, to individuals and populations—and the integration of 
these data into networks that improve understanding of heath and disease. Big data-
driven science should play a role in propelling comparative medicine and “one medicine” 
(i.e., the shared physiology, pathophysiology, and disease risk factors across species) 
forward. Merging of data from EHR across institutions will give access to patient data on 
a scale previously unimaginable, allowing for precise phenotype definition and objective 
evaluation of risk factors and response to therapy. High-throughput molecular data will 
give insight into previously unexplored molecular pathophysiology and disease etiology. 
Investigation and integration of big data from a variety of sources will result in stronger 
parallels drawn at the molecular level between human and animal disease, allow for 
predictive modeling of infectious disease and identification of key areas of intervention, 
and facilitate step-changes in our understanding of disease that can make a substantial 
impact on animal and human health. However, the use of big data comes with significant 
challenges. Here we explore the scope of “big data,” including its opportunities, its lim-
itations, and what is needed capitalize on big data in one medicine.

Keywords: deep phenotyping, multilayer disease module, network medicine, bioinformatics, structural informatics, 
clinical informatics, genetic epidemiology, environmental epidemiology

OVERVIEW AND INTRODUCTION

“Big data” has become a catch phrase across many industries including medicine. As of this writing, 
a PubMed search for the term “big data” retrieves 10,015 entries, each detailing some aspect of 
big data in human or veterinary medicine, public heath, veterinary epidemiology, environmental 
or ecosystem health, and animal husbandry, among others. Occasionally, these papers encompass 
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Forget looking through a telescope at the stars. An
astronomer today is more likely to be online: digitally
scheduling observations, running them remotely on a 
telescope in the desert, and downloading the results for 
analysis.

Our education system needs to change, too

Classic images of science include Albert Einstein writing
down the equations of relativity, or Marie Curie 
discovering radium in her laboratory.

Computation, however, is rarely mentioned, and so many
key skills are left undeveloped.
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Abstract

The Park City Math Institute (PCMI) 2016 Summer Undergraduate

Faculty Program met for the purpose of composing guidelines for un-

dergraduate programs in Data Science. The group consisted of 25 un-

dergraduate faculty from a variety of institutions in the U.S., primarily

from the disciplines of mathematics, statistics and computer science.

These guidelines are meant to provide some structure for institutions

planning for or revising a major in Data Science.
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Data Science, at all levels, is evolving and changing quickly. Most institutions will

implement a Data Science major from current courses in existing disciplines, perhaps tran-

sitioning to more fully integrated courses as outlined in the Appendix at a future date. Our

hope is that institutions use these guidelines in their planning to meet the needs of their

students both now and in the future. We fully expect that institutions will regularly review

their programs to reflect new developments in this fast-evolving field.

3. Key Competencies and Features of a Data Science Major

A graduate with an undergraduate Data Science degree should be prepared to interact

with data at all stages of an investigation and will be expected to work within a team

environment.

Key Competencies for an undergraduate Data Science Major

Computational and Statistical Thinking

Mathematical Foundations

Model Building and Assessment

Algorithms and Software Foundation

Data Curation

Knowledge Transference – Communication and Responsibility

3.1. Analytical (Computational and Statistical) Thinking

Data science consists of a problem-solving approach for working within empirical settings

in which meaning must be extracted from data. This approach is a synthesis of modes of

thought in statistics, computer science, and mathematics.

1. Statistical Thinking in a Data-Rich Environment

Statistical thinking is an approach to understanding the world through

data, and involves everything “from problem formulation through conclusions”

(Wild & Pfannkuch). The data scientist needs an understanding of basic statistical

theory. Students should understand the basic statistical concepts of data analysis,

data collection, modeling, and inference. A sound knowledge of basic theoretical

foundations will help inform their analyses and the limits to their models. Successful

graduates will be able to apply statistical understandings and computational skills to

formulate problems, plan data collection campaigns or identify and gather relevant

existing data, and then analyze the data to provide insights.

2. Computational Thinking

Working with data requires extensive computing skills. A Data Science student must

be prepared to work with data as they are commonly found in the workplace and re-

search labs. For example, accessing and organizing data in databases, scraping data

from websites, processing text into data that can be analyze and ensuring secure and

confidential data storage all require extensive computing skills. These computational

www.annualreviews.org • Data Science Guidelines 6

An Outline of the Data Science Major

1. Intro to Data Science

• Intro to Data Science I

• Intro to Data Science II

2. Mathematical Foundations

• Mathematics for Data Science I

• Mathematics for Data Science II

3. Computational Thinking

• Algorithms and Software Concepts

• Databases and Data Management

4. Statistical Thinking

• Intro to Statistical Models

• Statistical and Machine Learning

5. Course in an Outside Discipline

6. Capstone Course

4.1. Overview of Course Sequence

• Intro to Data Science I and II

Students will immediately use a high level language to explore, visualize and pose

questions about data. In the second semester, a more algorithmic language may be

introduced to help students understand the thinking and structure behind the higher

level functions they experienced in the first semester.

– Introduction to high level language

– Exploring and manipulating data

– Functions and basic coding

– Introduction to modeling, both deterministic and stochastic

– Concepts of projects and code management

– Databases

– Introduction to data collection and statistical inference

• Mathematical Foundations I and II

Data science students connect mathematical tools to real-world problems. Unlike

pure mathematics, which seeks to build theory and prove propositions, Data Science

is about seeing the value of mathematical methods while understanding their limita-

tions. Data science students should also develop a geometric, intuitive, visual way of

thinking throughout their mathematical training. We propose a two-semester ‘Math

for Data Science’ sequence that begins with students who would have placed into

Calculus 1. This sequence emphasizes mathematical modeling, especially linear and

polynomial models. (See the Appendix.)
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9. Developing data  products  (19 )  - covers technologies for building  data  products like  R 
packages, swirl  courses, and  Shiny apps.  

 
This program has now been  running  since  April  2014  and  has enrolled  more  than  4  million 
students and  over 875,000  people  completing  a  course. It is the  largest MOOC program in 
history.  

  
 

Figure  1. Number  of students  in the  Johns  Hopkins  Data  Science  Programs 
The  number of students enrolling  (blue) and  completing  (green) courses  
in  MOOCs created  by the  Johns Hopkins Biostatistics Department over  time. 
Coursera  launched  their new platform in  February 2016. 

 
 
Over time  enrollments have  appeared  to  reach  a  steady state  (Figure1). A large  number of 
students continue  to  enroll  in  the  program, now one  of the  most widely recognized  sequences of 
MOOCs. Despite  the  well-known  criticism that MOOCs have  low completion  rates(20 ), the 
number of completers of the  JHU Data  Science  Specialization  - at the  time  of this writing  (n  = 
6,235  completers) - is almost double  the  entire  output of masters students from the  ten  largest 
programs in  statistics and  the  ten  largest programs in  biostatistics combined  (n  = 2,056 
degrees) over the  years 2011-2013  (21 ). 
Part of the  reason  for this success was simply the  serendipity of launching  the  program at the 
right time. But some  of the  innovations produced  by the  program made  it unique  and  have  now 
led  other groups to  build  on  those  ideas. In  the  following  sections we  summarize  the  differences 
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Propelled  by the  popularity of early MOOCs (8 ), the  enrollment in  these  first three classes was 
extraordinary (Table  1) and  was an  early indication  of the  demand  for data  science  focused 
courses. This demand  has since  been  validated  by the  popularity of not only online  courses in 
data  science, but a  host of boot camps (9 ), internships, and  a  dramatic increase  in  enrollment 
across statistics, machine  learning, and  data  science  undergraduate  programs (10 ).  
 

Course Enrollment Completions 

Mathematical  Biostatistics Boot Camp  1 109,789 4,150 

Mathematical  Biostatistics Boot Camp  2 23,842 944 

Computing  for Data  Analysis 243,987 21,069 

Data  Analysis 193,126 6,500 

Biostatistics Case  Study 39,140 3,322 

 
Table  1. Number  of Students  in Initial Online  Courses 
The  size  of the  student enrollment and  completion  numbers from the  initial  courses we  created 
for Coursera.org  strongly encouraged  our development of the  Data  Science  Specialization. 
 
Seeing  the  demand  for data  science  spiking, we  were  inspired  to  create  an  entire  data  science 
curriculum that would  deviate  from both  the  in  person  program at Johns Hopkins and  other 
statistics and  biostatistics programs nationally. This coincided  with  an  effort by Coursera  to 
create  sequences of MOOCs or “Specializations”. The  launch  date  for the  original  set of 
specializations was April  2014. Using  our lightweight production  process we  created  a  series of 
nine  courses and  launched  one  of the  first Specializations on  the  Coursera  platform. The 
classes in  our program were: 
 

1. The  Data  Scientist’s  Toolbox  (11 ) - covering  version  control  and  the  most common 
tools used  by data  scientists.  

2. R programming (12 )  - covering  the  fundamentals of how to  program in  R  
3. Getting and cleaning data  (13 )  - covering  how to  obtain  data  from databases, the  web, 

and  other sources, then  clean  it up.  
4. Exploratory  data  analysis  (14 )   - covering  plotting  and  other initials explorations of a 

data  set.  
5. Reproducible  research (15 ) - covers the  basics of R markdown, literate  programming, 

and  the  principles of reproducible  research 
6. Statistical inference  (16 )   - covers probability and  statistical  inference. 
7. Regression models  (17 )  - covers linear models and  their application  to  real  data.  
8. Practical machine  learning (18 )   - covers the  basics of machine  learning  and  predicting 

in  R.  
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 The  democratization of  data  science education 

 
Sean  Kross*       Roger D. Peng*         Brian  S. Caffo*        Ira  Gooding**        Jeffrey T. Leek* 
kross@jhu.edu     rdpeng@gmail.com          bcaffo@gmail.com         iragooding@jhu.edu   jtleek@gmail.com 
 
*  Department of Biostatistics, Johns Hopkins Bloomberg  School  of Public Health 
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Abstract 
Over the  last three  decades data  has become  ubiquitous and  cheap. This transition  has 
accelerated  over the  last five  years and  training  in  statistics, machine  learning, and  data 
analysis have  struggled  to  keep  up. In  April  2014  we  launched  a  program of nine  courses, the 
Johns Hopkins Data  Science  Specialization, which  has now had  more  than  4  million  enrollments 
over the  past three  years. Here  the  program is described  and  compared  to  both  standard  and 
more  recently developed  data  science  curricula. We  show that novel  pedagogical  and 
administrative  decisions introduced  in  our program are  now standard  in  online  data  science 
programs. The  impact of the  Data  Science  Specialization  on  data  science  education  in  the  US is 
also  discussed. Finally we  conclude  with  some  thoughts about the  future  of data  science 
education  in  a  data  democratized  world.  
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discouraged  because  of the  labor required  to  migrate  content and  set up  nine  new courses 
sessions on  a  monthly basis. Coursera’s new platform and  course  format makes high-frequency 
sessions the  default across its offerings. All  classes on  Coursera  are  also  organized  in  one 
month  units based  on  the  design  principles of the  Johns Hopkins Data  Science  Specialization.  
 
Running  courses frequently was greatly appreciated  by students and  resulted  in  no  drops in 
quality of student experience  and  enrollment.  Another lesson  was that making  content more 
atomic across the  board  was preferable  in  this format. In  other words, whether for readings, 
lectures, modules or classes, splitting  was always better than  lumping. Atomizing  content 
created  flexibility in  terms of organizing  the  course, so  that if we  felt that the  order of course 
modules should  be  changed  partway through  developing  a  course, we  could  easily rearrange 
the  content.  
 
Innovations  in Community 
 
One  of the  most inspiring  parts of this work has been  the  opportunity to  witness the 
development of the  community that has grown  up  around  the  specialization. What began  with 
the  free-for-all  discussion  forums on  the  course  sites quickly spilled  over into  other online 
venues like  blogs and  social  media. Thanks to  Coursera’s efforts to  harness this dynamic 
community’s eagerness to  both  give  back and  deepen  their own  knowledge  by helping  others, 
we’ve  had  the  pleasure  of recruiting  and  relying  on  some  truly incredible  Community Mentors 
(originally called  Community TAs) who  volunteer their time  to  moderate  the  forums and  guide 
new learners. We  also  learned  that many of these  mentors and  other learners were  starting  to 
produce  help  documents, lecture  notes, study guides, and  other materials to  supplement the 
specialization  and  assist new learners. Some  people  worried  that this somehow constituted 
cheating, but we  saw it as a  great way for the  community to  help  guide  one  another and  fill  in 
some  of the  gaps that we  missed  when  developing  the  courses. In  order to  encourage  these 
activities, we  created  the  Data  Science  Specialization  Community Site  on  GitHub  github  (21a) 
and  asked  learners to  contribute  their work so  that others could  easily find  and  use  the 
materials. 
 

Future  of data  science  education 
 
Since  the  development of our program there  has been  an  explosion  of data  science  programs 
around  the  country (45 ). The  ubiquity of data  and  the  training  gap  in  students and  employees 
who  can  analyze  this data   means that data  science  education  is likely to  grow over the  short 
term. But given  the  similarity between  these  programs we  believe  that data  science  education  is 
becoming  commoditized. The  real  value  is no  longer in  generation  of content - which  is now 
abundant and  available  for free  on  the  internet. In  the  future  value  will  be  driven  by interactive 
education  platforms such  as swirl  and  Datacamp. It is also  likely to  be  driven  by the  associated 
value  of being  around  experts in  the  field  who  can  help  to  improve  the  data  literacy of students 
when  they run  into  problems produced  by rapidly changing  open  source  software.  
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particular community, make working together in outbreak situations 
more challenging. Fundamental to success is respect and understand-
ing of the contribution each party brings. In a successfully integrated 
approach, we each have to realize that our knowledge and skills are a 
small part of a rapidly expanding toolkit (Box!1). We need to under-
stand major trends in research and how and when they may influence 
the response to an epidemic, develop new research to strengthen the 
support that we can provide across other areas and learn to operate in 
multi-stakeholder situations—including, at times, as part of a critical 
debate to bring better practices to the fore.

Central to this approach must be the communities who are at risk 
and those affected by epidemics: local people are the first responders 
to any outbreak and their involvement in the preparation and response 
activities is essential. From communities, through local and regional 
health authorities, national public health institutes and international 
organizations—including many essential partners in sectors beyond 
public health—the integrated approach must be supported. The WHO, 
in particular, has a critical part to play, using its unique mandate not to 
lead every aspect of preparation, response and recovery, but to change 
its practices, facilitate integration with and among others, and ensure 
accountabilities are built in from the bottom to the top.

Nineteenth and twentieth century epidemiology
A wave of cholera epidemics across Europe in the 1830s and 1840s cata-
lysed a new era of ‘infectious disease diplomacy’11 globally. Nations 
recognized that infections do not stop at borders and that therefore 
multilateral collaboration is essential to protecting citizens from lethal 
epidemics. The development of germ theory through the second half 
of the nineteenth century12 transformed ideas about the causes of 
infections, informing scientific research as well as clinical responses. 
Scientific understanding translated into vaccines13 and antibiotics, 
while programmes for child health, hygiene, clean water and sanita-
tion became common in the twentieth century. As a result, childhood 
diseases such as measles and mumps became rare, smallpox was even-
tually eradicated14 and polio was eliminated from all but a handful of 
countries15. Many people thought that infectious diseases would soon 
be history. Sir Frank Macfarlane Burnet is often cited for his remark in the 
1970s that, with the emergence of new diseases being a distant prospect, 
“the future of infectious diseases will be very dull”16.

Although the focus in high-income nations turned to non-commu-
nicable diseases, which constituted a considerable and increasing 
burden on the health of their citizens, infectious diseases did not 
disappear. Some endemic infections such as malaria and tuberculosis 

were not susceptible to elimination strategies, and new diseases with 
epidemic and pandemic potential emerged. Ebola virus disease was 
first identified in the 1970s, HIV/AIDS in the 1980s, Nipah virus in the 
1990s, SARS and MERS at the start of the twenty-first century, and 
many more have since been identified. Far from becoming ‘very dull’, 
the field of infectious disease epidemiology has sometimes struggled 
to adapt: as late as 1990, respected researchers used a nineteenth 
century ‘law’ of epidemiology to make predictions about the AIDS 
epidemic—these turned out to be vast underestimates17. Advances in 
other fields gave epidemiology the chance to evolve. In 2001, when 
the editors of the International Journal of Epidemiology provocatively 
asked whether it was time to ‘call it a day’18 given the putative power 
of genomics to explain diseases over the capacity of epidemiologists 
to describe them, their conclusion was that it had the potential to 
positively transform epidemiology as much as the rise of germ theory 
a century earlier.

The new normal
At least 150 pathogens that affect humans have been identified as 
emerging, re-emerging or evolving since the 1980s19, while increasing 
rates of antimicrobial resistance threaten to make formerly controlled 
infections, such as malaria, untreatable20—this also limits our ability to 
control their epidemic potential. The demographic transition is driving 
much of this: human society is becoming more urban than rural for the 
first time in our history, bringing large numbers of people (and often 
animals) together in densely populated areas21. Agricultural and forestry 
practices are changing the relationships between people, animals and 
our respective habitats22. Travel is more accessible around the world, 

Table 1 | Selected key areas to integrate into twenty-!irst 
century epidemic responses

Area Key areas and/or disciplines

Governance and 
infrastructure

Local, national and international organizations; integrate 
accountability and transparency across multiple 
stakeholders; improve data sharing, improve logistics 
and crisis management

Engagement and 
communication

Encourage a community-led response, community 
engagement and health diplomacy

Social sciences Anthropology, political science, human geography, 
linguistics

Ethics Consent, clinical trial designs

Emerging 
technologies

Pathogen genomics, metagenomics, systems serology 
and analytics, data science and arti!icial intelligence

Research and 
development

Diagnostics, therapeutics and vaccines

One Health Ecology and environmental, veterinary and agricultural 
sciences

Box 1

Non-traditional tools for 
epidemics
Arti!icial intelligence
Advances in computer science and computing speeds have led to 
a number of applications of arti!icial intelligence across society84. 
Applications in epidemiology include tracking online searches 
about disease symptoms to aid early detection of epidemics, 
although more sophisticated methods may be required before 
arti!icial intellegence becomes a reliable detection tool85.
Crystallography
Modern X-ray diffraction and electron microscopy can reveal 
structures of viruses and antibodies in such detail that it is possible 
to identify speci!ic sites of vulnerability on the virus. A previous 
study showed how such techniques identi!ied an antibody that was 
much more potent against respiratory syncytial virus than the only 
currently available intervention86.
Platform vaccine technology
Developing vaccines for emerging infectious diseases has many 
challenges, including the time it takes, a limited market and strict 
regulatory requirements for products that will be given to healthy 
people87. Platform technologies use one underlying approach with 
standardized processes and some antigen-speci!ic optimization 
to speed up both development and manufacture of vaccines. 
For example, vector-based platforms combine an antigen, or a 
gene for an antigenic protein or peptide, in a virus-like particle or 
liposome. Such platform technologies have the potential to deliver 
vaccines a few months after an emerging pathogen is identi!ied 
and sequenced, rather than years88.
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A new twenty-first century science for 
effective epidemic response

Juliet Bedford1, Jeremy Farrar2*, Chikwe Ihekweazu3, Gagandeep Kang4, Marion Koopmans5 
& John Nkengasong6

With rapidly changing ecology, urbanization, climate change, increased travel and 
fragile public health systems, epidemics will become more frequent, more complex 
and harder to prevent and contain. Here we argue that our concept of epidemics must 
evolve from crisis response during discrete outbreaks to an integrated cycle of 
preparation, response and recovery. This is an opportunity to combine knowledge 
and skills from all over the world—especially at-risk and a!ected communities. Many 
disciplines need to be integrated, including not only epidemiology but also social 
sciences, research and development, diplomacy, logistics and crisis management.  
This requires a new approach to training tomorrow’s leaders in epidemic prevention 
and response.

 

When Nature published its first issue in 18691, a new understanding of 
infectious diseases was taking shape. The work of William Farr2, Ignaz 
Semmelweis3, Louis-René Villermé4 and others had been published; 
John Snow had traced the source of a cholera epidemic in London5 
(although Robert Koch had not yet isolated the bacterium that caused 
it6). The science of epidemiology has described patterns of disease in 
human populations, investigated the causes of those diseases, evalu-
ated attempts to control them7 and has been the foundation for public 
health responses to epidemic infections for over 100"years. Despite 
great technological progress and expansion of the field, the theories 
and practices of infectious disease epidemiology are struggling to 
keep pace with the transitional nature of epidemics in the twenty-first 
century and the breadth of skills needed to respond to them.

Epidemiological transition theory has focused mostly on the effects 
of demographic and socioeconomic transitions on well-known prevent-
able infections and a shift from infectious diseases to non-communica-
ble diseases8. However, it has become clear that current demographic 
transitions—driven by population growth, rapid urbanization, defor-
estation, globalization of travel and trade, climate change and political 
instability—also have fundamental effects on the dynamics of infec-
tious diseases that are more difficult to predict. The vulnerability of 
populations to outbreaks of zoonotic diseases such as Ebola, Middle 
East respiratory syndrome (MERS) and Nipah has increased, the rise 
and spread of drug-resistant infections, marked shifts in the ecology 
of known vectors (for example, the expanding range of Aedes mos-
quitoes) and massive amplification of transmission through globally 

connected, high-density urban areas (particularly relevant to Ebola, 
dengue, influenza and severe acute respiratory syndrome-related coro-
navirus SARS-CoV). These factors and effects combine and interact, 
fuelling more-complex epidemics.

Although rare compared to those diseases that cause the majority of 
the burden on population health, the nature of such epidemics disrupts 
health systems, amplifies mistrust among communities and creates 
high and long-lasting socioeconomic effects, especially in low- and 
middle-income countries. Their increasing frequency demands atten-
tion. As the Executive Director of the Health Emergencies Program at 
the World Health Organization (WHO) has said: “We are entering a very 
new phase of high-impact epidemics… This is a new normal, I don’t 
expect the frequency of these events to reduce.”9.

We have to act now but act differently: a broader foundation is 
required, enhancing traditional epidemiology and public health 
responses with knowledge and skills from a number of areas (Table"1). 
Many of these areas have long been associated with epidemic prepared-
ness and response, but they must now stop being seen as esoteric ‘nice 
things to have’, and instead become fully integrated into the critical 
planning and response to epidemics.

This will require considerable changes by the global public health 
community in the way that we respond to epidemics today and how 
we prepare for and seek to prevent those of tomorrow. It will mean 
reshaping the global health architecture of the response to epidemics 
and transforming how we train new generations of researchers and 
practitioners for the epidemics of the future10.

The modern research culture—often shaped by the behaviour of 
funders—has required many researchers to specialize in narrow fields, 
with less emphasis on translation than on field-specific innovations. 
Although this siloed landscape has brought major advances in global 
health, it is not fit for the transitional phase of epidemic diseases: rapidly 
evolving, high-impact events bring together communities, responders 
and researchers who do not routinely interact. Different assumptions, 
cultures and practices, each of which may be widely accepted within a 
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should be created as soon as the option becomes viable. The essen-
tial consideration is how the resulting data can add to previous trials 
and influence the approach to trials in future epidemics. For example, 
research during the 2013–2015 Ebola epidemic enabled progress on 
therapeutic agents70 that are now being trialled in the ongoing outbreak 
in DRC71. Scientific progress during and between epidemics must be 
matched by other workstreams, such as the preparation of supply chain 
logistics and communication with at-risk populations. Plans have to be 
made for a series of future outbreaks, enabling adaptive, multi-year, 
multi-country studies72. Similar plans are needed for continual preclini-
cal research to ensure that future vaccine and therapeutic pipelines 
will be filled.

One Health
The term ‘One Health’73 is used to acknowledge that human, animal and 
ecosystem health are tightly interconnected and need to be studied in 
the context of each other (Fig.!1). Changes in the environment—whether 
natural or anthropogenic—affect interactions between pathogens, vec-
tors and hosts in multiple and complex ways, making the emergence 
or decline of endemic, epidemic and zoonotic diseases difficult to pre-
dict, while epidemics of animal diseases can challenge a community’s 
access to food. The fact that pools of viruses, bacteria and parasites are 
maintained in wild and domesticated animals74 makes surveillance of 
potentially zoonotic diseases an intrinsic part of One Health epidemic 
planning. Many agencies and nations around the world now use prior-
itization tools such as those developed by the US CDC75 or the United 
Nations (UN) Food and Agriculture Organization (FAO)76 to identify and 
prioritize zoonotic diseases of concern. An early precedent was a joint 
consultation on emerging zoonotic diseases by the WHO, the FAO and 
the World Organisation for Animal Health in 200477. Understanding 
disease ecology in the zoonotic reservoir could potentially lead to ways 
to predict the risk of human disease, thus providing the basis for smart 
early-warning surveillance systems.

Individual countries with limited resources for epidemiological 
studies and epidemic preparation and response must decide their 
own priorities. However, infectious diseases do not respect borders. 

Similarly, the interdisciplinary nature of One Health means there are 
several different lenses through which different sectors assess risks 
and priorities. For One Health approaches to work, these multiple per-
spectives must be taken into account, whether human health or animal 
health, ecology or social sciences78.

Recovery
Epidemics do more than cause death and debilitation: they increase 
pressure on healthcare systems and healthcare workers and draw 
resources from services not directly linked to the epidemic. This can 
leave a legacy of distrust between people, governments and health sys-
tems, although more-positive outcomes have been found to strengthen 
relations between communities and public authorities. The full social 
and economic costs of the Ebola outbreak in West Africa have been 
estimated79 to be as high as US$53 billion when including the effect on 
health workers, long-term conditions suffered by 17,000 Ebola survi-
vors, and costs of treatment, infection control, screening and deploy-
ment of personnel beyond West Africa. As healthcare resources became 
increasingly allocated to the Ebola response, hospital admissions fell 
and deaths from other diseases rose markedly, adding US$18.8 billion 
to the estimated cost. Such pressure can be withstood in high-income 
countries with strong health systems, but in low-income countries the 
pressure can quickly reach a breaking point.

Ebola killed almost 1.5% of doctors, nurses and midwives in Guinea, 
6.85% in Sierra Leone and just over 8% in Liberia80. This is compared to 
mortality between 0.02% and 0.11% of the whole population of these 
countries. Estimates of the effect of this loss on maternal mortality 
suggest that thousands more women may have died in childbirth each 
year since the epidemic ended. Beyond the tragic deaths of so many 
healthcare workers, people were less likely to use health services for 
children or adults during the epidemic, suggesting decreased trust or 
even fear of healthcare settings81. More recently, in some areas affected 
by the 2018 Ebola outbreak in DRC, the introduction of free non-Ebola 
healthcare led to unprecedented demand. However, healthcare facilities 

Box 3

Epidemic ethics
In 2016, the PREVENT project received Wellcome funding to 
provide ethics guidance “at the intersection of pregnancy, 
vaccines, and emerging and re-emerging epidemic threats”93. This 
was in response to the newly recognized association between 
infection with Zika virus during pregnancy and microcephaly in the 
newborn. Developing a vaccine was an obvious route to explore, 
but many researchers felt that they could not conduct clinical 
trials with pregnant women because it is generally assumed that 
the risk to the woman, the fetus or both outweighs any potential 
bene!it. However, as Heyrana et"al. argue: “Preventing pregnant 
women from participating in clinical trials is well intentioned but 
misguided.”94.

PREVENT rapidly developed guidance for including pregnant 
women and their babies in Zika vaccine research95, and has since 
extended their scope to “a roadmap for the ethically responsible, 
socially just, and respectful inclusion of the interests of pregnant 
women in the development and deployment of vaccines against 
emerging pathogens.”88.

Integrating ethics in the preparation and response to epidemics 
does not close off avenues of research; it opens up possibilities 
and expedites progress.
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Fig. 1 | An ecosystem of interactions. The tightly interconnected nature of 
human, animal and environmental health makes the emergence and decline of 
epidemics difficult to predict. One Health integrates multiple perspectives in a 
framework that emphasizes the need to consider any particular aspect in this 
broader context.
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briefings on regions in which an epidemic has been identified, and the 
Global Research Collaboration for Infectious Disease Preparedness 
includes a social science research funders’ forum to ‘propel research 
in this area’41, acknowledging that its integration in the preparation and 
response to outbreaks is often missing or added as an afterthought to 
solve a problem that could have been forseen. There is still much to 
learn about how epidemic responders and social scientists can make 
the most of each other’s expertise42 and how data from social science 
can fit into the wider information architecture of epidemic response.

As an example, behavioural surveillance43 will be critical in twenty-first 
century responses to disease outbreaks44. Just as behavioural surveil-
lance to improve the understanding of HIV was crucial in identifying 
high-risk groups for HIV infection, so human behaviours will continue to 
be important as we respond to future infectious diseases. For instance, 
the Ebola virus outbreak in West Africa probably began before Decem-
ber 2013, but it took several months before hospital transmission and 
traditional burial practices were found to be the leading causes of its 
rapid spread.

Emerging technologies
The increasing prevalence of mobile phones, wireless internet connec-
tivity and social media activity raises the possibility of using these tools 
to gather data for epidemiological studies, diagnostics45, population 
mobility during an Ebola epidemic46 or influenza incidence in real time47. 
Future developments in predictive technology, machine learning and 
artificial intelligence will bring more opportunities to move towards 
‘precision public health’ (Box!2).

The use of data from people is becoming strictly controlled, how-
ever, and it will be a challenge to persuade countries to invest in a new 

surveillance system, for example, before its general effectiveness has 
been demonstrated at a country level48. Even then, technology-based 
solutions should be integrated with community-based programmes and 
other existing epidemic preparedness and response systems because 
surveillance is more effective when standardized among different coun-
tries, districts and communities. To this end, suites of guidance and 
open-access standardized tools are being developed for reporting cases 
of disease, as well as consent forms, standard operating procedures and 
training materials49, properly validated diagnostic assays and access to 
quality-assurance panels in public50 and veterinary51 health. The rising 
trend of engaging citizens in data gathering is also welcome—the use of 
mosquito-recognition apps enables the collection of data far beyond 
the capacity of routine mosquito surveillance52. This way, citizens feed 
information into the public health system and the feedback loop offers 
a fast and direct way to provide citizens with details of potential actions 
that they can take.

As well as potentially supporting diagnosis and surveillance53, the 
fast-developing field of genomic epidemiology54 can yield information 
to track the evolution of a virus such as Ebola during an epidemic55,56. 
There will be times when it can detect outbreaks better than traditional 
epidemiology, illustrating the need to have these tools available in the 
same toolbox. During the large Lassa fever outbreak in Nigeria in 2018, 
real-time genomic sequencing provided clear evidence that the rapid 
increase was not due to a single Lassa virus variant, nor attributable to 
sustained human-to-human transmission. Rather, the outbreak was 
characterized by vast viral diversity defined by geography, with major 
rivers acting as barriers to migration of the rodent reservoir57. These 
findings were crucial in containing the outbreak.

Developing and sustaining the capacity to conduct real-time sequenc-
ing with adequate bioinformatics analyses at regional and national levels 
will be challenging in low- and middle-income countries. Moreover, 
investments in relatively high-tech capacity!(such as real-time sequenc-
ing) are competing with other, arguably more fundamental needs, such 
as equipment and training in primary laboratories. Political engage-
ment must be nurtured between epidemics: it is not enough to offer 
technological and laboratory support during a crisis, even with the 
promise of building capacity, if the political will is not there. However, 
with proper preparation, and accessible and trusted data sharing and 
governance mechanisms, laboratories with limited resources may be 
able to leap-frog into the twenty-first century58,59.

Research and development
Vaccination is one of the most effective public health interventions 
and innovative strategies for research and development of vaccines, 
such as using ring vaccination as a trial design during Ebola epidemics 
since 201560–62, must be encouraged. At the start of the 2013–2015 epi-
demic in West Africa, vaccine candidates were already in development, 
based on a long history of preclinical research, although a lot of work 
was still required to get clinical trials underway in time to be useful63. 
In 2015, when Zika was first internationally recognized as a pathogen 
that could cause birth defects64, there was hardly any research and no 
vaccines in late-stage development. Two-and-a-half years later, results 
from three phase I clinical trials had been reported65, although challenges 
remained for further development. The lack of a profitable market for 
such products means that pharmaceutical companies lack the incentives 
to push this work between epidemics. Initiatives such as the Coalition 
for Epidemic Preparedness Innovations are attempting to positively 
disrupt financing models for vaccines against epidemic diseases66, and 
stockpiles of meningococcal vaccine, yellow fever vaccine and oral 
cholera vaccine are maintained by the International Coordinating Group 
to minimize potential delays due to limited manufacturing capacity67.

Similarly, if investigational treatments or vaccines are to be used as 
part of the response to an epidemic, ethical protocols68 for managing 
informed consent and introducing them in clinical settings must be 
planned in advance with at-risk communities (Box!3). Trial designs69 

Box 2

Precision public health
Precision medicine refers to the use of genomic sequencing to 
retrace the speci!ic course of a disease in individual patients, with 
the aim of being able to choose the best treatment option for each 
person. In public health, the analogous idea of precisely directing 
the right intervention to the right population is equally appealing.

The potential of such an approach has been illustrated by the 
identi!ication of two areas in the United States in 2016 that were 
at risk of Zika transmission89. Rather than the whole country, or 
even only Florida, being declared at risk, these two areas each 
measured less than 5"km2, and the response focused only on these 
speci!ic neighbourhoods. By contrast, a campaign against yellow 
fever, also in 2016, de!ined risk ‘at the level of entire nations’.

A broad interpretation of precision public health90 
incorporates many different types of data to increase the power 
of epidemiology91. Such data would not only include genomic 
information, but also satellite imaging, mobile phone data, social 
media use data and so on. For example, a study published in 2019 
combined epidemiological surveillance data, travel surveys, 
parasite genetics and anonymized mobile phone data to measure 
the spread of malaria parasites in southeast Bangladesh92. A 
retrospective analysis of mobile phone call data in Sierra Leone 
from 2015 showed how it might have been used to assess 
the impact of travel restrictions on mobility during the Ebola 
epidemic46.

The principle of selecting the most relevant information from 
all available data seems within the scope of good epidemiological 
practice already. The challenge is recognizing and incorporating 
new types of data when they become available.
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should be created as soon as the option becomes viable. The essen-
tial consideration is how the resulting data can add to previous trials 
and influence the approach to trials in future epidemics. For example, 
research during the 2013–2015 Ebola epidemic enabled progress on 
therapeutic agents70 that are now being trialled in the ongoing outbreak 
in DRC71. Scientific progress during and between epidemics must be 
matched by other workstreams, such as the preparation of supply chain 
logistics and communication with at-risk populations. Plans have to be 
made for a series of future outbreaks, enabling adaptive, multi-year, 
multi-country studies72. Similar plans are needed for continual preclini-
cal research to ensure that future vaccine and therapeutic pipelines 
will be filled.

One Health
The term ‘One Health’73 is used to acknowledge that human, animal and 
ecosystem health are tightly interconnected and need to be studied in 
the context of each other (Fig.!1). Changes in the environment—whether 
natural or anthropogenic—affect interactions between pathogens, vec-
tors and hosts in multiple and complex ways, making the emergence 
or decline of endemic, epidemic and zoonotic diseases difficult to pre-
dict, while epidemics of animal diseases can challenge a community’s 
access to food. The fact that pools of viruses, bacteria and parasites are 
maintained in wild and domesticated animals74 makes surveillance of 
potentially zoonotic diseases an intrinsic part of One Health epidemic 
planning. Many agencies and nations around the world now use prior-
itization tools such as those developed by the US CDC75 or the United 
Nations (UN) Food and Agriculture Organization (FAO)76 to identify and 
prioritize zoonotic diseases of concern. An early precedent was a joint 
consultation on emerging zoonotic diseases by the WHO, the FAO and 
the World Organisation for Animal Health in 200477. Understanding 
disease ecology in the zoonotic reservoir could potentially lead to ways 
to predict the risk of human disease, thus providing the basis for smart 
early-warning surveillance systems.

Individual countries with limited resources for epidemiological 
studies and epidemic preparation and response must decide their 
own priorities. However, infectious diseases do not respect borders. 

Similarly, the interdisciplinary nature of One Health means there are 
several different lenses through which different sectors assess risks 
and priorities. For One Health approaches to work, these multiple per-
spectives must be taken into account, whether human health or animal 
health, ecology or social sciences78.

Recovery
Epidemics do more than cause death and debilitation: they increase 
pressure on healthcare systems and healthcare workers and draw 
resources from services not directly linked to the epidemic. This can 
leave a legacy of distrust between people, governments and health sys-
tems, although more-positive outcomes have been found to strengthen 
relations between communities and public authorities. The full social 
and economic costs of the Ebola outbreak in West Africa have been 
estimated79 to be as high as US$53 billion when including the effect on 
health workers, long-term conditions suffered by 17,000 Ebola survi-
vors, and costs of treatment, infection control, screening and deploy-
ment of personnel beyond West Africa. As healthcare resources became 
increasingly allocated to the Ebola response, hospital admissions fell 
and deaths from other diseases rose markedly, adding US$18.8 billion 
to the estimated cost. Such pressure can be withstood in high-income 
countries with strong health systems, but in low-income countries the 
pressure can quickly reach a breaking point.

Ebola killed almost 1.5% of doctors, nurses and midwives in Guinea, 
6.85% in Sierra Leone and just over 8% in Liberia80. This is compared to 
mortality between 0.02% and 0.11% of the whole population of these 
countries. Estimates of the effect of this loss on maternal mortality 
suggest that thousands more women may have died in childbirth each 
year since the epidemic ended. Beyond the tragic deaths of so many 
healthcare workers, people were less likely to use health services for 
children or adults during the epidemic, suggesting decreased trust or 
even fear of healthcare settings81. More recently, in some areas affected 
by the 2018 Ebola outbreak in DRC, the introduction of free non-Ebola 
healthcare led to unprecedented demand. However, healthcare facilities 

Box 3

Epidemic ethics
In 2016, the PREVENT project received Wellcome funding to 
provide ethics guidance “at the intersection of pregnancy, 
vaccines, and emerging and re-emerging epidemic threats”93. This 
was in response to the newly recognized association between 
infection with Zika virus during pregnancy and microcephaly in the 
newborn. Developing a vaccine was an obvious route to explore, 
but many researchers felt that they could not conduct clinical 
trials with pregnant women because it is generally assumed that 
the risk to the woman, the fetus or both outweighs any potential 
bene!it. However, as Heyrana et"al. argue: “Preventing pregnant 
women from participating in clinical trials is well intentioned but 
misguided.”94.

PREVENT rapidly developed guidance for including pregnant 
women and their babies in Zika vaccine research95, and has since 
extended their scope to “a roadmap for the ethically responsible, 
socially just, and respectful inclusion of the interests of pregnant 
women in the development and deployment of vaccines against 
emerging pathogens.”88.

Integrating ethics in the preparation and response to epidemics 
does not close off avenues of research; it opens up possibilities 
and expedites progress.
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Fig. 1 | An ecosystem of interactions. The tightly interconnected nature of 
human, animal and environmental health makes the emergence and decline of 
epidemics difficult to predict. One Health integrates multiple perspectives in a 
framework that emphasizes the need to consider any particular aspect in this 
broader context.
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