
Como construir e validar modelos preditivos

Marcos Barreto, Juracy Bertoldo,
Alberto Sironi, Everton Mendonça

(UFBA/CIDACS)

SEMINÁRIO - QUESTÕES METODOLÓGICAS PARA A UTILIZAÇÃO DE GRANDES
VOLUMES DE DADOS NA PESQUISA EM SAÚDE.

Salvador, 2 e 3 de maio de 2019.



Modelo preditivo



Modelo preditivo



Fluxo básico de desenvolvimento



P. Siriyasatien et al.: Dengue Epidemics Prediction: A Survey of the State-of-the-Art Based on Data Science Processes

FIGURE 6. Examples of errors found in collected data which directly affected the predictive performance of the
models.

scales or ranges of measurement. For example, rainfall is
measured in millimeters, infected mosquitoes are measured
as a number and a percentage of a population of mosquitoes,
and patient cases are measured as a number (which may be
much lower than the number of mosquitos, for example).
Scaling is essential, to allow comparisons and associations,

by adjusting the values of those data into the same range:
[�1, 1] or [0.0, 1.0] (Figure 6). Unless this is done, one
particular data value may dominate other data with smaller
numerical values and that will introduce correlation errors
between features or factors [41]. The most popular scal-
ing methods are Z-score [42], Decimal Scaling [43], and
Min-Max Normalization [44]. Kesorn et al. [13] conducted
normalization of a set of data to compare dengue factors with
the number of cases. After normalization and plotting of a line
chart using the normalized data, some factors showed a high
correlation with the number of cases. Principal Component
Analysis (PCA) [45] is one of the more popular methods of
normalization, and is used to reduce the number of correlated
variables [46]. In that study, the main components of the
variables were used and the PCA score was used to represent
the correlated variables. Ahmed and Siddiqui [47] applied
PCA to spatial data to identify which of the environmental
factors most affect the occurrence of dengue infections in
Pakistan.

B. DATA CLEANSING
The data cleansing process involves finding and eliminating
incomplete, incorrect, and inconsistent data. Inconsistent data
from various sources may contain misspellings, and erro-
neous data that comes from a single source may encounter
misspelled data. In the case of data integration from multiple
sources, data is often redundant with different formats, mak-
ing it necessary to do data consolidation or integration of the
data from the various sources by eliminating the redundant
and unused data [48].
Data Cleaning/Cleansing or Data Scrubbing is a very

important process in predictive modeling. If the analysis of

the relationship of variables is done on poor quality data,
models derived from the analysis are not reliable. Van den
Broeck et al. [40] discusses the importance of data cleansing
because researchers must work on eliminating data errors.
A researcher should identify the data cleansing process used
in medical information, including the type and error rate of
the data, so that they are fully aware of the implications of the
data. The majority of data errors are caused by aggregation of
data frommultiple sources and integration of this information
has several problems, which directly affect the predictive
power of the model. The study of problems that occur in
input data was undertaken in [48] and their results are shown
in Figure 7 and explained as follows.

FIGURE 7. Comparison of data (A) before and (B) after data scaling to
adjust data into the same range and avoid data domination problem.

First, missing data refers to the situation where some of the
study variables in the available dataset are null, meaning the
value is missing. This affects the accuracy of the data anal-
ysis [49]. As reported by Woo et al. [50], it was found that
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FIGURE 8. Clustering technique to detect outlier data that fall outside of
the cluster sets.

methods for outlier detection and elimination as a data cleans-
ing process in several studies dengue infection, ensuring
thereby that their data was complete and reliable before start-
ing further analysis. Clustering algorithms have also been
used for eliminating the outliers [72]. Clustering algorithms
combine similar data into a group, ensuring, thereby, that
the information in any group is free of outliers. Clustering
is an iterative process, which may therefore not be a suit-
able method for large datasets due to its high computational
cost. The association rule technique [73] identifies erroneous
data. Maletic and Marcus [74] and Marcus et al. [75] used
the ordinal association rule technique that has 2 processing
steps: (1) Identifies data relationships using the Apriori algo-
rithm [73], and (2) Prune out the outliers identified as not
conforming to the rules of association.

C. FEATURE SELECTION
Typically, the forecasting techniques will focus on as many
factors as possible, adding a greater variety of dimensions
that potentially make the forecasts more effective. The fac-
tors used to model dengue infection prediction include cli-
matic conditions (weather, rainfall, temperature, humidity,
and seasonality), demographics, population movements and
migration patterns, geographical features, and rates of dengue
infection in mosquitoes in particular locations. The inclusion
of this variety of factors, however, does not ensure better
forecasting performance. Factors that are not correlated with
the dependent variables will lower predictive accuracy as they
could merely be noise and irrelevant for the prediction model.

Normally, forecasting models based on Machine Learn-
ing algorithms can process many variables effectively, but
including only those factors that are highly correlated will
make themodel more accurate and require less computational
processing. Both manual selection and automatic selection
of factors could be applied [39]. Manual selection can be
performed with the assistance of medical experts while the
automatic approach usually uses feature selection algorithms
such as statistical methods or machine learning methods.
Some data mining techniques can also be used for feature
selection. For example, Buczak et al. [76] used fuzzy asso-
ciation rule mining to find relationships in epidemiological

data, environmental data, and economic and social data and
then eliminated some factors that proved less important to
the model, which increased the efficiency of the forecasting
model. Most of the literature concluded that climatic factors
such as rainfall and season play a greater role in the disease
transmission during outbreaks than other factors. However,
Siriyasatien et al. [17] used the Pearson Correlation Coeffi-
cient to select factors that highly correlate to dengue cases.
They found that season and the dengue virus infection rate
of female mosquitoes were significantly correlated with the
number of cases. In addition, they also discovered the model
that consisted of those two factors achieved higher prediction
accuracy over forecasting models that included additional
factors of rainfall, temperature and relative humidity.

Selecting useful and relevant variables for a particular
problem of interest is called variable selection or attribute
selection. It is different from the dimensionality reduction
approaches, such as PCA (Principle Component Analy-
sis) or LDA (Linear Discriminant Analysis). Although both
approaches decrease the number of features, dimensionality
reduction seeks to construct new combinations of features
from the original features, resulting in fewer features remain-
ing that are then easier to interpret and understand in a sim-
pler, faster and more cost-effective process. Feature selection
is useful by itself and can be used as a filter method, awrapper
method, or an embedded method [77]–[79]. Statistical mea-
sures are applied to each feature in the filter method and used
to identify either useful features to be kept or, alternatively,
finding irrelevant and redundant features that can be removed.
This results in improved accuracy of the predictive model.
Filter methods are often implemented in the univariate case
by considering each feature independently or with respect
to the dependent variable. For instance, Information Gain,
Euclidean Distance, the Pearson Correlation Coefficient, and
Chi-squared test are measures of association.

Wrapper methods create different combinations of features
using searching processes and these new combinations are
evaluated and compared based on model accuracy. Some
examples of wrapper methods include sequential forward
selection, sequential backward elimination and recursive fea-
ture elimination. The embedded method incorporates feature
selections as part of the training process. Features that best
contribute to the model accuracy are simultaneously iden-
tified as the model is being formed. The common example
of embedded methods are regularization methods, also called
penalization methods, such as LASSO and ridge regression,
which allow bias into themodel by adding some constraints in
the optimization process to mitigate the over-fitting problem,
but with fewer features, creating a less complex model.

D. DATA TRANSFORMATION
When a data cleansing process has completed its task, the next
step is transforming the data to make it suitable for processing
by various techniques because the original value may not
be appropriate in some cases. For example, dates of birth
could not be used directly and need to be transformed to age
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scales or ranges of measurement. For example, rainfall is
measured in millimeters, infected mosquitoes are measured
as a number and a percentage of a population of mosquitoes,
and patient cases are measured as a number (which may be
much lower than the number of mosquitos, for example).
Scaling is essential, to allow comparisons and associations,

by adjusting the values of those data into the same range:
[�1, 1] or [0.0, 1.0] (Figure 6). Unless this is done, one
particular data value may dominate other data with smaller
numerical values and that will introduce correlation errors
between features or factors [41]. The most popular scal-
ing methods are Z-score [42], Decimal Scaling [43], and
Min-Max Normalization [44]. Kesorn et al. [13] conducted
normalization of a set of data to compare dengue factors with
the number of cases. After normalization and plotting of a line
chart using the normalized data, some factors showed a high
correlation with the number of cases. Principal Component
Analysis (PCA) [45] is one of the more popular methods of
normalization, and is used to reduce the number of correlated
variables [46]. In that study, the main components of the
variables were used and the PCA score was used to represent
the correlated variables. Ahmed and Siddiqui [47] applied
PCA to spatial data to identify which of the environmental
factors most affect the occurrence of dengue infections in
Pakistan.

B. DATA CLEANSING
The data cleansing process involves finding and eliminating
incomplete, incorrect, and inconsistent data. Inconsistent data
from various sources may contain misspellings, and erro-
neous data that comes from a single source may encounter
misspelled data. In the case of data integration from multiple
sources, data is often redundant with different formats, mak-
ing it necessary to do data consolidation or integration of the
data from the various sources by eliminating the redundant
and unused data [48].
Data Cleaning/Cleansing or Data Scrubbing is a very

important process in predictive modeling. If the analysis of

the relationship of variables is done on poor quality data,
models derived from the analysis are not reliable. Van den
Broeck et al. [40] discusses the importance of data cleansing
because researchers must work on eliminating data errors.
A researcher should identify the data cleansing process used
in medical information, including the type and error rate of
the data, so that they are fully aware of the implications of the
data. The majority of data errors are caused by aggregation of
data frommultiple sources and integration of this information
has several problems, which directly affect the predictive
power of the model. The study of problems that occur in
input data was undertaken in [48] and their results are shown
in Figure 7 and explained as follows.

FIGURE 7. Comparison of data (A) before and (B) after data scaling to
adjust data into the same range and avoid data domination problem.

First, missing data refers to the situation where some of the
study variables in the available dataset are null, meaning the
value is missing. This affects the accuracy of the data anal-
ysis [49]. As reported by Woo et al. [50], it was found that
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Terminology: Feature vector

Feature vector: n-dimensional vector of 
numerical features that represents some object
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Terminology: Feature space

vector space associated with these vectors is often 
called the feature space
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Vector space
associated with these
vectors is often called
the feature space.



Feature Selection and Extraction

Feature extraction: Can 

take place before or 

during design (e.g. PRC, 

latent variable analyses).

Feature selection: Can take 

place before or during design 

(e.g. ordinary logistic 

regression, stepwise, LASSO)
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Curse of Dimensionality

Principal Component Analysis

Principal Component Analysis

Christopher M. Bishop, Pattern Recognition and Machine Learning

https://www.microsoft.com/en-us/research/people/cmbishop/
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Oversampling and undersampling 

Oversampling and undersampling Class imbalance



Advanced machine learning approaches to address challenges in developing effective and efficient predictive 
models from observational healthcare data in different use cases. Examples include matrix based methods to 
address sparsity, feature engineering (i.e., temporal pattern mining, factor analysis), feature selection, scalable 
predictive modeling platform, personalized predictive modeling leveraging precision cohorts, and multi-task 
learning for comprehensive risk assessment.
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trol—and ultimately determines its quality and credibility; 
however, there are no general rules for assessing the quality of 
data [9]. Yet, there is no such thing as perfect data and prefect 
model. It would be reasonable to search for best-suited dataset. 
Oftentimes, secondary or administrative data sources must be 
utilized because a primary dataset with the study endpoint and 
all of key predictors is not available. Researchers should use 
different types of datasets, depending on the purpose of the 
prediction model. For example, a model for screening high-risk 
individuals with undiagnosed condition/disease can be devel-
oped using cross-sectional cohort data. However, such models 
may have relatively low power for predicting future incidence 
of disease when different risk factors come into play. Accord-
ingly, longitudinal or prospective cohort datasets should be 
used for prediction models for future events (Table 1). Models 
for prevalent events are useful for predicting asymptomatic 
diseases, such as diabetes or chronic kidney disease, by screen-
ing undiagnosed cases, whereas models for incident events are 
useful for predicting the incidence of relatively severe diseases, 
such as CVD, stroke, and cancer.
 A universal clinical prediction model for disease does not 
exist; thus, separate specific models that can individually as-
sess the role of ethnicity, nationality, sex, or age on disease risk 
are warranted. For example, the Framingham coronary heart 
disease (CHD) risk score is generated by one of the most com-
monly used clinical prediction models; however, it tends to 
overestimate CHD risk by approximately 5-fold in Asian popu-
lations [17,18]. This indicates that models derived from one 
ethnicity sample may not be directly applied to populations of 
other ethnicities. Other specific characteristics of study popula-
tions beside ethnicity (e.g., obesity- or culture-related vari-
ables) could be important. 
 There is no absolute consensus on the minimal requirement 
for dataset sample size. Generally, large representative, contem-

porary datasets that closely reflect the characteristics of their 
target population are ideal for modeling and can enhance the 
relevance, reproducibility, and generalizability of the model. 
Moreover, two types of datasets are generally needed: a devel-
opment dataset and a validation dataset. A clinical prediction 
model is first derived from analyses of the development dataset 
and its predictive performance should be assessed in different 
populations based on the validation dataset. It is highly recom-
mended to use validation datasets from external study popula-
tions or cohorts, whenever available [19,20]; however, if it is 
not possible to find appropriate external datasets, an internal 
validation dataset can be formed by randomly splitting the orig-
inal cohort into two datasets (if sample size is large) or statisti-
cal techniques such as jackknife or bootstrap resampling (if not) 
[21]. The splitting ratio can vary depending on the researchers’ 
particular goals, but generally, more subjects should be allocat-
ed to the development dataset than to the validation dataset. 

Stage 3: handling variables
Since cohort datasets contain more variables than can reason-
ably be used in a prediction model, evaluation and selection of 
the most predictive and sensible predictors should be done. 
Generally, inclusion of more than 10 variables/questions may 
decrease the efficiency, feasibility and convenience of predic-
tion models, but expert’s judgment that could be somewhat 
subjective is required to assess the need for each situation. Pre-
dictors that were previously found to be significant should nor-
mally be considered as candidate variables (e.g., family history 
of diabetes in diabetes risk score). It should be noted that not 
all significant predictors need to be included in the final model 
(e.g., P<0.05); predictor selection must be always guided by 
clinical relevance/judgement to prevent nonsensical or less rel-
evant or user-unfriendly variables (e.g., socioeconomic status-
related) or possible false-positive associations. Additionally, 

Table 1. Characteristics of Different Clinical Prediction Models according to Their Purpose   

Characteristic Prevalent/concurrent events Incident/future events

Data type Cross-sectional data Longitudinal/prospective cohort data

Application Useful for asymptomatic diseases for screening 
 undiagnosed cases (e.g., diabetes, CKD) 

Useful for predicting the incidence of diseases 
 (e.g., CVD, stroke, cancer)

Aim of the model Detection Prevention

Simplicity in model and use More important Less important

Example Korean Diabetes Score [34] ACC/AHA ASCVD risk equation [7]

CKD, chronic kidney disease; CVD, cardiovascular disease; ACC/AHA, American College of Cardiology/American Heart Association; ASCVD, 
atherosclerotic cardiovascular disease.  
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TABLE 4. Summary and comparison of forecast algorithms deploying in dengue surveillance systems.

We acknowledge a significant limitation in the information
presented in this article. The information is not universally
comprehensive, as our survey of relevant research articles
included only English language publications, whereas it is

certainly true that a significant body of research has been
published in other languages. Nonetheless, all articles cited
come from reputable and searchable databases available on
the Internet. As well, our coverage of the literature did not
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from sklearn.tree import export_graphviz
from sklearn.externals.six import StringIO
dot_data=StringIO()
dot_data = export_graphviz(clf_dt, out_file = None, feature_names=cols, class_names=['negative', 'positive'],

filled=True, rounded=True, special_characters=True)

graph = pydotplus.graph_from_dot_data(dot_data)
#print(dot_data)
Image(graph.create_png())

Out[22]:

8.1 Task: Calculate the entropy for the root node with the provided functions

9 Performance on training data

In [23]: # predict values using the training data
dt_predict_train = clf_dt.predict(X_train)

# import the performance metrics library
from sklearn import metrics

# Accuracy
print("Accuracy: {0:.4f}".format(metrics.accuracy_score(y_train, dt_predict_train)))
print()

Accuracy: 0.9652
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PROJECT_ROOT_DIR = "."
CHAPTER_ID = "decision_trees"

def image_path(fig_id):
return os.path.join(PROJECT_ROOT_DIR, "images", CHAPTER_ID, fig_id)

def save_fig(fig_id, tight_layout=True):
print("Saving figure", fig_id)
if tight_layout:

plt.tight_layout()
plt.savefig(image_path(fig_id) + ".png", format='png', dpi=300)

8 Training and visualizing

In [18]: from sklearn.tree import DecisionTreeClassifier
from sklearn.model_selection import train_test_split

In [19]: # Use a random 80-20 split of data for training and testing resp.
X_train, X_test, y_train, y_test = \

train_test_split(X, y, test_size=0.2, random_state=1)

print ("number of instances for training: ", len(y_train))
print ("number of instances for test: ", len(y_test))

number of instances for training: 546
number of instances for test: 137

In [20]: clf_dt = DecisionTreeClassifier(max_depth=3, criterion='entropy', random_state=42)
clf_dt.fit(X_train, y_train)

Out[20]: DecisionTreeClassifier(class_weight=None, criterion='entropy', max_depth=3,
max_features=None, max_leaf_nodes=None,
min_impurity_decrease=0.0, min_impurity_split=None,
min_samples_leaf=1, min_samples_split=2,
min_weight_fraction_leaf=0.0, presort=False, random_state=42,
splitter='best')

In [21]: !pip install pydotplus

Requirement already satisfied: pydotplus in /Users/marcosebarreto/Applications/miniconda/lib/python3.6/site-packages (2.0.2)
Requirement already satisfied: pyparsing>=2.0.1 in /Users/marcosebarreto/Applications/miniconda/lib/python3.6/site-packages (from pydotplus) (2.1.4)
You are using pip version 19.0.3, however version 19.1 is available.You should consider upgrading via the 'pip install --upgrade pip' command.

In [22]: import graphviz
import pydotplus
from IPython.display import Image
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In [22]: import graphviz
import pydotplus
from IPython.display import Image
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In [1]: #suppress warning
import warnings
warnings.filterwarnings("ignore", category=DeprecationWarning)

In [2]: %matplotlib inline
import pandas as pd
import numpy as np

2 Load the wisconsin breast cancer dataset

We will be using a different breast cancer dataset this time with integer variable types ranging
between 1 and 10. Attribute Information:

Sample code number: id number
Clump Thickness: 1 - 10
Uniformity of Cell Size: 1 - 10
Uniformity of Cell Shape: 1 - 10
Marginal Adhesion: 1 - 10
Single Epithelial Cell Size: 1 - 10
Bare Nuclei: 1 - 10
Bland Chromatin: 1 - 10
Normal Nucleoli: 1 - 10
Mitoses: 1 - 10
Class: (2 for benign, 4 for malignant)

In [3]: columns = ['id', 'thickness', 'uniform_size', 'uniform_shape', 'marginal_adhesion', 'SEC_size',
'bare_nuclei', 'bland_chromatin', 'normal_nucleoli', 'mitoses', 'class']

df = pd.read_csv("https://archive.ics.uci.edu/ml/machine-learning-databases/breast-cancer-wisconsin/breast-cancer-wisconsin.data", names=columns)

In [4]: df.head(10)

Out[4]: id thickness uniform_size uniform_shape marginal_adhesion \
0 1000025 5 1 1 1
1 1002945 5 4 4 5
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3 1016277 6 8 8 1
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from sklearn.tree import export_graphviz
from sklearn.externals.six import StringIO
dot_data=StringIO()
dot_data = export_graphviz(clf_dt, out_file = None, feature_names=cols, class_names=['negative', 'positive'],

filled=True, rounded=True, special_characters=True)

graph = pydotplus.graph_from_dot_data(dot_data)
#print(dot_data)
Image(graph.create_png())

Out[22]:

8.1 Task: Calculate the entropy for the root node with the provided functions

9 Performance on training data

In [23]: # predict values using the training data
dt_predict_train = clf_dt.predict(X_train)

# import the performance metrics library
from sklearn import metrics

# Accuracy
print("Accuracy: {0:.4f}".format(metrics.accuracy_score(y_train, dt_predict_train)))
print()

Accuracy: 0.9652

14

10 Performance on testing data

In [24]: # predict values using the testing data
dt_predict_test = clf_dt.predict(X_test)

from sklearn import metrics

# training metrics
print("Accuracy: {0:.4f}".format(metrics.accuracy_score(y_test, dt_predict_test)))

Accuracy: 0.9781

In [25]: clf_dt.get_params

Out[25]: <bound method BaseEstimator.get_params of DecisionTreeClassifier(class_weight=None, criterion='entropy', max_depth=3,
max_features=None, max_leaf_nodes=None,
min_impurity_decrease=0.0, min_impurity_split=None,
min_samples_leaf=1, min_samples_split=2,
min_weight_fraction_leaf=0.0, presort=False, random_state=42,
splitter='best')>

11 Confusion matrix

In [26]: print("Confusion Matrix")
# Note the use of labels for set 1=True to upper left and 0=False to lower right
print("{0}".format(metrics.confusion_matrix(y_test, dt_predict_test, labels=[1, 0])))

Confusion Matrix
[[46 1]
[ 2 88]]

12 Task: Modify the hyperparameters, change split criterion and dis-
cuss with your neighbour how this affects the number of TP, FP,
TN, FN

In [ ]:
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k-Nearest Neighbors

Example
Important decisions in kNN
üDistance measure
üValue of k (usually odd)
üVoting mechanism

Distance functions

Distance – Categorical Variables
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Dyx
Dyx
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Support Vector Machines

A hyperplane is an object that has one less dimension than the dataset. It dissects the dimen-
sional space Support vector machines seek to divide the given data points into groups using a
hyper plane. In a 2D dataset, this would be a line. If a new data point would fall on one side of the
boundary line, it would belong to the data group that resides on the same side of the boundary
line.

In [7]: line = np.linspace(-3, 3)
plt.scatter(x_val,y_val,c=y_var,cmap='prism',s=60)

#AN ARBITRARY BOUNDARY LINE
x_space_0 = np.linspace(-3,3)
y_line_0_1 = [((.7*x)+.4) for x in x_space_0]
plt.plot(x_space_0,y_line_0_1,color='k',ls='dashed')

#STYLING

5

y_line_0_3 = [((.5*x)-.1) for x in x_space_0]

plt.plot(x_space_0,y_line_0_1,color='r',ls='dashed')
plt.plot(x_space_0,y_line_0_2,color='g',ls='dashed')
plt.plot(x_space_0,y_line_0_3,color='k',ls='dashed')

plt.xlim(-2, 2)
plt.ylim(-2,2)
plt.show()

5 The ‘padding’ around a boundary line is called it’s margin:

In [9]: plt.rcParams['figure.figsize']=(10,10)
line = np.linspace(-4, 4)

7

plt.scatter(x_val,y_val,c=y_var,cmap='prism',s=60)

x_space_0 = np.linspace(-3,3)
y_line_0_3 = [((.5*x)-.1) for x in x_space_0]

plt.plot(x_space_0,y_line_0_3,color='k',ls='dashed')
plt.plot(x_space_0,y_line_0_3,color='c',linewidth=140,alpha=.2)

plt.xlim(-2, 2)
plt.ylim(-2,2)
plt.show()

8
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Support Vector Machines

In [24]: X_ = to_r3(X[:, 0], X[:, 1])
scatter_3d(X_, y)
plt.title('Linearly Separable in $\mathbb{R}^3$')

---------------------------------------------------------------------------

AttributeError Traceback (most recent call last)

<ipython-input-24-6e8e5fae8b37> in <module>()
1 X_ = to_r3(X[:, 0], X[:, 1])

----> 2 scatter_3d(X_, y)
3 plt.title('Linearly Separable in $\mathbb{R}ˆ3$')

20

<ipython-input-22-dbe0cdd48c30> in scatter_3d(X, y)
64 ax.set_zlabel('$x_3$')
65 ax.view_init(elev=10)

---> 66 ax.set_axis_bgcolor('white')
67
68 def maximal_margin_hyperplane(svc, X, y, margins=True, support_vectors=True):

AttributeError: 'Axes3DSubplot' object has no attribute 'set_axis_bgcolor'

12 another example

In [25]: import numpy as np
import pandas as pd

21
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In [35]: plot_kernels(30,"poly")

poly
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In [36]: plot_kernels(30,"rbf")

rbf
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15 Task 2: Modify the hyperparameter of the three kernels a bit and
see what happens

In [37]: import pandas as pd
import numpy as np
import matplotlib.pyplot as plt
%matplotlib inline

16 Breast Cancer Wisconsin (Diagnostic) Database

16.1 Notes

Data Set Characteristics: :Number of Instances: 569

:Number of Attributes: 30 numeric, predictive attributes and the class

28

14 Kernel Transformations

The kernel function allows us to do this without needing to do these transformation ourselves can
be any of the following:

linear:⟨x, x′⟩.
polynomial:(γ⟨x, x′⟩+ r)d. d is specified by keyword degree, r by coef0.
rbf:exp(−γ|x − x′|2). γ is specified by keyword gamma, must be greater than 0.
sigmoid (tanh(γ⟨x, x′⟩+ r)), where r is specified by coef0.

In [32]: from sklearn import svm

In [33]: def plot_kernels(p, k):
theta = np.random.uniform(0, 2*np.pi*2, p)
raidus = np.array(np.random.randn(p)*2 + 25)
circle = [[np.cos(t), np.sin(t)] for t in theta]
x0 = raidus.reshape(p,1) * circle
x1 = np.random.randn(p, 2)*4

24
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Acurácia - DT_1 (teste): 0.6839080459770115

In [48]: # Predição baseada na amostra de teste
predict_dt_1 = clf_dt_1.predict(X_test)
print("Acurácia de predição - DT (teste): {0:.4f}".format(metrics.accuracy_score(y_test, predict_dt_1)))

Acurácia de predição - DT (teste): 0.6839

In [49]: print("Matriz de confusão - DT_1")
print("{0}".format(metrics.confusion_matrix(y_test, predict_dt_1, labels=[1, 0])))

Matriz de confusão - DT_1
[[89 40]
[15 30]]

0.18 Classificador 3: Support vector machine (kernel linear)

In [50]: # Usando scikit-learn Support Vector Classifier
# Usando um kernel linear (para primeira avaliação) embora o espaço de atributos (feature space)
# não seja separável linearmente
clf_svm_1 = svm.SVC(kernel='linear', C=100)

# Treinando o modelo com os dados de treinamento
clf_svm_1.fit(X_train,y_train)

Out[50]: SVC(C=100, cache_size=200, class_weight=None, coef0=0.0,
decision_function_shape='ovr', degree=3, gamma='auto_deprecated',
kernel='linear', max_iter=-1, probability=False, random_state=None,
shrinking=True, tol=0.001, verbose=False)

In [51]: # Acurácia obtida com a amostra de treinamento
accuracy_svm_1 = clf_svm_1.score(X_train, y_train)
print ("Acurária - SVM_1 (treinamento):", accuracy_svm_1)

Acurária - SVM_1 (treinamento): 0.7308641975308642

In [52]: # Acurácia obtida com a amostra de teste
accuracy_svm_1 = clf_svm_1.score(X_test, y_test)
print ("Acurácia - SVM_1 (teste):", accuracy_svm_1)

Acurácia - SVM_1 (teste): 0.7183908045977011

In [53]: # Predição baseada na amostra de teste
predict_svm_1 = clf_svm_1.predict(X_test)
print("Acurácia de predição (amostra de teste): {0:.4f}".format(metrics.accuracy_score(y_test, predict_svm_1)))
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In [50]: # Usando scikit-learn Support Vector Classifier
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Acurária - SVM_1 (treinamento): 0.7308641975308642

In [52]: # Acurácia obtida com a amostra de teste
accuracy_svm_1 = clf_svm_1.score(X_test, y_test)
print ("Acurácia - SVM_1 (teste):", accuracy_svm_1)

Acurácia - SVM_1 (teste): 0.7183908045977011

In [53]: # Predição baseada na amostra de teste
predict_svm_1 = clf_svm_1.predict(X_test)
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Acurácia de predição (amostra de teste): 0.7184

In [54]: # Visualização das coordenadas dos support vectors
clf_svm_1.support_vectors_

Out[54]: array([[ 56. , 1. , 0.7, ..., 23. , 7. , 4. ],
[ 62. , 2. , 0.7, ..., 17. , 8.2, 3.2],
[ 42. , 2. , 0.8, ..., 19. , 6.6, 3. ],
...,
[ 78. , 2. , 1. , ..., 70. , 6.3, 3.1],
[ 42. , 1. , 0.5, ..., 108. , 8.1, 4. ],
[ 75. , 1. , 0.8, ..., 24. , 4.4, 2. ]])

In [55]: # Matriz de confusão
print("Matriz de confusão - SVM_1 (linear, C=1)")
print(confusion_matrix(y_test, predict_svm_1, labels=[1, 0]))

Matriz de confusão - SVM_1 (linear, C=1)
[[110 19]
[ 30 15]]

In [ ]:

0.19 Outra instância de SVM (kernel RBF)

In [56]: # Usando scikit-learn Support Vector Classifier
# Usando um kernel RBF
clf_svm_2 = svm.SVC(kernel='rbf', gamma=0.7, C=1)

# Treinando o modelo com os dados de treinamento
clf_svm_2.fit(X_train,y_train)

Out[56]: SVC(C=1, cache_size=200, class_weight=None, coef0=0.0,
decision_function_shape='ovr', degree=3, gamma=0.7, kernel='rbf',
max_iter=-1, probability=False, random_state=None, shrinking=True,
tol=0.001, verbose=False)

In [57]: # Acurácia obtida com a amostra de treinamento
accuracy_svm_2 = clf_svm_2.score(X_train, y_train)
print ("Acurária - SVM_2 (treinamento):", accuracy_svm_2)

Acurária - SVM_2 (treinamento): 1.0

In [58]: # Acurácia obtida com a amostra de teste
accuracy_svm_2 = clf_svm_2.score(X_test, y_test)
print ("Acurácia - SVM_2 (teste):", accuracy_svm_2)
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Acurácia de predição (amostra de teste): 0.7184

In [54]: # Visualização das coordenadas dos support vectors
clf_svm_1.support_vectors_

Out[54]: array([[ 56. , 1. , 0.7, ..., 23. , 7. , 4. ],
[ 62. , 2. , 0.7, ..., 17. , 8.2, 3.2],
[ 42. , 2. , 0.8, ..., 19. , 6.6, 3. ],
...,
[ 78. , 2. , 1. , ..., 70. , 6.3, 3.1],
[ 42. , 1. , 0.5, ..., 108. , 8.1, 4. ],
[ 75. , 1. , 0.8, ..., 24. , 4.4, 2. ]])

In [55]: # Matriz de confusão
print("Matriz de confusão - SVM_1 (linear, C=1)")
print(confusion_matrix(y_test, predict_svm_1, labels=[1, 0]))

Matriz de confusão - SVM_1 (linear, C=1)
[[110 19]
[ 30 15]]

In [ ]:

0.19 Outra instância de SVM (kernel RBF)

In [56]: # Usando scikit-learn Support Vector Classifier
# Usando um kernel RBF
clf_svm_2 = svm.SVC(kernel='rbf', gamma=0.7, C=1)

# Treinando o modelo com os dados de treinamento
clf_svm_2.fit(X_train,y_train)

Out[56]: SVC(C=1, cache_size=200, class_weight=None, coef0=0.0,
decision_function_shape='ovr', degree=3, gamma=0.7, kernel='rbf',
max_iter=-1, probability=False, random_state=None, shrinking=True,
tol=0.001, verbose=False)

In [57]: # Acurácia obtida com a amostra de treinamento
accuracy_svm_2 = clf_svm_2.score(X_train, y_train)
print ("Acurária - SVM_2 (treinamento):", accuracy_svm_2)

Acurária - SVM_2 (treinamento): 1.0

In [58]: # Acurácia obtida com a amostra de teste
accuracy_svm_2 = clf_svm_2.score(X_test, y_test)
print ("Acurácia - SVM_2 (teste):", accuracy_svm_2)
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2.1 Breast Cancer dataset

In [6]: url = 'https://archive.ics.uci.edu/ml/machine-learning-databases/breast-cancer-wisconsin/wdbc.data'
df = pd.read_csv(url, header=None)

X = np.array(df.loc[:, 2:].values)
y = np.array(df.loc[:, 1].values) # class label is contained here
# 0 : Benign
# 1 : Malignant

le = LabelEncoder()
y = le.fit_transform(y)

X_train, X_test, y_train, y_test = train_test_split(X, y,test_size=0.25, random_state=1)

pipe1 = Pipeline([['sc', StandardScaler()], ['PCA', PCA(n_components=2)], ['SVC', SVC(probability=True)]])
pipe2 = Pipeline([['sc', StandardScaler()], ['PCA', PCA(n_components=2)], ['DT', DecisionTreeClassifier()]])
pipe3 = Pipeline([['sc', StandardScaler()], ['PCA', PCA(n_components=2)], ['KNN', KNeighborsClassifier()]])
pipe4 = Pipeline([['sc', StandardScaler()], ['PCA', PCA(n_components=2)], ['GB', GaussianNB()]])

#no MLP due to time constrains
#pipe5 = Pipeline([['sc', StandardScaler()], ['MLP', MLPClassifier(hidden_layer_sizes=(10),
# max_iter=750, alpha=1e-4, activation='logistic', tol=1e-4, verbose=False)]])

estimators =[]
estimators.append(('SVC', pipe1))
estimators.append(('DT', pipe2))
estimators.append(('KNN', pipe3))
estimators.append(('GB', pipe4))
clf_labels = ['Support Vector Machine', 'Decision Tree', 'KNN','Gaussian NaiveBayes', 'Ensemble']

2.1.1 Hard Voting

In [7]: # Hard Voting
ensemble = VotingClassifier(estimators, voting='hard')
all_clf = [pipe1, pipe2, pipe3, pipe4, ensemble]
#results = model_selection.cross_val_score(ensemble, X=X_train, y=y_train, cv=10)

for clf, label in zip(all_clf, clf_labels):
scores = cross_val_score(estimator=clf, X=X_train, y=y_train, cv=10, scoring='accuracy')
print("Accuracy: %0.4f (+/- %0.4f) [%s]" % (scores.mean(), scores.std(), label))

/Users/marcosebarreto/Applications/miniconda/lib/python3.6/site-packages/sklearn/svm/base.py:196: FutureWarning: The default value of gamma will change from 'auto' to 'scale' in version 0.22 to account better for unscaled features. Set gamma explicitly to 'auto' or 'scale' to avoid this warning.
"avoid this warning.", FutureWarning)
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"avoid this warning.", FutureWarning)

/Users/marcosebarreto/Applications/miniconda/lib/python3.6/site-packages/sklearn/svm/base.py:196: FutureWarning: The default value of gamma will change from 'auto' to 'scale' in version 0.22 to account better for unscaled features. Set gamma explicitly to 'auto' or 'scale' to avoid this warning.
"avoid this warning.", FutureWarning)

/Users/marcosebarreto/Applications/miniconda/lib/python3.6/site-packages/sklearn/svm/base.py:196: FutureWarning: The default value of gamma will change from 'auto' to 'scale' in version 0.22 to account better for unscaled features. Set gamma explicitly to 'auto' or 'scale' to avoid this warning.
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#no MLP due to time constrains
#pipe5 = Pipeline([['sc', StandardScaler()], ['MLP', MLPClassifier(hidden_layer_sizes=(10),
# max_iter=750, alpha=1e-4, activation='logistic', tol=1e-4, verbose=False)]])

estimators =[]
estimators.append(('SVC', pipe1))
estimators.append(('DT', pipe2))
estimators.append(('KNN', pipe3))
estimators.append(('GB', pipe4))
clf_labels = ['Support Vector Machine', 'Decision Tree', 'KNN','Gaussian NaiveBayes', 'Ensemble']

2.1.1 Hard Voting

In [7]: # Hard Voting
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for clf, label in zip(all_clf, clf_labels):
scores = cross_val_score(estimator=clf, X=X_train, y=y_train, cv=10, scoring='accuracy')
print("Accuracy: %0.4f (+/- %0.4f) [%s]" % (scores.mean(), scores.std(), label))
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Accuracy: 0.9484 (+/- 0.0172) [Support Vector Machine]
Accuracy: 0.9367 (+/- 0.0275) [Decision Tree]
Accuracy: 0.9344 (+/- 0.0269) [KNN]
Accuracy: 0.9157 (+/- 0.0404) [Gaussian NaiveBayes]
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Accuracy: 0.9437 (+/- 0.0185) [Ensemble]
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fpr, tpr, thresholds = roc_curve(y_true=y_test, y_score=y_pred)
roc_auc = auc(x=fpr, y=tpr)
plt.plot(fpr, tpr, color=clr, linestyle=ls, label='%s (auc = %0.2f)' % (label, roc_auc))

plt.legend(loc='lower right')
plt.plot([0, 1], [0, 1], linestyle='--', color='gray', linewidth=2)
plt.xlim([-0.05, 1.05])
plt.ylim([-0.05, 1.05])
plt.grid()
plt.xlabel('False Positive Rate')
plt.ylabel('True Positive Rate')

plt.tight_layout()
plt.show()

/Users/marcosebarreto/Applications/miniconda/lib/python3.6/site-packages/sklearn/svm/base.py:196: FutureWarning: The default value of gamma will change from 'auto' to 'scale' in version 0.22 to account better for unscaled features. Set gamma explicitly to 'auto' or 'scale' to avoid this warning.
"avoid this warning.", FutureWarning)
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In [10]: #only two PCA for plotting of two dimensions

pca = PCA(n_components=2)

7



Ensemble methods



Ensemble methods – Adaptative Boosting (AdaBoost)



Clustering (k-means)



Clustering (k-means)



Hierarchical Clustering / DBSCAN



Hierarchical Clustering / DBSCAN



Redes Neurais Artificiais



Redes Neurais Artificiais



Redes Neurais Artificiais



Redes Neurais Artificiais



Redes Neurais Artificiais



Redes Neurais Artificiais





Deep learning
Neural Network 

 



Deep learningMultilayer network 

 

Multilayer Network 

 



Deep learning
CNN 



Deep learning
Convolutional Neural Networks 

1) Convolutional layers 
2) Subsampling layers 
3) Fully connected MLP / Dense layers 
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from sklearn.model_selection import train_test_split
from sklearn.metrics import accuracy_score

from keras.models import Sequential
from keras.layers import Dense
from keras.wrappers.scikit_learn import KerasClassifier
from sklearn.model_selection import cross_val_score

/Users/marcosebarreto/Applications/miniconda/lib/python3.6/site-packages/h5py/__init__.py:36: FutureWarning: Conversion of the second argument of issubdtype from `float` to `np.floating` is deprecated. In future, it will be treated as `np.float64 == np.dtype(float).type`.
from ._conv import register_converters as _register_converters

Using TensorFlow backend.
/Users/marcosebarreto/Applications/miniconda/lib/python3.6/importlib/_bootstrap.py:219: RuntimeWarning: compiletime version 3.5 of module 'tensorflow.python.framework.fast_tensor_util' does not match runtime version 3.6

return f(*args, **kwds)
/Users/marcosebarreto/Applications/miniconda/lib/python3.6/importlib/_bootstrap.py:219: RuntimeWarning: numpy.dtype size changed, may indicate binary incompatibility. Expected 96, got 88

return f(*args, **kwds)
/Users/marcosebarreto/Applications/miniconda/lib/python3.6/importlib/_bootstrap.py:219: RuntimeWarning: numpy.dtype size changed, may indicate binary incompatibility. Expected 96, got 88

return f(*args, **kwds)
/Users/marcosebarreto/Applications/miniconda/lib/python3.6/importlib/_bootstrap.py:219: RuntimeWarning: numpy.dtype size changed, may indicate binary incompatibility. Expected 96, got 88

return f(*args, **kwds)

In [3]: def load_breast_cancer_wisconsin():
url = 'https://archive.ics.uci.edu/ml/machine-learning-databases/breast-cancer-wisconsin/breast-cancer-wisconsin.data'
col_names = ['id','clump_thickness','uniform_cell_size','uniform_cell_shape','marginal_adhesion','single_epi_cell_size',

'bare_nuclei','bland_chromation','normal_nucleoli','mitoses','class']

dataframe = pd.read_csv(url)
dataframe.columns = col_names
dataframe = dataframe.drop('id', 1)
df_label = dataframe['class']
df_features = dataframe.drop('class', 1)
df_features.replace('?', -99999, inplace=True)

return np.array(df_features), np.array(df_label)

In [4]: def create_model():
# create model

model = Sequential()
model.add(Dense(12, input_dim=9, activation='relu'))
model.add(Dense(8, activation='sigmoid'))
model.add(Dense(1, activation='sigmoid'))
# Compile model
model.compile(loss='binary_crossentropy', optimizer='adam', metrics=['accuracy'])
return model

In [5]: X, y = load_breast_cancer_wisconsin()

X_train, X_test, y_train, y_test = train_test_split(X, y, test_size=0.25, random_state=42)
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# create model
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model = KerasClassifier(build_fn=create_model, epochs=50, batch_size=20, verbose=True)

#try this only at home as it takes a long computing time
model_cross_val = cross_val_score(model, X_train, y_train, cv=5).mean()

print('Model cross validation score %.5f'% (model_cross_val))

Epoch 1/50
418/418 [==============================] - 0s 397us/step - loss: 0.7067 - acc: 0.6627
Epoch 2/50
418/418 [==============================] - 0s 100us/step - loss: 0.6814 - acc: 0.6627
Epoch 3/50
418/418 [==============================] - 0s 100us/step - loss: 0.6596 - acc: 0.6627
Epoch 4/50
418/418 [==============================] - 0s 91us/step - loss: 0.6321 - acc: 0.6699
Epoch 5/50
418/418 [==============================] - 0s 107us/step - loss: 0.6012 - acc: 0.7321
Epoch 6/50
418/418 [==============================] - 0s 109us/step - loss: 0.5723 - acc: 0.7919
Epoch 7/50
418/418 [==============================] - 0s 100us/step - loss: 0.5469 - acc: 0.8349
Epoch 8/50
418/418 [==============================] - 0s 104us/step - loss: 0.5262 - acc: 0.8684
Epoch 9/50
418/418 [==============================] - 0s 97us/step - loss: 0.5071 - acc: 0.8589
Epoch 10/50
418/418 [==============================] - 0s 90us/step - loss: 0.4901 - acc: 0.8684
Epoch 11/50
418/418 [==============================] - 0s 102us/step - loss: 0.4739 - acc: 0.8732
Epoch 12/50
418/418 [==============================] - 0s 96us/step - loss: 0.4561 - acc: 0.8804
Epoch 13/50
418/418 [==============================] - 0s 104us/step - loss: 0.4392 - acc: 0.8852
Epoch 14/50
418/418 [==============================] - 0s 95us/step - loss: 0.4236 - acc: 0.9019
Epoch 15/50
418/418 [==============================] - 0s 102us/step - loss: 0.4079 - acc: 0.9043
Epoch 16/50
418/418 [==============================] - 0s 100us/step - loss: 0.3930 - acc: 0.9187
Epoch 17/50
418/418 [==============================] - 0s 97us/step - loss: 0.3774 - acc: 0.9187
Epoch 18/50
418/418 [==============================] - 0s 105us/step - loss: 0.3634 - acc: 0.9258
Epoch 19/50
418/418 [==============================] - 0s 98us/step - loss: 0.3503 - acc: 0.9282
Epoch 20/50
418/418 [==============================] - 0s 109us/step - loss: 0.3367 - acc: 0.9354
Epoch 21/50

3

model = KerasClassifier(build_fn=create_model, epochs=50, batch_size=20, verbose=True)

#try this only at home as it takes a long computing time
model_cross_val = cross_val_score(model, X_train, y_train, cv=5).mean()

print('Model cross validation score %.5f'% (model_cross_val))

Epoch 1/50
418/418 [==============================] - 0s 397us/step - loss: 0.7067 - acc: 0.6627
Epoch 2/50
418/418 [==============================] - 0s 100us/step - loss: 0.6814 - acc: 0.6627
Epoch 3/50
418/418 [==============================] - 0s 100us/step - loss: 0.6596 - acc: 0.6627
Epoch 4/50
418/418 [==============================] - 0s 91us/step - loss: 0.6321 - acc: 0.6699
Epoch 5/50
418/418 [==============================] - 0s 107us/step - loss: 0.6012 - acc: 0.7321
Epoch 6/50
418/418 [==============================] - 0s 109us/step - loss: 0.5723 - acc: 0.7919
Epoch 7/50
418/418 [==============================] - 0s 100us/step - loss: 0.5469 - acc: 0.8349
Epoch 8/50
418/418 [==============================] - 0s 104us/step - loss: 0.5262 - acc: 0.8684
Epoch 9/50
418/418 [==============================] - 0s 97us/step - loss: 0.5071 - acc: 0.8589
Epoch 10/50
418/418 [==============================] - 0s 90us/step - loss: 0.4901 - acc: 0.8684
Epoch 11/50
418/418 [==============================] - 0s 102us/step - loss: 0.4739 - acc: 0.8732
Epoch 12/50
418/418 [==============================] - 0s 96us/step - loss: 0.4561 - acc: 0.8804
Epoch 13/50
418/418 [==============================] - 0s 104us/step - loss: 0.4392 - acc: 0.8852
Epoch 14/50
418/418 [==============================] - 0s 95us/step - loss: 0.4236 - acc: 0.9019
Epoch 15/50
418/418 [==============================] - 0s 102us/step - loss: 0.4079 - acc: 0.9043
Epoch 16/50
418/418 [==============================] - 0s 100us/step - loss: 0.3930 - acc: 0.9187
Epoch 17/50
418/418 [==============================] - 0s 97us/step - loss: 0.3774 - acc: 0.9187
Epoch 18/50
418/418 [==============================] - 0s 105us/step - loss: 0.3634 - acc: 0.9258
Epoch 19/50
418/418 [==============================] - 0s 98us/step - loss: 0.3503 - acc: 0.9282
Epoch 20/50
418/418 [==============================] - 0s 109us/step - loss: 0.3367 - acc: 0.9354
Epoch 21/50

3

419/419 [==============================] - 0s 89us/step - loss: 0.3127 - acc: 0.9499
Epoch 36/50
419/419 [==============================] - 0s 102us/step - loss: 0.3050 - acc: 0.9499
Epoch 37/50
419/419 [==============================] - 0s 94us/step - loss: 0.2968 - acc: 0.9523
Epoch 38/50
419/419 [==============================] - 0s 88us/step - loss: 0.2895 - acc: 0.9618
Epoch 39/50
419/419 [==============================] - 0s 98us/step - loss: 0.2823 - acc: 0.9594
Epoch 40/50
419/419 [==============================] - 0s 88us/step - loss: 0.2759 - acc: 0.9570
Epoch 41/50
419/419 [==============================] - 0s 103us/step - loss: 0.2696 - acc: 0.9618
Epoch 42/50
419/419 [==============================] - 0s 88us/step - loss: 0.2633 - acc: 0.9618
Epoch 43/50
419/419 [==============================] - 0s 96us/step - loss: 0.2582 - acc: 0.9618
Epoch 44/50
419/419 [==============================] - 0s 102us/step - loss: 0.2520 - acc: 0.9618
Epoch 45/50
419/419 [==============================] - 0s 89us/step - loss: 0.2466 - acc: 0.9618
Epoch 46/50
419/419 [==============================] - 0s 90us/step - loss: 0.2417 - acc: 0.9618
Epoch 47/50
419/419 [==============================] - 0s 80us/step - loss: 0.2367 - acc: 0.9618
Epoch 48/50
419/419 [==============================] - 0s 108us/step - loss: 0.2324 - acc: 0.9618
Epoch 49/50
419/419 [==============================] - 0s 83us/step - loss: 0.2277 - acc: 0.9594
Epoch 50/50
419/419 [==============================] - 0s 111us/step - loss: 0.2237 - acc: 0.9594
104/104 [==============================] - 0s 1ms/step
Model cross validation score 0.94264

0.0.1 Task: At home increase number of epochs and cv=10

In [6]: model.fit(X_train, y_train)
y_train_pred = model.predict(X_train)
y_test_pred = model.predict(X_test)

model_train = accuracy_score(y_train, y_train_pred)
model_test = accuracy_score(y_test, y_test_pred)
print('Model train accuracies %.5f'% (model_train))
print('Model test accuracies %.5f'% (model_test))

Epoch 1/50
523/523 [==============================] - 0s 556us/step - loss: 0.9217 - acc: 0.3461

13



REVIEW

Statistical tutorials

Towards better clinical prediction models: seven
steps for development and an ABCD for validation
Ewout W. Steyerberg* and Yvonne Vergouwe
Department of Public Health, Erasmus MC, University Medical Center Rotterdam, PO Box 2040, 3000 CA Rotterdam, The Netherlands

Received 7 October 2013; revised 22 April 2014; accepted 30 April 2014; online publish-ahead-of-print 4 June 2014

Clinical prediction models provide risk estimates for the presence of disease (diagnosis) or an event in the future course of disease (prognosis) for
individual patients. Although publications that present and evaluate such models are becoming more frequent, the methodology is often subopti-
mal. We propose that seven steps should be considered in developing prediction models: (i) considerationof the research question and initial data
inspection; (ii) coding of predictors; (iii) model specification; (iv) model estimation; (v) evaluation of model performance; (vi) internal validation;
and (vii) model presentation. The validity of a prediction model is ideally assessed in fully independent data, where we propose four key measures
to evaluate model performance: calibration-in-the-large, or the model intercept (A); calibration slope (B); discrimination, with a concordance
statistic (C); and clinical usefulness, with decision-curve analysis (D). As an application, we develop and validate prediction models for 30-day
mortality in patients with an acute myocardial infarction. This illustrates the usefulness of the proposed framework to strengthen the methodo-
logical rigour and quality for prediction models in cardiovascular research.
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Clinical usefulness

Introduction
Prediction of the presence of disease (diagnosis) or an event in the
future course of disease (prognosis) becomes more and more im-
portant in the current era of personalized medicine. Improvements
in imaging, biomarkers, and ‘omics’ research lead tomanynewpredic-
tors for diagnosis and prognosis.

Clinical prediction models may combine multiple predictors to
provide insight into the relative effects of predictors in the model.
For example, we may be interested in the independent prognostic
value of inflammatory markers such as C-reactive protein for the
clinical course and outcome of an acute coronary syndrome.1 Clin-
ical prediction models may also provide absolute risk estimates for
individual patients.2,3 We focus here on the second role of such
models, which are commonly developed with regression analysis
techniques. Logistic regression analysis is most commonly used
for the prediction of binary events, such as 30-day mortality. Cox
regression is most common for time-to-event data, such as
long-term mortality. We focus on prediction models for binary
events, and indicate differences with time-to-event data where
most relevant.

We note that rigorous development and validation of prediction
models is important. Despite a substantial bodyof methodological lit-
erature and published guidance on how to perform prediction re-
search, most models suffer from methodological shortcomings, or
are at least reported poorly.4– 7 We propose a systematic approach
to model development and validation, illustrated with prediction of
30-daymortality in patients suffering from an acute myocardial infarc-
tion. We compare the performance of a simple model (including age
only) to a more complex model (including age and other key predic-
tors), which are developed either in a small or a large data set.

Case study: prediction of 30-day
mortality in acute myocardial
infarction
As an illustrative case study, we consider a cohort of 40 830 patients
suffering from an acute myocardial infarction who were enrolled in
the GUSTO-I trial. The data from this trial have been used for
many analyses, including the development of a prediction model
for 30-day mortality8 and various methodological studies.9 –15
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An ABCD for model validation
Whatever the method used to develop a model, one could argue
that validity is all that matters.7 We propose four key measures in
the assessment of the validation of prediction models, related to cali-
bration, discrimination, and clinical usefulness.20,34– 36 The measures
are illustrated by studying the external validity of the models devel-
oped in 259 or 23 034 patients enrolled in GUSTO-I in the USA
and tested in 17 796 GUSTO-I patients from outside the US.

Alpha: calibration-in-the-large
Calibration refers to the agreement between observed endpoints and
predictions.20 Forexample, if we predict a 5% risk that a patient will die
within 30 days, the observed proportion should be !5 deaths per 100
with such a prediction.Calibration can be well assessed graphically, in a
plot with predictions on the x-axis and the observed endpoint on the
y-axis (Figure 1). The observed values on the y-axis are 0 or 1 (dead/
alive), while the predictions on the x-axis range between 0 and
100%.Tovisualize theagreementbetweentheobservedandpredicted
values, smoothing techniques can well be used to depict the associ-
ation.37 We can also plot the observed proportions of death for
groups of patients with similar predicted risk, for instance, by deciles
of predictions. Considering such groups with their deviations from
the ideal line makes the plot a graphical illustration of the often used
Hosmer–Lemeshow goodness-of-fit test. We do not recommend

this test for assessment of calibration. It does not indicate the direction
of any miscalibration and only provides a P-value for differences
between observed and predicted endpoints per group of patients
(commonly deciles).20 Such grouping is arbitrary and imprecise, and
P-values depend on the combination of the extent of miscalibration
and sample size. Rather, we emphasize the older recalibration idea
as proposed by Cox in 1958.38 Perfect predictions should be on the
ideal line, described with an intercept alpha (‘A’) of 0 and slope beta
(‘B’) of 1. The log odds of predictions are used as the predictor of
the 0/1 outcome, or the log (hazard) for time-to-event out-
comes.38,39 Imperfect calibration can be characterized by deviations
from these ideal values.

The intercept A relates to calibration-in-the-large, which com-
pares the mean of all predicted risks with the mean observed risk.
The parameter hence indicates the extent that predictions are
systematically too low or too high. At model development, observed
incidence and mean predicted risk are equal for regression models,
and assessment of calibration-in-the-large makes no sense. At ex-
ternal validation, calibration-in-the-large problems have often been
found, for example, for the Framingham model in multiple ethnic
groups,40 or the Framingham variant developed by NICE for
the UK.33 If we test the prediction model developed in 23 034 US
patients outside of the USA, we note a slightly higher mortality
(A ¼ 0.07, P ¼ 0.38; equivalent to an OR of non-US vs. US of
exp(0.07) ¼ 1.07, right panel of Figure 1). Note that no intercept is

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

Table 1 Illustration of seven steps for developing a prediction model with the GUSTO-I data (n 5 40 830)8

Step Specific issues GUSTO-I model

1. Problem definition and
data inspection

Aim: predictors or predictions?
Selection, predictor definitions, and

completeness, endpoint definition

Aim is both insights in which predictors are important and to provide
individualized risk predictions

Prospective data collection in a randomized trial with a hard endpoint
(30-day mortality). Missing predictor values were imputed

2. Coding of predictors Continuous predictors
Combining categorical predictors

Extensive checks of transformations for continuous predictors
Categories kept separate, e.g. for location of infarction

3. Model specification Selection of main effects?
Assessment of assumptions?

Stepwise selection; appropriate because of very large sample size
Additivity checked with interaction terms; one included (age × Killip class)

4. Model estimation Shrinkage included? Not necessary

5. Model performance Appropriate measures used? Calibration and discrimination, but no indicators of clinical usefulness

6. Model validation Internal validation including model
specification and estimation?

Bootstrap and 10-fold cross-validation

7. Model presentation Format appropriate for audience No; complex formula in appendix

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

Table 2 Overview of four measures (ABCD) for model performance

Aspect Measure Visualization Characteristics

Calibration A: alpha
Calibration-in-the-large

Calibration plot Intercept in plot; compares mean observed with mean predicted

B: beta
Calibration slope

Regression slope in plot; related to shrinkage of regression coefficients

Discrimination C-statistic ROC curve Interpretation as the probability of correct classification for a pair of subjects with and
without the endpoint

Clinical usefulness Decision-curve analysis
NB

Decision curve Net true-positive classification rate by using a model over a range of thresholds
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Clinical usefulness

Introduction
Prediction of the presence of disease (diagnosis) or an event in the
future course of disease (prognosis) becomes more and more im-
portant in the current era of personalized medicine. Improvements
in imaging, biomarkers, and ‘omics’ research lead tomanynewpredic-
tors for diagnosis and prognosis.

Clinical prediction models may combine multiple predictors to
provide insight into the relative effects of predictors in the model.
For example, we may be interested in the independent prognostic
value of inflammatory markers such as C-reactive protein for the
clinical course and outcome of an acute coronary syndrome.1 Clin-
ical prediction models may also provide absolute risk estimates for
individual patients.2,3 We focus here on the second role of such
models, which are commonly developed with regression analysis
techniques. Logistic regression analysis is most commonly used
for the prediction of binary events, such as 30-day mortality. Cox
regression is most common for time-to-event data, such as
long-term mortality. We focus on prediction models for binary
events, and indicate differences with time-to-event data where
most relevant.

We note that rigorous development and validation of prediction
models is important. Despite a substantial bodyof methodological lit-
erature and published guidance on how to perform prediction re-
search, most models suffer from methodological shortcomings, or
are at least reported poorly.4– 7 We propose a systematic approach
to model development and validation, illustrated with prediction of
30-daymortality in patients suffering from an acute myocardial infarc-
tion. We compare the performance of a simple model (including age
only) to a more complex model (including age and other key predic-
tors), which are developed either in a small or a large data set.

Case study: prediction of 30-day
mortality in acute myocardial
infarction
As an illustrative case study, we consider a cohort of 40 830 patients
suffering from an acute myocardial infarction who were enrolled in
the GUSTO-I trial. The data from this trial have been used for
many analyses, including the development of a prediction model
for 30-day mortality8 and various methodological studies.9 –15
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calculated if a Cox model is used at external validation.36 We can
compare the mean of the predicted risks for a certain time point,
e.g. 5 or 10 years, with the estimate from a Kaplan–Meier curve.
Other types of models, such as Weibull regression models, can
also be used to assess calibration-in-the-large for survival models.41

Beta: calibration slope
The calibration slope B is often smaller than 1 if a model wasdeveloped
in a relativelysmall data set. Suchafindingreflects thatpredictionswere
too extreme: low prediction too low, and high predictions too high.
For the model based on 259 patients, the slope was 0.70 among the
17 796 non-US patients, in line with what was expected at internal
validation (shrinkage factor 0.82). For the model based on 23 034
patients, B was close to one at internal validation by cross-validation
or bootstrapping,8 as well as at external validation in non-US patients
(slope 0.99, P ¼ 0.55 for comparison with slope ¼ 1, Figure 1 ).

Concordance statistic: discrimination
Discrimination refers to the ability of the model to distinguish a patient
with the endpoint (dead) from a patient without (alive). A better
discriminating model has more spread between the predictions than
a poorly discriminating model.35 Indeed, a model that predicts for all
subjects the same predicted risk equal to the incidence shows
perfect calibration, but is useless since it does not discriminate
between patients. A validation plot showing a wide spread between
predictions as a histogram, or between deciles of predicted risk,
indicates a good discriminating model (Figure 1 ). Discriminative
ability is commonly quantified with a concordance (c) statistic. For a
binary endpoint, c is identical to the area under the receiver operating
characteristic (ROC) curve, which plots the sensitivity (true-positive
rate) against 1 – specificity (false-positive rate) for consecutive
cut-offs for the predicted risk. For a time-to-event endpoint, such as
survival, the calculation of c may be affected by the amount of

incomplete follow-up (censoring). We note that the c statistic is
insensitive to systematic errors in calibration, and considers the
rather artificial situation of classification in a pair of patients with and
without the endpoint.

In GUSTO-I, the c-statistic indicates the probability that among two
patients, one dying before 30 days, and one surviving, the patient bound
to die will have a higher predicted risk than the surviving patient. The
more complex prediction models had c-statistics over 0.8 [0.813
(0.802–0.824) and 0.812 (0.800–0.824) at internal and external valid-
ation, respectively]. This performance was much better than a model
which only included age (0.75 at external validation, left panel in
Figure 1 ). With development in only 259 patients, the apparent
c-statistic was 0.82, but 0.78 at internal validation, and 0.80 (0.79–
0.82) at external validation. This illustrates that the availability of a
smaller data set decreases model performance at external validation.

Decision-curve analysis
Calibration and discrimination are important aspects of a prediction
model, and consider the full range of predicted risks. However, these
aspects do not assess clinical usefulness, i.e. the ability to make better
decisions with a model than without.20 If a prediction model aims to
guide treatment decisions, a cut-off is required to classify patients as
either low risk (no treatment) or high risk (treatment is indicated).
The cut-off is a decision threshold. At the threshold, the likelihood of
benefit, e.g. reduced mortality as a result of thrombolytic therapy,
exactly balances the likelihood of harm, e.g. bleeding risk and financial
costs. A threshold value of, for example, 2% indicates that death of a
non-treated patient is 98 : 2¼ 49 times worse than the complications
of a bleeding incident and costs of an unnecessarily treated patient. It is
usually difficult to define a threshold since empirical evidence for the
relative weight of benefits and harms is often lacking. Furthermore,
some patients may be prepared to take higher risk for a possible
benefit than others. It is therefore advised toconsidera rangeof thresh-
olds when quantifying the clinical usefulness of a prediction model.21

Figure 1 Validation plots for clinical prediction models applied in 17 796 patients enrolled in GUSTO-I outside the USA. The models contained
the predictors age (left panel), or age plus Killip class, blood pressure, and heart rate (right panels, with n ¼ 259 or n ¼ 23 034 US patients for model
development). (A) calibration-in-the-large calculated as the logistic regression model intercept given that the calibration slope equals 1; (B) calibra-
tion slope in a logistic regression model with the linear predictor as the sole predictor; (C) c-statistic indicating discriminative ability. Triangles
represent deciles of subjects grouped by similar predicted risk. The distribution of subjects is indicated with spikes at the bottom of the graph, strati-
fied by endpoint (deaths above the x-axis, survivors below the x-axis).
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Oncea thresholdhasbeenapplied toclassify patients as lowvs. high
risk, sensitivity and specificity are often used as measures for useful-
ness. Finding an optimal balance between these is again possible
withconsiderationofharmsandbenefitsof treatment, in combination
with the incidence of the endpoint. The sum of sensitivity and speci-
ficity can only be used as a naive summary indicator of usefulness,
since such a sum ignores the relative weight of true positives (consid-
ered in sensitivity) and false positives (considered in 1 – specificity).42

Recently proposed and more appropriate summary measures
include the net benefit (NB).21 This measure is consistent with the
useof anoptimal decision threshold toclassify patients.43 The relative
weight of harms and benefits is used to define the threshold, and is
used to calculate a weighted sum of true- minus false-positive
classifications.21

For GUSTO-I, we first note that the 7% overall 30-day mortality
implies a maximum NB of 7%. This is obtained if we use a threshold
of 0%. All patients are then candidates for tPA treatment since we
assume no harm of treatment. If we appreciate that treatment
involves some harm, the optimal decision threshold is .0%.
We find that treatment decision-making on the basis of risk predic-
tions from a model would give a slightly higher NB than treating
everyone. For example at a threshold of 2%, we have 1225 true-
positive classifications (candidates for treatment, and died), but
also 11 192 false-positive classifications (candidates for treatment,
but survived) among the 17 796 non-US patients. The NB is calcu-
lated as (1225–2/98 × 11 192)/17 796 ¼ 5.6% (Figure 2). This is
only slightly better than treating all, where NB ¼ (1286–2/98 × 16
510)/17 796 ¼ 5.3%, since 1286 died and 16 510 survived overall.
The difference is 0.3%. This implies that for every 1000 patients
where we apply the prediction model, three extra true positives
are identified without increasing the false-positive rate. The NB
was higher for a higher threshold, such as 5% (19 per 1000 extra
net true positives). Based on age only, the NB was virtually absent
for a 2% decision threshold (0.04%, Figure 2), and in-between for a
model based on only 259 patients (0.2%, Figure 2). Figure 2 illustrates
that using more prognostic information than age increases the clinical
usefulness of a model, and that a larger sample size leads to a better
performing model. Documentation and software for decision-curve
analysis is publicly available (www.decisioncurveanalysis.org), consid-
ering both binary and time-to-event endpoints.

Concluding remarks
We discussed seven steps to reliably develop a prediction model, and
four measures that are important atmodel validation. Therearemany
details to consider for each development and validation step, which
are discussed in the methodological literature. Involvement of statis-
tical experts is usually required to well develop or validate a predic-
tion model. We provided an illustration on predicting 30-day
mortality in patients with an acute myocardial infarction. The excep-
tional size of the US part of the GUSTO-I trial implied that overfitting
was not relevant. Overfitting is a key problem in many prediction
models. This is either because the number of events is small, as illu-
strated with the substudy in 259 patients, or because many potential
predictors are studied, such as in genetic or other ‘omics’ analyses.

At model validation, calibration, discrimination, and clinical use-
fulness should be considered. A validation graph such as Figure 1

(or a variant with a ‘calibration belt’44) is an important summary
tool. We furthermore recognize that a key question is nowadays
how we can quantify an increase in predictive ability by new
markers. For markers, we may consider changes in the A, B, C, and
D measures related to calibration, discrimination, and clinical useful-
ness. Miscalibration of predictions is common at external validation
(A different from 0, B , 1), but we would expect this to be similar
when adding a marker to a model. Some performance measures,
such as the net reclassification improvement (NRI) require well-
calibrated predictions to be meaningful.45,46 Discrimination (C)
only shows modest increases for most currently available markers
in cardiology.47 Some researchers have blamed the c-statistic as
being insensitive. One might argue that we should merely accept
that markers with statistically significant effects, but with a modest
relative effect size, will not impact tremendously on identifying
those with or without the endpoint.48 Cost-effectiveness analyses
should eventually guide us on the question whether an increase in
performance is important enough to measure an additional marker
in clinical practice.49 Measures for clinical usefulness such as the NB
(which may be shown in decision curves, D) are easy to calculate, in-
creasingly used, and give a first impression of effectiveness in terms of
potentially better patient outcomes.43 The NRI is very similar in be-
haviour to measures for discrimination.50 We hence did not discuss
this quite popular measure in detail here. A fierce debate is ongoing
on the relevance of the NRI in the evaluation of the predictive value of
markers.42,46,51

Figure 2 Decision curves for the prediction models applied in
17 796 patients enrolled in GUSTO-I outside the USA. Solid line:
Assume no patients are treated, net benefit is zero (no true-positive
and no false-positive classifications); Grey line: assume all patients
are treated; Dotted lines: patients are treated if predictions
exceed a threshold, with 30-day mortality risk predictions based
on age only, or a prediction model with age, Killip class, blood pres-
sure, and heart rate, developed in n ¼ 259 or n ¼ 23 034 US
patients. The graph gives the expected net benefit per patient rela-
tive to no treatment in any patient (‘Treat none’). The threshold
defines the weight w for false-positive (treat while patient survived)
vs. true-positive (treat a patient who died) classifications. For
example, a threshold of 2% implies that FP classifications are
valued at 2/98 of true-positive classifications, and w is 0.02 /(1–
0.02) ¼ 0.0204. The clinical usefulness of a prediction model can
then be summarized as: NB ¼ (TP 2 w FP)/N, where N is the
total number of patients.21
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Estimating Error 
 

Training (1/2) Test (1/4) Validation (1/4) 

• randomly divide the dataset into three parts: a 
training set, a validation set, and a test set 

 
• training set is used to fit the models 
• validation set is used to estimate prediction error   
• test set is used for assessment of the generalization 

error 
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K-fold Cross Validation 
 
• Split the sample into K blocks (Usually 5 or 10) 
• Leave out the first block and learn a model 
• Test the model on the held out block 
• Continue until average the result 

Sample 

Test Sample 

Design Sample 



Acurácia - SVM_2 (teste): 0.7528735632183908

In [59]: # Predição baseada na amostra de teste
predict_svm_2 = clf_svm_2.predict(X_test)
print("Acurácia de predição (amostra de teste): {0:.4f}".format(metrics.accuracy_score(y_test, predict_svm_2)))

Acurácia de predição (amostra de teste): 0.7529

In [60]: # Visualização das coordenadas dos support vectors
clf_svm_2.support_vectors_

Out[60]: array([[56. , 1. , 0.7, ..., 23. , 7. , 4. ],
[62. , 2. , 0.7, ..., 17. , 8.2, 3.2],
[42. , 2. , 0.8, ..., 19. , 6.6, 3. ],
...,
[45. , 1. , 3.5, ..., 87. , 5.6, 2.9],
[75. , 1. , 0.8, ..., 24. , 4.4, 2. ],
[46. , 1. , 14.2, ..., 77. , 4.3, 2. ]])

In [61]: # Matriz de confusão
print("Matriz de confusão - SVM_2 (RBF, C=1)")
print(confusion_matrix(y_test, predict_svm_2, labels=[1, 0]))

Matriz de confusão - SVM_2 (RBF, C=1)
[[129 0]
[ 43 2]]

In [ ]:

0.20 Comparação entre os classificadores (amostra de teste)

In [62]: # Modelos a serem comparados
models = []
models.append(('KNN_1', clf_knn_1))
models.append(('KNN_2', clf_knn_2))
models.append(('DT_1', clf_dt_1))
models.append(('SVM_1', clf_svm_1))
models.append(('SVM_2', clf_svm_2))

In [63]: from sklearn.model_selection import KFold
# Parâmetros para validação via k-fold
num_folds = 10
num_instances = len(X_test) # Usando amostra de teste
seed = 7
scoring = 'accuracy'
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results = []
names = []
msg = str()

for name, model in models:
# kfold = KFold(n=num_instances, n_folds=num_folds, random_state=seed)

kfold = KFold(n_splits=num_folds, random_state=seed)
cv_results = cross_val_score(model, X_test, y_test, cv=kfold)
results.append(cv_results)
names.append(name)
msg = msg + "Classificador: %s - Média: %f - Desvio padrão: %f" % (name, cv_results.mean(), cv_results.std()) + '\n'

print('=>', num_folds, '-Fold cross-validation - acurácia com dados de teste -', len(models),'classificadores')
print ('\n\n*** Comparação entre classificadores - resultados ***')
print (msg)

=> 10 -Fold cross-validation - acurácia com dados de teste - 5 classificadores

*** Comparação entre classificadores - resultados ***
Classificador: KNN_1 - Média: 0.706863 - Desvio padrão: 0.054782
Classificador: KNN_2 - Média: 0.712418 - Desvio padrão: 0.058733
Classificador: DT_1 - Média: 0.654575 - Desvio padrão: 0.091012
Classificador: SVM_1 - Média: 0.724510 - Desvio padrão: 0.096170
Classificador: SVM_2 - Média: 0.742157 - Desvio padrão: 0.075919

In [64]: # Plotting comparison results
%matplotlib inline

fig = plt.figure()
fig.suptitle('Comparação entre classificadores\n- amostra de teste, sem otimizações')
ax = fig.add_subplot(111)
plt.boxplot(results)
ax.set_xticklabels(names)
plt.show()
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0.21 PARTE 4 - OTIMIZAÇÕES

0.22 OTIMIZAÇÃO 1: Uso de pipelines para tentar melhorar a acurácia de predição

In [65]: # Definição dos pipelines - transformers + estimators
# Uso de StandardScaler e PCA com 1 componente (melhor resultado após testes com outros valores)

pipelines_scaled = []

pipe_knn_1 = Pipeline([('scl', StandardScaler()),
('pca', PCA(n_components=1)),
('clf', clf_knn_1)])

pipe_knn_2 = Pipeline([('scl', StandardScaler()),
('pca', PCA(n_components=1)),
('clf', clf_knn_2)])

pipe_dt = Pipeline([('scl', StandardScaler()),
('pca', PCA(n_components=1)),
('clf', clf_dt_1)])

pipe_svm_1 = Pipeline([('scl', StandardScaler()),
('pca', PCA(n_components=1)),
('clf', clf_svm_1)])
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pipe_svm_2 = Pipeline([('scl', StandardScaler()),
('pca', PCA(n_components=1)),
('clf', clf_svm_2)])

pipelines_scaled.append(( 'Scaled_kNN_1', pipe_knn_1))
pipelines_scaled.append(( 'Scaled_kNN_2', pipe_knn_2))
pipelines_scaled.append(( 'Scaled_DT', pipe_dt))
pipelines_scaled.append(( 'Scaled_SVM_1', pipe_svm_1))
pipelines_scaled.append(( 'Scaled_SVM_2', pipe_svm_2))

In [66]: # Validação com kFold (k=10) sobre amostra de teste
num_folds = 10
num_instances = len(X_test)
seed = 7
scoring = 'accuracy'

results = []
names = []
for name, model in pipelines_scaled:
# kfold = KFold(n=num_instances, n_folds=num_folds, random_state=seed)

kfold = KFold(n_splits=num_folds, random_state=seed)
cv_results = cross_val_score(model, X_test, y_test, cv=kfold, scoring=scoring)
results.append(cv_results)
names.append(name)
msg = "Classificador: %s - Média: %f - Desvio padrão: %f" % (name, cv_results.mean(), cv_results.std())
print(msg)

Classificador: Scaled_kNN_1 - Média: 0.706863 - Desvio padrão: 0.058897
Classificador: Scaled_kNN_2 - Média: 0.706536 - Desvio padrão: 0.067304
Classificador: Scaled_DT - Média: 0.667320 - Desvio padrão: 0.051169
Classificador: Scaled_SVM_1 - Média: 0.742157 - Desvio padrão: 0.075919
Classificador: Scaled_SVM_2 - Média: 0.742157 - Desvio padrão: 0.075919

In [67]: # Plotting comparison results
%matplotlib inline

fig = plt.figure()
fig.suptitle('Comparação entre classificadores\n- amostra de teste, versão com pipeline' )
ax = fig.add_subplot(111)
plt.boxplot(results)
ax.set_xticklabels(names)
plt.show()
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0.23 OTIMIZAÇÃO 2: Feature selection (para kNN)

In [68]: # Implementação de SBS (Sequential Backward Selection) - greedy algorithm
# Baseado em https://medium.com/@cxu24/common-methods-for-feature-selection-you-should-know-2346847fdf31

class SBS():
def __init__(self, estimator, k_features, scoring=accuracy_score,

test_size=0.25, random_state=1):
self.scoring = scoring
self.estimator = clone(estimator)
self.k_features = k_features
self.test_size = test_size
self.random_state = random_state

def fit(self, X, y):

X_train, X_test, y_train, y_test = \
train_test_split(X, y, test_size=self.test_size,

random_state=self.random_state)

dim = X_train.shape[1]
self.indices_ = tuple(range(dim))
self.subsets_ = [self.indices_]
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4 Types of Machine Learning Bias 2

INTRODUCTION

AI is far from infallible. Whether it’s autonomous vehicle accidents or facial 
recognition mishaps, it’s tempting for the public to think that AI can’t be trusted.

As a company that specializes in training AI systems, we know 
that models in fact do precisely what they are taught to do. 

AI models comprise algorithms and data, and they are only as good 
as their underlying mathematics and the data they are trained on.  

When things go wrong with AI it’s for one of two reasons: either the 
model of the world at the heart of the AI is flawed, or the algorithm 
driving the model has been insufficiently or incorrectly trained.

Bias in one form or another is behind many algorithm and data issues. 
If not mitigated, bias will cause the model to behave - or misbehave - 
in ways that reflect the bias. 

In our experience there are four distinct kinds of bias that data 
scientists and AI developers need to be aware of and guard against. 

From this paper AI project leads and business 
sponsors will better understand the four 
distinct types of bias that can affect machine 
learning, and how each can be mitigated. 



4 Types of Machine Learning Bias 3

1 | ALGORITHM BIAS

This first kind of bias actually has nothing to do with data. 
Instead, it refers to a property of the AI algorithm itself. 

Models with high bias are rigid. They are less sensitive to variations 
in data and may miss underlying complexities. At the same time, they 
are more resistant to noise.

When used in the context of machine learning, the word bias 
has a different meaning. For data scientists, bias, along with 
variance, describes an algorithm property that influences prediction 
performance. 

Bias and variance are interdependent, and data scientists typically 
seek a balance between the two.  

As you can see here, models with high variance tend to flex to fit 
the training data very well. They can more easily accommodate 
complexity, but they are also are more sensitive to noise and may not 
generalize well to data outside the training data set.

Finding the appropriate balance between these 
two properties for a given model in a given 
environment is a critical data science skill set.

The data science discipline has developed a lot of 
maturity round this topic. Optimizing prediction 
error in machine learning across the bias-variance 
trade-off is well understood.  
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2 | SAMPLE BIAS

Sample bias occurs when the data used to train the model does 
not accurately represent the problem space the model will operate in.

There are a variety of techniques for both selecting samples from 
populations and validating their representativeness. There are a 
number of techniques for identifying population characteristics that 
need to be captured in samples, and for analyzing a sample’s fit with 
the population. 

In other words, like algorithmic bias, mitigating sample bias is a 
technique that is well-understood across multiple disciplines, including 
psychology and social sciences. Data science teams would do well to 
look to these disciplines if they lack experimental sampling expertise.   

To cite an obvious but illustrative example, if an autonomous 
vehicle is expected to operate in the daytime and at night, 
but is trained only on daytime data, its training data is 
said to reflect sample bias. The model driving the vehicle 
is highly unlikely to learn how to operate at night with 
such incomplete and unrepresentative training data. 
interdependent, and data scientists typically seek a 
balance between the two.  
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3 | PREJUDICAL BIAS

Prejudicial bias occurs when training data content is influenced 
by stereotypes or prejudice coming from the population. 

This kind of bias tends to dominate the headlines around AI failures, 
because it touches on salient cultural and political issues outside of 
automation. 

It becomes an issue when data scientists or the organizations that employ 
them do not want the model to learn, and then manifest, behaviors that 
echo these prejudices.

For example, an algorithm that is exposed to annotated images of people 
at home and at work could deduce that mothers are female. This, of 
course, would be true in both the sample data and the overall population. 

However, if thought isn’t given to the images that are introduced to the 
algorithm it could also deduce that nurses are female. This could happen 
because in reality – and in random samples of photos of people at work – 
nurses are statistically more often female than male.

But even if the population of nurses today is overwhelmingly female, it is 
not true that nurses are female in the way that mothers are female. And 
we may deem it inappropriate for the algorithm to produce results that 
incorrectly infer a causal relationship. Mitigating prejudicial bias requires 
insight into the ways that prejudice and stereotyping can make their way 
into data. It also requires forethought about the goals and acceptable 
behavior of a particular AI application. 

Mitigating prejudicial bias requires insight into the ways that prejudice and 
stereotyping can make their way into data. It also requires forethought 
about the goals and acceptable behavior of a particular AI application. 

Addressing this form of bias typically requires placing constraints on input 
(training) data or outputs (results). 
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So, for example, a model will not conclude that all nurses are 
female if it is exposed to images of male nurses in numbers that are 
disproportionate to what can be found in the workplace.  A chatbot 
that has learned hate speech can be constrained to stop using it. And 
the humans who label and annotate training data can be trained to 
avoid introducing their own societal prejudices or stereotypes into the 
training data.

Mother

The Model “Learns” from the Data that Both of These Are True

The Second Is Hinted at by the Data, but is Not True

Female

FemaleNurse
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4. MEASUREMENT BIAS

This kind of bias results from faulty measurement. 
The outcome is a systematic distortion of all the data.

The distortion could be the fault of a device. For example, a camera 
with a chromatic filter will generate images with a consistent color 
bias. An 11-7/8 inch long “foot ruler” will always overrepresent 
lengths.

It could also stem from badly designed data collection. A survey with 
leading questions will influence responses in a consistent direction; 
and the output of a data labeling tool may inadvertently be influenced 
by workers’ regional phraseology. 

As with sample bias, there are established techniques for detecting 
and mitigating measurement bias. It’s good practice to compare the 
outputs of different measuring devices, for example. Survey design 
has well-understood practices for avoiding systematic distortion. And 
it’s essential to train labeling and annotation workers before they are 
put to work on real data.

Low Bias High Bias



Grid-Search 

• Exhaustive search for different 
hyperparameters 

• A search consists of: 
– an estimator (classifier such as sklearn.svm.SVC) 
– a parameter space 
– a method for searching or sampling candidates 
– a cross-validation scheme 
– a score function i.e. precision 
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In [ ]:

0.36 OTIMIZAÇÃO 3: Uso de grid search para ajuste de parâmetros (para SVM)

In [105]: # Uso dos pipelines existentes e carga de dados de treinamento
pipe_svm_1.fit(X_train, y_train)

# Obtenção de resultados
scores_1 = cross_val_score(estimator=pipe_svm_1, X=X_train, y=y_train,

cv=num_folds, n_jobs=1, verbose=0)

print('--> SVM_1: acurácia de treinamento: %.3f +/- %.3f' %(np.mean(scores_1), np.std(scores_1)))

# Ajuste de hiperparâmetros
C_range = [0.001, 0.01, 0.1, 1.0, 10.0, 100.0, 1000.0]
gamma_range = [0.5, 1.0, 2.00, 10.0, 50.0, 100.0, 1000.0]
# Trying different kernel configurations
param_grid = [{'clf__C': C_range,'clf__kernel': ['linear']},

{'clf__C': C_range,'clf__gamma': gamma_range, 'clf__kernel': ['rbf']}]
#{'clf__C': param_range,'clf__gamma': param_range, 'clf__kernel': ['poly']},
#{'clf__C': param_range,'clf__gamma': param_range, 'clf__kernel': ['sigmoid']}]

55# Grid search para os classificadores SVM
gs_svm_1 = GridSearchCV(estimator=pipe_svm_1, param_grid=param_grid, scoring='accuracy', cv=kfold, n_jobs=1)
gs_svm_1 = gs_svm_1.fit(X_train, y_train)
print('--> SVM: acurácia com os melhores parâmetros: ',gs_svm_1.best_score_)
print('--> SVM: melhores parâmetros: ',gs_svm_1.best_params_)

--> SVM_1: acurácia de treinamento: 0.704 +/- 0.004
--> SVM: acurácia com os melhores parâmetros: 0.7209876543209877
--> SVM: melhores parâmetros: {'clf__C': 1.0, 'clf__gamma': 50.0, 'clf__kernel': 'rbf'}

/Users/marcosebarreto/Applications/miniconda/lib/python3.6/site-packages/sklearn/model_selection/_search.py:841: DeprecationWarning: The default of the `iid` parameter will change from True to False in version 0.22 and will be removed in 0.24. This will change numeric results when test-set sizes are unequal.
DeprecationWarning)

In [106]: # Usando o melhor conjunto de parâmetros (baseado em GridSearch.best_estimator)
clf_svm_1_best = gs_svm_1.best_estimator_

# Carga dos dados de treinamento
clf_svm_1_best.fit(X_train, y_train)

# Obtenção dos resultados (num_folds = 10)
scores = cross_val_score(estimator=clf_svm_1_best, X=X_train, y=y_train,

cv=num_folds, n_jobs=1)

# Visualização dos resultados
print('--> SVM_1_best: acurácia final - dados de treinamento: %.3f +/- %.3f' %(np.mean(scores), np.std(scores)))
print('--> SVM_1_best: acurácia final - dados de teste: %.5f' % clf_svm_1_best.score(X_test,y_test))

--> SVM_1_best: acurácia final - dados de treinamento: 0.726 +/- 0.073
--> SVM_1_best: acurácia final - dados de teste: 0.67241

In [107]: # Predição com os melhores parâmetros
prediction = clf_svm_1_best.predict(X_test)
prediction

Out[107]: array([1., 1., 0., 1., 1., 1., 1., 1., 1., 1., 1., 0., 0., 1., 1., 1., 1.,
1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 0., 1., 0., 1., 1., 0.,
1., 1., 0., 1., 1., 1., 1., 1., 1., 1., 1., 1., 0., 1., 1., 1., 1.,
1., 1., 0., 1., 0., 0., 1., 1., 1., 0., 1., 1., 1., 1., 1., 0., 1.,
1., 1., 1., 1., 1., 0., 1., 1., 1., 0., 1., 1., 1., 0., 1., 1., 1.,
1., 1., 0., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 0., 0., 1., 1.,
1., 1., 1., 0., 0., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1.,
1., 0., 0., 1., 1., 0., 0., 1., 1., 0., 1., 1., 1., 1., 1., 1., 1.,
0., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1.,
1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 0., 1., 1., 1., 1., 0.,
1., 1., 0., 1.])
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scores = cross_val_score(estimator=clf_svm_1_best, X=X_train, y=y_train,
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# Visualização dos resultados
print('--> SVM_1_best: acurácia final - dados de treinamento: %.3f +/- %.3f' %(np.mean(scores), np.std(scores)))
print('--> SVM_1_best: acurácia final - dados de teste: %.5f' % clf_svm_1_best.score(X_test,y_test))

--> SVM_1_best: acurácia final - dados de treinamento: 0.726 +/- 0.073
--> SVM_1_best: acurácia final - dados de teste: 0.67241

In [107]: # Predição com os melhores parâmetros
prediction = clf_svm_1_best.predict(X_test)
prediction

Out[107]: array([1., 1., 0., 1., 1., 1., 1., 1., 1., 1., 1., 0., 0., 1., 1., 1., 1.,
1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 0., 1., 0., 1., 1., 0.,
1., 1., 0., 1., 1., 1., 1., 1., 1., 1., 1., 1., 0., 1., 1., 1., 1.,
1., 1., 0., 1., 0., 0., 1., 1., 1., 0., 1., 1., 1., 1., 1., 0., 1.,
1., 1., 1., 1., 1., 0., 1., 1., 1., 0., 1., 1., 1., 0., 1., 1., 1.,
1., 1., 0., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 0., 0., 1., 1.,
1., 1., 1., 0., 0., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1.,
1., 0., 0., 1., 1., 0., 0., 1., 1., 0., 1., 1., 1., 1., 1., 1., 1.,
0., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1.,
1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 0., 1., 1., 1., 1., 0.,
1., 1., 0., 1.])
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# Grid search para os classificadores SVM
gs_svm_1 = GridSearchCV(estimator=pipe_svm_1, param_grid=param_grid, scoring='accuracy', cv=kfold, n_jobs=1)
gs_svm_1 = gs_svm_1.fit(X_train, y_train)
print('--> SVM: acurácia com os melhores parâmetros: ',gs_svm_1.best_score_)
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/Users/marcosebarreto/Applications/miniconda/lib/python3.6/site-packages/sklearn/model_selection/_search.py:841: DeprecationWarning: The default of the `iid` parameter will change from True to False in version 0.22 and will be removed in 0.24. This will change numeric results when test-set sizes are unequal.
DeprecationWarning)

In [106]: # Usando o melhor conjunto de parâmetros (baseado em GridSearch.best_estimator)
clf_svm_1_best = gs_svm_1.best_estimator_

# Carga dos dados de treinamento
clf_svm_1_best.fit(X_train, y_train)

# Obtenção dos resultados (num_folds = 10)
scores = cross_val_score(estimator=clf_svm_1_best, X=X_train, y=y_train,

cv=num_folds, n_jobs=1)

# Visualização dos resultados
print('--> SVM_1_best: acurácia final - dados de treinamento: %.3f +/- %.3f' %(np.mean(scores), np.std(scores)))
print('--> SVM_1_best: acurácia final - dados de teste: %.5f' % clf_svm_1_best.score(X_test,y_test))

--> SVM_1_best: acurácia final - dados de treinamento: 0.726 +/- 0.073
--> SVM_1_best: acurácia final - dados de teste: 0.67241

In [107]: # Predição com os melhores parâmetros
prediction = clf_svm_1_best.predict(X_test)
prediction

Out[107]: array([1., 1., 0., 1., 1., 1., 1., 1., 1., 1., 1., 0., 0., 1., 1., 1., 1.,
1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 0., 1., 0., 1., 1., 0.,
1., 1., 0., 1., 1., 1., 1., 1., 1., 1., 1., 1., 0., 1., 1., 1., 1.,
1., 1., 0., 1., 0., 0., 1., 1., 1., 0., 1., 1., 1., 1., 1., 0., 1.,
1., 1., 1., 1., 1., 0., 1., 1., 1., 0., 1., 1., 1., 0., 1., 1., 1.,
1., 1., 0., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 0., 0., 1., 1.,
1., 1., 1., 0., 0., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1.,
1., 0., 0., 1., 1., 0., 0., 1., 1., 0., 1., 1., 1., 1., 1., 1., 1.,
0., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1.,
1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 1., 0., 1., 1., 1., 1., 0.,
1., 1., 0., 1.])

56

0.39 Acurácia de treinamento e validação - SVM_1_BEST_parameters

In [111]: # Usando a versão com os melhores parâmetros
pipe_svm_1_best = Pipeline([('scl', StandardScaler()), ('clf', clf_svm_1_best)])

train_sizes, train_scores, test_scores =\
learning_curve(estimator=pipe_svm_1_best, X=X_train, y=y_train,
train_sizes=np.linspace(0.1, 1.0, 10), cv=10, n_jobs=1)

train_mean = np.mean(train_scores, axis=1)
train_std = np.std(train_scores, axis=1)
test_mean = np.mean(test_scores, axis=1)
test_std = np.std(test_scores, axis=1)

plt.plot(train_sizes, train_mean,
color='blue', marker='o',
markersize=5, label='Acurácia de treinamento')

plt.fill_between(train_sizes, train_mean + train_std, train_mean - train_std,
alpha=0.15, color='blue')

plt.plot(train_sizes, test_mean, color='orange', linestyle='--', marker='s',
markersize=5, label='Acurácia de validação')
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plt.fill_between(train_sizes, test_mean + test_std, test_mean - test_std,
alpha=0.15, color='orange')

plt.grid()
plt.xlabel('Número de amostras de treinamento')
plt.ylabel('Acurácia')
plt.title('Acurárica - SVM_1_best parameters')
plt.legend(loc='lower right')
plt.ylim([0.55, 0.90])
plt.tight_layout()
plt.show()

0.40 Sumário de desempenho - classificadores SVM

In [112]: # SVM_1 (linear, C=100) configuração original
clf_svm_1.fit(X_train, y_train)
y_pred = clf_svm_1.predict(X_test)
# Sumário de desempenho
print('SVM_1 (linear, C=100) - sumário de desempenho:')
print('---> Acurácia: %.3f' % accuracy_score(y_test, y_pred))
print('---> Matriz de confusão:\n%s' % confusion_matrix(y_test, y_pred, labels=[1,0]))
print('---> Métricas de classificação:\n%s' % classification_report(y_test, y_pred))
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Prediction research is becoming increasing popular; however, the differences between traditional explanatory research and
prediction research are often poorly understood, resulting in a wide variation in the methodologic quality of prediction research.
This primer describes the basic methods for conducting prediction research in gastroenterology and highlights differences
between traditional explanatory research and predictive research.
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INTRODUCTION

Prediction research, which aims to predict future events
or outcomes based on patterns within a set of variables,
has become increasingly popular in medical research.1

Accurate predictive models can inform patients and phy-
sicians about the future course of an illness or the risk
of developing an illness and thereby help guide decisions
on screening and/or treatment. For example, predictive
models have been developed in gastroenterology to predict
the risk of disease flares for inflammatory bowel disease and
risk of hepatocellular carcinoma among patients with
cirrhosis.2,3

There are several important differences between traditional
explanatory research and prediction research. Explanatory
research typically applies statistical methods to test causal
hypotheses using a priori theoretical constructs (e.g., hepa-
tocellular carcinoma surveillance underutilization is related to
provider-level factors4). In contrast, predictive research
applies statistical methods and/or data mining techniques,
without preconceived theoretical constructs, to predict future
outcomes (e.g., predicting the risk of hospital readmission5).6

Although predictive models may be used to provide insight
into causality of pathophysiology of the outcome, causality is
neither a primary aim nor a requirement for variable inclusion.6

Noncausal predictive factors may be surrogates for other
drivers of disease, with tumor markers as predictors of cancer
progression or recurrence being the most common example.
Unfortunately, a poor understanding of the differences in
methodology between explanatory and predictive research
has led to a wide variation in the methodologic quality of
prediction research.7 The aim of this primer is to describe
basic methods for conducting prediction research, which can
be divided into three main steps: developing a predictive
model, independently validating its performance, and pro-
spectively studying its clinical impact.

TYPES OF PREDICTIVE MODELS

Although prediction research in medicine has traditionally
used a Bayesian framework approach, with statistical
techniques such as regression models, data mining techni-
ques such as machine learning algorithms are a form of
artificial intelligence that are being used with increasing
frequency.8 Machine learning has been previously used to
predict behavior or outcomes in business, such as identifying
consumer preferences for products based on prior purchasing
history. A number of different techniques to develop predic-
tive algorithms exist, using a variety of prediction analytic
tools/software and have been described in extensive detail
elsewhere.8,9 Some examples include neural networks,
support vector machines and decision trees. Decision trees,
for example, use techniques such as classification and
regression trees, boosting and random forest to predict
various outcomes. The analysis can be conducted using free
software environments such as ‘‘R’’10 as well as vendor
applications.

Machine learning algorithms, such as random-forest
approaches,11,12 have several advantages over traditional
explanatory statistical modeling, such as lack of a predefined
hypothesis, making it less likely to overlook unexpected
predictor variables or potential interactions. Approaching a
predictive problem without a specific causal hypothesis can be
quite effective when many potential predictors are available
(increasingly common with electronic health records) and
when there are interactions between predictors, which are
common in biological and social causative processes.
Predictive models using machine learning algorithms may
therefore facilitate recognition of clinically important risk and
variables in patients with several marginal risk factors that
may otherwise not be identified. In fact, many examples of
discovery of unexpected predictor variables exist in the
machine learning literature.2,3
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DEVELOPING A PREDICTIVE MODEL

The first step in developing a predictive model, when using
traditional regression analysis, is selecting relevant candidate
predictor variables for possible inclusion in the model;
however, there is no consensus for the best strategy to do
so.13 A backward-elimination approach starts with all candi-
date variables, and hypothesis tests are sequentially applied
to determine which variables should be removed from the final
model, whereas a full-model approach includes all candidate
variables to avoid potential overfitting and selection bias.
Previously reported significant predictor variables should
typically be included in the final model regardless of their
statistical significance but the number of variables included is
usually limited by the sample size of the data set.14

Inappropriate selection of variables is an important and
common cause of poor model performance in this situation.
As described above, variable selection is less of an
issue using machine learning techniques given that they
are often not solely based on predefined hypotheses. There
are several other important issues related to data manage-
ment when developing a predictive model, such as dealing
with missing data and variable transformation; however, these
topics are beyond the scope of this primer and addressed
elsewhere.15–17

VALIDATING A PREDICTIVE MODEL

For a prediction model to be valuable, it must not only have
predictive ability in the derivation cohort but must also perform
well in a validation cohort.7,18 A model’s performance may
differ substantially between derivation and validation cohorts
for several reasons including overfitting of the model, missing
important predictor variables, interobserver variability of
predictors leading to measurement errors, and differences in
the patient cohort case mix.18 Therefore, model performance
in the derivation cohort may be overly optimistic and is not a
guarantee that the model will perform equally well in new
patients. For example, external validation of the HALT-C
predictive model for hepatocellular carcinoma was recently
demonstrated to have a significantly worse performance in an
external validation cohort.3 Unfortunately, the majority of
published prediction research focuses solely on model
derivation, and validation studies are scarce.1,18

Validation can be performed using internal or external
validation. A common approach to internal validation is to split
the data set into two portions—a ‘‘training set’’ and ‘‘validation
set’’. If splitting the data set is not possible given the limited
available data, measures such as cross validation or boot-
strapping can be used for internal validation.19 Machine
learning algorithms, more specifically the random-forest
approach, uses an alternative approach called—‘‘in-bag’’
and ‘‘out-of-bag’’ sampling.11 In a random-forest approach,
the initial cohort is divided into two groups—‘‘in-bag’’ and ‘‘out-
of-bag’’ samples. The in-bag sample is created using random
sampling with replacement from the initial cohort, creating a
sample equivalent in size to the initial cohort. The out-of-bag
sample is composed of the unsampled data from the initial
cohort, and typically includes about one-third of the initial
cohort. The ‘‘out-of-bag’’ cohort can serve as an internal

validation cohort for the model derived using the ‘‘in-bag’’
sample. However, internal validation nearly always yields
optimistic results given that the derivation and validation data
sets are very similar (as they are from the same cohort).
Although external validation is more difficult as it requires
data collected from similar patients in a different setting or a
different center, it is always preferred to internal validation.1,18

When a validation study shows disappointing results,
researchers are often tempted to reject the initial model and
to develop a new predictive model using the validation cohort
data. For example, there are over 60 published predictive
models for breast cancer. This approach neglects the
information captured from prior studies and predictive models.
There are several methods to update prior predictive models
with data from the patients of the validation cohort, but these
are unfortunately rarely utilized.1

ASSESSING THE PERFORMANCE OF A PREDICTIVE
MODEL

When assessing model performance, it is important to
remember that explanatory models are judged based
on strength of associations, whereas predictive models
are judged solely based on their ability to make accurate
predictions. The performance of a predictive model is
assessed using several complementary tests, which assess
overall performance, calibration, discrimination, and reclassi-
fication (Table 1).20 Performance characteristics should be
determined and reported for both the derivation and validation
data sets.

The overall model performance can be measured using R2,
which characterizes the degree of variation in risk explained
by the model.21 The adjusted R2 has been proposed as a
better measure, as it accounts for the number of predictors
and helps to prevent overfitting. Brier scores are a similar
measure of performance, which are used when the outcome
of interest is categorical instead of continuous.22 Calibration is
the difference between observed and predicted event rates for
groups of patients and is assessed using the Hosmer–
Lemeshow test.23 Discrimination is the ability of a model to
distinguish between patients who do and do not experience
the outcome of interest, and it is most commonly assessed
using receiver operating characteristic (ROC) curves.24

However, ROC analysis alone is relatively insensitive for
assessing differences between good predictive models;25

therefore, several relatively novel performance measures
have been proposed. The net reclassification improvement
and integrated discrimination improvement are measures
used to assess changes in predicted outcome classification
between two models.20,26 Although it is common for prediction
research studies to report results from ROC analysis, the
other measures of model performance, calibration, and
reclassification are seldom reported.7,20

STUDYING THE CLINICAL IMPACT OF A PREDICTIVE
MODEL

The performance of a predictive model may suffer when
applied in clinical practice compared with testing in derivation
or validation data sets owing to differences in the patient
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population and case mix.27 The distribution of predictive
factors and outcomes are often different when broadly applied
to general populations, rather than the carefully selected
populations in which the model was derived and validated.
Furthermore, high model performance does not necessarily
guarantee provider acceptance and uptake in clinical prac-
tice.1 For example, providers may not use a predictive model
because they feel that the application of the model is not
sufficiently user-friendly or that the model itself does not have
sufficient face validity.

Predictive models are developed with the goal of providing
estimates of outcome probabilities to complement provider
clinical intuition. They should ideally recommend decisions
instead of simply providing risk estimates for an outcome.
Predictive models that estimate risk without recommending
particular decisions are less likely to change provider behavior
and outcomes than those that translate risk into a decision
recommendation.27 With the growing implementation of
electronic health records, predictive models can serve as
the basis for electronic decision support tools with real-time
risk assessments. Implementation of the predictive algorithm
could be used to identify high-risk individual cases and
transmit annotated data back to the provider, facilitating
changes to their clinical assessment. If properly validated in
several different populations, predictive algorithms could also
form the basis for publicly available online risk calculators.
Electronic predictive models are particularly attractive, as they
can optimize user-friendliness and may be introduced quickly
and cheaply, after implementation of an electronic health
record system.

Impact studies serve to study the effect of predictive models
on provider behavior and patient outcomes.28 This is often
done using a design that compares outcomes between
providers provided with output from the predictive model to a
control group without the predictive model. Although this is
best done using a site-randomized controlled trial approach,
this may also be assessed using a pre-post study design.
A potential intermediate step using decision modeling techni-
ques or Markov modeling can be used to estimate the potential
consequences and benefits of using a predictive model. If this

analysis does not reveal improved patient outcomes, this
would obviate the need for formal impact studies.

EXAMPLE OF PREDICTIVE MODELING

An example of the analytic tools used in predictive modeling
can be found in a recent publication examining the perfor-
mance characteristics of predictive models for development of
hepatocellular carcinoma among patients with cirrhosis.3 In
this study, the performance of a traditional regression model is
compared with that of machine learning algorithms. This study
highlights a couple of important concepts. First, external
validation is crucial. Internal validation overestimated the
performance of the models, and each has substantially worse
performance when externally validated. Second, it is impor-
tant to use a wide range of complementary methods to assess
predictive model performance, not just ROC curve analysis.
The machine learning algorithm and traditional regression
analysis models had similar c-statistics using ROC curve
analysis, but the machine learning algorithm, using random
forest, outperformed the traditional regression model when
using net reclassification improvement, integrated discrimina-
tion improvement, and misclassification tables.

CONCLUSIONS

Although predictive models cannot replace clinical judgment,
they can provide objective estimates about the future course
of an illness and serve as important adjuncts in clinical
practice. For example, predictive models have been used to
risk stratify patients with regard to readmission risk, allowing
for early interventions to reduce readmissions. Although low-
risk patients could be considered for early discharge, high-risk
patients might be triaged to specialized hospital services,
intensive outpatient case management, and earlier clinic visits
post discharge. Such applications may be particularly
important to maximize cost-effectiveness under the Accoun-
table Care Organization model.29 However, predictive models
must be properly developed and also validated in a separate
cohort using modern assessment of their performance.

Table 1 Performance characteristics for a predictive model (measures of predicitve error)

Aspect Measure Outcome measure Description

Overall performance R2 Continuous Average squared difference between predicted and observed
outcome

Adjusted R2 Continuous Same as R2, but penalizes for the number of predictors
Brier score Categorical Average square distances from the predicted and the observed

outcomes
Discrimination ROC curve (c-statistic) Continuous or categorical Overall measure of how effectively the model differentiates

between events and non-events
C-index Cox-model

Calibration Hosmer–Lemeshow test Categorical Agreement between predicted and observed risks
Reclassification Reclassification table Categoricala Number of individuals that move from one category to another

by improving the prediction model
NRI A quantitative assessment of the improvement in classification

by improving the prediction model
IDI Similar to NRI but using all possible cutoffs to categorize

events and non-events

IDI, Integrated discrimination index; NRI, net reclassification index.
aCan be performed for continuous data as well if a risk cutoff is assigned.

A Primer on Predictive Models
Waljee et al.

3

Clinical and Translational Gastroenterology



REVIEW

Statistical tutorials

Towards better clinical prediction models: seven
steps for development and an ABCD for validation
Ewout W. Steyerberg* and Yvonne Vergouwe
Department of Public Health, Erasmus MC, University Medical Center Rotterdam, PO Box 2040, 3000 CA Rotterdam, The Netherlands

Received 7 October 2013; revised 22 April 2014; accepted 30 April 2014; online publish-ahead-of-print 4 June 2014

Clinical prediction models provide risk estimates for the presence of disease (diagnosis) or an event in the future course of disease (prognosis) for
individual patients. Although publications that present and evaluate such models are becoming more frequent, the methodology is often subopti-
mal. We propose that seven steps should be considered in developing prediction models: (i) considerationof the research question and initial data
inspection; (ii) coding of predictors; (iii) model specification; (iv) model estimation; (v) evaluation of model performance; (vi) internal validation;
and (vii) model presentation. The validity of a prediction model is ideally assessed in fully independent data, where we propose four key measures
to evaluate model performance: calibration-in-the-large, or the model intercept (A); calibration slope (B); discrimination, with a concordance
statistic (C); and clinical usefulness, with decision-curve analysis (D). As an application, we develop and validate prediction models for 30-day
mortality in patients with an acute myocardial infarction. This illustrates the usefulness of the proposed framework to strengthen the methodo-
logical rigour and quality for prediction models in cardiovascular research.
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Introduction
Prediction of the presence of disease (diagnosis) or an event in the
future course of disease (prognosis) becomes more and more im-
portant in the current era of personalized medicine. Improvements
in imaging, biomarkers, and ‘omics’ research lead tomanynewpredic-
tors for diagnosis and prognosis.

Clinical prediction models may combine multiple predictors to
provide insight into the relative effects of predictors in the model.
For example, we may be interested in the independent prognostic
value of inflammatory markers such as C-reactive protein for the
clinical course and outcome of an acute coronary syndrome.1 Clin-
ical prediction models may also provide absolute risk estimates for
individual patients.2,3 We focus here on the second role of such
models, which are commonly developed with regression analysis
techniques. Logistic regression analysis is most commonly used
for the prediction of binary events, such as 30-day mortality. Cox
regression is most common for time-to-event data, such as
long-term mortality. We focus on prediction models for binary
events, and indicate differences with time-to-event data where
most relevant.

We note that rigorous development and validation of prediction
models is important. Despite a substantial bodyof methodological lit-
erature and published guidance on how to perform prediction re-
search, most models suffer from methodological shortcomings, or
are at least reported poorly.4– 7 We propose a systematic approach
to model development and validation, illustrated with prediction of
30-daymortality in patients suffering from an acute myocardial infarc-
tion. We compare the performance of a simple model (including age
only) to a more complex model (including age and other key predic-
tors), which are developed either in a small or a large data set.

Case study: prediction of 30-day
mortality in acute myocardial
infarction
As an illustrative case study, we consider a cohort of 40 830 patients
suffering from an acute myocardial infarction who were enrolled in
the GUSTO-I trial. The data from this trial have been used for
many analyses, including the development of a prediction model
for 30-day mortality8 and various methodological studies.9 –15
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An ABCD for model validation
Whatever the method used to develop a model, one could argue
that validity is all that matters.7 We propose four key measures in
the assessment of the validation of prediction models, related to cali-
bration, discrimination, and clinical usefulness.20,34– 36 The measures
are illustrated by studying the external validity of the models devel-
oped in 259 or 23 034 patients enrolled in GUSTO-I in the USA
and tested in 17 796 GUSTO-I patients from outside the US.

Alpha: calibration-in-the-large
Calibration refers to the agreement between observed endpoints and
predictions.20 Forexample, if we predict a 5% risk that a patient will die
within 30 days, the observed proportion should be !5 deaths per 100
with such a prediction.Calibration can be well assessed graphically, in a
plot with predictions on the x-axis and the observed endpoint on the
y-axis (Figure 1). The observed values on the y-axis are 0 or 1 (dead/
alive), while the predictions on the x-axis range between 0 and
100%.Tovisualize theagreementbetweentheobservedandpredicted
values, smoothing techniques can well be used to depict the associ-
ation.37 We can also plot the observed proportions of death for
groups of patients with similar predicted risk, for instance, by deciles
of predictions. Considering such groups with their deviations from
the ideal line makes the plot a graphical illustration of the often used
Hosmer–Lemeshow goodness-of-fit test. We do not recommend

this test for assessment of calibration. It does not indicate the direction
of any miscalibration and only provides a P-value for differences
between observed and predicted endpoints per group of patients
(commonly deciles).20 Such grouping is arbitrary and imprecise, and
P-values depend on the combination of the extent of miscalibration
and sample size. Rather, we emphasize the older recalibration idea
as proposed by Cox in 1958.38 Perfect predictions should be on the
ideal line, described with an intercept alpha (‘A’) of 0 and slope beta
(‘B’) of 1. The log odds of predictions are used as the predictor of
the 0/1 outcome, or the log (hazard) for time-to-event out-
comes.38,39 Imperfect calibration can be characterized by deviations
from these ideal values.

The intercept A relates to calibration-in-the-large, which com-
pares the mean of all predicted risks with the mean observed risk.
The parameter hence indicates the extent that predictions are
systematically too low or too high. At model development, observed
incidence and mean predicted risk are equal for regression models,
and assessment of calibration-in-the-large makes no sense. At ex-
ternal validation, calibration-in-the-large problems have often been
found, for example, for the Framingham model in multiple ethnic
groups,40 or the Framingham variant developed by NICE for
the UK.33 If we test the prediction model developed in 23 034 US
patients outside of the USA, we note a slightly higher mortality
(A ¼ 0.07, P ¼ 0.38; equivalent to an OR of non-US vs. US of
exp(0.07) ¼ 1.07, right panel of Figure 1). Note that no intercept is
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Table 1 Illustration of seven steps for developing a prediction model with the GUSTO-I data (n 5 40 830)8

Step Specific issues GUSTO-I model

1. Problem definition and
data inspection

Aim: predictors or predictions?
Selection, predictor definitions, and

completeness, endpoint definition

Aim is both insights in which predictors are important and to provide
individualized risk predictions

Prospective data collection in a randomized trial with a hard endpoint
(30-day mortality). Missing predictor values were imputed

2. Coding of predictors Continuous predictors
Combining categorical predictors

Extensive checks of transformations for continuous predictors
Categories kept separate, e.g. for location of infarction

3. Model specification Selection of main effects?
Assessment of assumptions?

Stepwise selection; appropriate because of very large sample size
Additivity checked with interaction terms; one included (age × Killip class)

4. Model estimation Shrinkage included? Not necessary

5. Model performance Appropriate measures used? Calibration and discrimination, but no indicators of clinical usefulness

6. Model validation Internal validation including model
specification and estimation?

Bootstrap and 10-fold cross-validation

7. Model presentation Format appropriate for audience No; complex formula in appendix

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

Table 2 Overview of four measures (ABCD) for model performance

Aspect Measure Visualization Characteristics

Calibration A: alpha
Calibration-in-the-large

Calibration plot Intercept in plot; compares mean observed with mean predicted

B: beta
Calibration slope

Regression slope in plot; related to shrinkage of regression coefficients

Discrimination C-statistic ROC curve Interpretation as the probability of correct classification for a pair of subjects with and
without the endpoint

Clinical usefulness Decision-curve analysis
NB

Decision curve Net true-positive classification rate by using a model over a range of thresholds
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a b s t r a c t

Statistical modeling techniques have become important analytical tools and are con-

tributing immensely to the field of epidemiology. However, many users do not understand

their effective use and applications. Underlying epidemiologic concepts, and not the sta-

tistics, should govern or justify the proper use and application of any modeling exercise.

Main utility of the statistical model lies in its ability to provide a general but practical

conceptual framework for causal problems, explaining and evaluating role of biases,

confounders and effect modifiers. Successful modeling of a complex data is part science,

part statistics, part experience, but major part is logic or common sense.

Copyright ª 2013, INDIACLEN. Publishing Services by Reed Elsevier India Pvt Ltd. All rights

reserved.

1. Introduction

Use of statistical models has been dominating the analysis
strategies in epidemiologic research. Goal of analysis in epi-
demiological studies should be to quantify information in an
objective and defensible manner, teasing out the role of
chance and bias. Primary analysis of epidemiologic studies is
crudee that is without accounting for the role of other factors;
whereas secondary analysis is refined and is multi-factorial in
nature; wherein the main interest lies in studying role of
confounders and/or effect modifiers. A confounder is a co-

variate that is associated with both the outcome variable and
a risk factor or predictor. An effect modifier is a covariate that
interacts with a risk factor and produces different effects for
different levels of the covariate.

Fitting a series of univariate models will rarely provide an
adequate analysis of the data in any study since the

independent variables (predictors or risk factors) are usually
associated with each other and may have different distribu-
tions within the levels of the outcome variable. Thus one
generally considers a multivariate analysis for a more com-
prehensive modeling of the data. The term ‘multivariable’ is
preferable to ‘multivariate’ in epidemiological research which
usually focuses on assessing relationship between a single
dependent (outcome) variable and multiple independent
(explanatory) variables. Statisticians generally use the term
‘multivariate analysis’ to describe a method in which several
dependent variables can be considered simultaneously. Re-

searchers in biomedical and health sciences who are not
statisticians, however, use this term to describe any statistical
technique involving several variables, even if only one
dependent variable is considered at a time. Regression anal-
ysis is one type of multivariable technique commonly used in
epidemiologic research to assess relationships amongst a set
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assessment of reliability and validity, testing hypotheses

about model parameters etc. are some of the important issues
in modeling exercise.4

If epidemiologists wish to obtain the best model within
the scientific context and objective of the study, then he/she
needs to first select all the relevant hypothesized variables in
the model. Next step will be to conduct univariate analyses
independently for each selected variable. Then fit a Full
Model with only those variables with a p-value <0.25 in the
univariate analyses, plus some others with known biological
importance for multivariate analysis.2 A detailed discussion
on the choice of an “alpha” level for the models containing

more variables is available in a textbook on “Applied Logistic
Regression” by Hosmer and Lameshow (1989, John Wiley &
Sons).2 Bendel and Afifi (1977) and Constanza and Afifi (1979)
studied the choice of pE (‘E’ stands for entry) value for step-
wise linear regression, discriminant analysis and logistic
regression, and they have shown that fixing pE value ¼ 0.05 is
too stringent, often excluding important variables from the
model. The authors have recommended choosing pE in the
range of 0.15e0.20. Sometimes the goal of the analysis may
be broader, and models containing more variables are
sought to provide a more complete picture of possible

models. In these cases use of pE ¼ 0.25 might be a reasonable
choice.

After fitting multivariate model, importance of each vari-
able entered in the model should be verified. Variables that
do not contribute to model as per criterion of the “Best fit”
should be eliminated and a new Reduced Model be fitted.
Once we get the model that we feel contains essential vari-
ables, we should consider the need to include interaction
terms among the variables. After assessing the significance of
the interaction terms, we decide to retain or exclude them
from the final model on statistical, practical and biological

perspectives.2

8. Choice of the model

Choice of a specific model depends on type of the outcome
variable (dichotomous, polytomous or continuous), ade-
quacy of sample size, the sampling process, constraints of
statistical procedures and validity of certain underlying as-
sumptions apart from the context and objectives of

research.2,4,7

9. Additive versus multiplicative models

In some situations ‘an additive model’ is appropriate,
whereas in some other circumstances ‘a multiplicative
model’ is preferred. For example, when several etiologic
agents act interchangeably at a single step of a multistage

pathway, an additive model is implied. In contrast, when
etiologic agents act at different steps, a multiplicative model
may be obtained. Usually for effect measures expressed on
interval scale additive models are used, whereas multiplica-
tive models are used for effect measures expressed on ratio
scale.

10. Association versus Prediction models in
epidemiology

There are different types of models in epidemiology, requiring
different assumptions and mathematical techniques. Basi-
cally, an epidemiologist needs to choose between two types of
models that are commonly used: an ‘Association model’ and
a ‘Prediction model’.

An ‘Association model’ is how most epidemiologists usu-
ally think of regression: they identify an exposure variable of

interest (say X ) and look at its relationship with the outcome
variable (say Y ). Other independent variables (say Z1, Z2,
Z3,.) are simply moderators of the effect of X or not. If yes,
the interaction term and the main effect are included in the
model. If not, we ignore the interaction term and further
evaluate if the independent variable is a confounder or not.
Accordingly we decide whether main effect is to be included
or not to be included in the final or reduced model.

In the ‘Prediction model’, we want a model that fits best to
the given data and explains the outcome variable (Y ). All
possible independent variables (say X1, X2, X3,.), in-

teractions (say X1*X2, X1*X3, X2*X3,.), transformations (log-
arithmic, exponential, quadratic.etc) can be tried with these
models. The models are then evaluated for goodness-of-fit, R-
square or predictive ability using different validation tech-
niques called regression diagnostics.

11. Regression diagnostics

Once we have applied a model, we need to assess how well it
fits the data, or how close the model predicted values are to
the corresponding observed values. Deviations of predicted
values from observed values should be essentially normal.
The test statistics that assess model fit in this manner are
known as “Goodness-of-fit statistics”. We expect that if the
model fits the data adequately, the test statistic should be
non-significant. If this statistic is larger than a tolerable value,
then we might be fitting an over simplified model; hence we
need to identify some other factors which can explain the
observed variation in the data in a better manner.4 While

goodness-of-fit statistics tell us how well a particular model
fits the data, but they tell us a little about the lack of fit, or why
and where a particular model fails to fit the data.4 Some
deviance statistics have been devised as a function of
observed values and their model predicted values. By taking
a look at the individual components of these statistics, one
can gain insight into a model’s lack of fit. Graphical display of
residual errors (difference between predicted and observed
values scaled in units of standard deviation of observed
values) can tell us if there are unusually large errors (possibly
indicative of outliers) or systematic pattern of variation (pos-
sibly indicative of a poor model choice).2,4 Regression di-

agnostics primarily focus on methods for analyzing residuals,
assessing the influence of outliers and assessing problem of
collinearity9 (i.e. inter-relationship between two independent
variables or predictors).

Researchers should understand that the selected mathe-
matical models need not always be able to explain all the
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ABSTRACT Dengue infection is a mosquitoborne disease caused by dengue viruses, which are carried by
several species of mosquito of the genus Aedes, principally Ae. aegypti. Dengue outbreaks are endemic in
tropical and sub-tropical regions of the world, mainly in urban and sub-urban areas. The outbreak is one of
the top 10 diseases causing the most deaths worldwide. According to theWorld Health Organization, dengue
infection has increased 30-fold globally over the past five decades. About 50–100 million new infections
occur annually in more than 80 countries. Many researchers are working on measures to prevent and
control the spread. One avenue of research is collaboration between computer science and the epidemiology
researchers in developing methods of predicting potential outbreaks of dengue infection. An important
research objective is to develop models that enable, or enhance, forecasting of outbreaks of dengue,
giving medical professionals the opportunity to develop plans for handling the outbreak, well in advance.
Researchers have been gathering and analyzing data to better identify the relational factors driving the spread
of the disease, as well as the development of a variety of methods of predictive modeling using statistical and
mathematical analysis and machine learning. In this substantial review of the literature on the state of the art
of research over the past decades, we identified six main issues to be explored and analyzed: 1) the available
data sources; 2) data preparation techniques; 3) data representations; 4) forecasting models and methods;
5) dengue forecasting models evaluation approaches; and 6) future challenges and possibilities in forecasting
modeling of dengue outbreaks. Our comprehensive exploration of the issues provides a valuable information
foundation for new researchers in this important area of public health research and epidemiology.

INDEX TERMS Dengue, endemics, forecasting, prediction, surveillance system, survey, review.

I. INTRODUCTION
Although dengue has been known for more than 200 years,
it was only in 1950 that the first dengue viruses were isolated.
The incidence of dengue infection has increased approxi-
mately 30 times since 1950. According to the World Health
Organization (WHO), and mentioned by Stanaway et al. [1],
about 20,000 people per year die from this disease. Since
1970, epidemics of dengue infection have occurred in
more than 128 countries worldwide [2] with a significant
expansion of the spread of the disease to new areas of
the world. This has greatly increased the challenge for
national and international public health authorities in order
to take effective action to prevent the spread of the dengue
infection.

Citing the WHO report, outbreaks of dengue are likely to
increase every year (Figure 1). In the period 2009 – 2017,
the growth rate in the number of patients was greater than in
any other period since 1950, with more than 3 million people
affected. The number of countries identified as having dengue
outbreaks was the highest ever: more than 80 countries.
Dengue viruses often have a relationship with other

mosquito–spread viruses, such as Yellow Fever, Zika,
Japanese Encephalitis, and West Nile viruses. Dengue virus
is classified into 4 serotypes: DEN-1, DEN-2, DEN-3, and
DEN-4. Usually, anyone infected by one serotype will gain
lifelong immunity to that virus serotype, but protection
against infection from the other dengue virus is only par-
tial or temporary. A subsequent infection of a patient from
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FIGURE 1. The number of reported dengue cases between 1950 – 2017.

another serotype of the virus is called a secondary infection.
Within 7 to 10 days, the mosquito-borne virus can be passed
on to other insects and humans, causing a fast spread of
the virus in that vicinity. Aedes mosquito is usually active
in the early morning and early evening before dark. It likes
the temperature to be about 28�C to 35�C. The incubation
period of the disease in humans is 3 to 15 days but most likely
5 to 6 days.
The patient will start feeling dengue infection symptoms

such as fever (about 40�C or 104�F), with headache, muscle
bone and joint pain, eye pain, loss of appetite, vomiting, nau-
sea, stomach ache, rash, and thrombocytopenia. Clinical pre-
sentation of dengue infection can cause Dengue Fever (DF),
Dengue Hemorrhagic Fever (DHF), or Dengue Shock Syn-
drome (DSS) which is the most severe form (WHO, 2009).
Currently, there are no anti-viral drugs available for the
treatment of dengue infection [3]. If the symptoms of the
dengue infection reach the radical level (leakage of plasma
blood leading to organ failure), this becomes life-threatening
for both children and adults. Therefore, definitive clinical
diagnosis in the early stages of infection and clinical treat-
ment by doctors and nurses with appropriate experience will
contribute to the survival of the patient.

II. CURRENT DENGUE FORECASTING
RESEARCH SITUATIONS
WHOhas defined a strategy for the integratedmonitoring and
control of the spread of dengue infection in several regions of
theworldwith the goal of reducing the disease occurrence and
deaths fromDSS over the period 2012 to 2020.WHO also has
supported research related to monitoring of potential dengue
outbreaks areas and countries that may otherwise be ignored
by providing capital support to the researchers to develop
innovative surveillance systems for the prevention, control
and forecasting of dengue outbreaks more efficiently, and
assist in the preparation of plans to manage the outbreaks [4].
This has enabled many researchers in the past decade to

develop systems for forecasting dengue outbreaks by using a

FIGURE 2. The number of research articles about dengue outbreak
prediction, published in three reputable databases: PubMed, Web of
Science, and Scopus.

variety of techniques, using data collected by querying pub-
lished articles and research reports, and academic forecasts
about dengue infection from reputable publication databases
and journal forums such as PubMed, Web of Science, and
Scopus. These are popular databases for researchers in which
to publish their research on forecasting dengue epidemics.
This information can be extracted from these databases by
simple queries like ‘‘Dengue and Forecasting,’’ or ‘‘Predic-
tion’’ or ‘‘Surveillance.’’ A more comprehensive query that
we used in our research, being discussed in this paper, was
‘‘dengueAND (forecastingOR predictionOR surveillance).’’
Results from this query included publications over the period
from 2001 to 2017. Figure 2 shows the volume of research
published and the growth trend in the number of publica-
tions. From the survey, we found that the highest number
of research articles, on forecasting of dengue outbreaks,
was published in the database of PubMed in 2016, which
was approximately twice that published in Scopus and Web
of Science. Figure 2 reflects the increasing importance of
research in the development of forecasting models of dengue
epidemics, illustrating the severe nature of the problem of
dengue infection and disease spread, as is also indicated in the
report of WHO [2]. The growing threat of dengue outbreaks,
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treatment of dengue infection [3]. If the symptoms of the
dengue infection reach the radical level (leakage of plasma
blood leading to organ failure), this becomes life-threatening
for both children and adults. Therefore, definitive clinical
diagnosis in the early stages of infection and clinical treat-
ment by doctors and nurses with appropriate experience will
contribute to the survival of the patient.

II. CURRENT DENGUE FORECASTING
RESEARCH SITUATIONS
WHOhas defined a strategy for the integratedmonitoring and
control of the spread of dengue infection in several regions of
theworldwith the goal of reducing the disease occurrence and
deaths fromDSS over the period 2012 to 2020.WHO also has
supported research related to monitoring of potential dengue
outbreaks areas and countries that may otherwise be ignored
by providing capital support to the researchers to develop
innovative surveillance systems for the prevention, control
and forecasting of dengue outbreaks more efficiently, and
assist in the preparation of plans to manage the outbreaks [4].
This has enabled many researchers in the past decade to

develop systems for forecasting dengue outbreaks by using a

FIGURE 2. The number of research articles about dengue outbreak
prediction, published in three reputable databases: PubMed, Web of
Science, and Scopus.

variety of techniques, using data collected by querying pub-
lished articles and research reports, and academic forecasts
about dengue infection from reputable publication databases
and journal forums such as PubMed, Web of Science, and
Scopus. These are popular databases for researchers in which
to publish their research on forecasting dengue epidemics.
This information can be extracted from these databases by
simple queries like ‘‘Dengue and Forecasting,’’ or ‘‘Predic-
tion’’ or ‘‘Surveillance.’’ A more comprehensive query that
we used in our research, being discussed in this paper, was
‘‘dengueAND (forecastingOR predictionOR surveillance).’’
Results from this query included publications over the period
from 2001 to 2017. Figure 2 shows the volume of research
published and the growth trend in the number of publica-
tions. From the survey, we found that the highest number
of research articles, on forecasting of dengue outbreaks,
was published in the database of PubMed in 2016, which
was approximately twice that published in Scopus and Web
of Science. Figure 2 reflects the increasing importance of
research in the development of forecasting models of dengue
epidemics, illustrating the severe nature of the problem of
dengue infection and disease spread, as is also indicated in the
report of WHO [2]. The growing threat of dengue outbreaks,
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FIGURE 9. Dengue prognostic factors which are typically used in forecasting models, usually proven by several researchers as
having a positive correlation with dengue cases occurrence.

which is more informative. Therefore, data transformation is
a process to map data to new values or types for further use
in other steps.

Data conversion can be done in several ways. For exam-
ple, 1) Discretization and 2) Concept Hierarchy Genera-
tion. Discretization is the method suitable for numerical data
such as patient age. This data will be represented as inter-
val labels e.g. 1-7 years, 8-14 years, or 15-20 years or as
a conceptual label e.g. youth, adult, or senior. Conceptual
hierarchy generation is also a method for nominal data used
to transform text, such as location information, into higher-
level concepts including perhaps city, province, or coun-
try, so simplifying this data to make the forecasting model
more efficient [43]. Data transformation may use clustering
techniques that are very popular discretization methods for
numerical data, in which cluster data is based on the dis-
tance between data points. Decision trees are another pop-
ular scheme to discretize numerical data using the top-down
splitting approach. In addition, Correlation analysis can also
be deployed for the discretization task. The ChiMerge tech-
nique [80] works based on the chi-square statistic for dis-
cretization numerical data. The main difference between
the ChiMerge approach and the Decision Tree is that the
ChiMerge approach works as a bottom-up approach to form a
larger interval. It considers that members of two datasets that
have distribution similarity will be merged together until the
conditions for predefined stopping criterion is met.

V. DENGUE FACTORS
Researchers around the world have conducted research on
dengue prediction in many countries and various factors have
been used to study the correlation between those factors and
the number of cases. The objective of their studies is to find
the factors that are significantly correlated to the number

of cases and deploy those factors in the forecasting model.
As a result, the forecasting model can effectively work on
predicting the severity of outbreaks in the future. Therefore,
policy makers or responsible staff can be warned in advance
and can prepare protocols and all relevant resources for the
coming epidemic. In this report, we categorize dengue factors
into two main groups as shown in Figure 9: 1) Direct Factors
and 2) Indirect Factors.

A. DIRECT FACTORS
Direct factors refer to the factors that directly affect the
mosquitoes’ live cycle, especially that of Ae. aegypti. This
includes the insects themselves as well as the spawn and
larvae which will increase the number of carrier mosquitoes
and, consequently, increase the opportunity of disease out-
breaks occurring, and diffusing. In addition, the transmission
of dengue virus serotypes from each mosquito parent, which
may be different in each, to the larvae, can mean there are
two serotypes in individual larvae that can more easily spread
the dengue virus and the chance of an outbreak is higher
than where the mosquito is infected with only one serotype.
Therefore, eradicating the mosquito larvae at the early stage
before they become adult mosquitoes will reduce the risk of
a dengue outbreak in the area.

1) CLIMATE
Rainfall is a factor that affects the incubation period of
mosquitoes, which can only complete their lifecycle in still or
standing water [81]. Conversely, unusual weather conditions
of drought and higher than the usual temperature, such as
occurs in the ElNino phenomenon, adversely affects the num-
ber of mosquito breeding habitats, and therefore populations
of mosquitoes. However, this may be significantly offset by
the situation in drought and high temperatures with the human
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ABSTRACT Dengue infection is a mosquitoborne disease caused by dengue viruses, which are carried by
several species of mosquito of the genus Aedes, principally Ae. aegypti. Dengue outbreaks are endemic in
tropical and sub-tropical regions of the world, mainly in urban and sub-urban areas. The outbreak is one of
the top 10 diseases causing the most deaths worldwide. According to theWorld Health Organization, dengue
infection has increased 30-fold globally over the past five decades. About 50–100 million new infections
occur annually in more than 80 countries. Many researchers are working on measures to prevent and
control the spread. One avenue of research is collaboration between computer science and the epidemiology
researchers in developing methods of predicting potential outbreaks of dengue infection. An important
research objective is to develop models that enable, or enhance, forecasting of outbreaks of dengue,
giving medical professionals the opportunity to develop plans for handling the outbreak, well in advance.
Researchers have been gathering and analyzing data to better identify the relational factors driving the spread
of the disease, as well as the development of a variety of methods of predictive modeling using statistical and
mathematical analysis and machine learning. In this substantial review of the literature on the state of the art
of research over the past decades, we identified six main issues to be explored and analyzed: 1) the available
data sources; 2) data preparation techniques; 3) data representations; 4) forecasting models and methods;
5) dengue forecasting models evaluation approaches; and 6) future challenges and possibilities in forecasting
modeling of dengue outbreaks. Our comprehensive exploration of the issues provides a valuable information
foundation for new researchers in this important area of public health research and epidemiology.

INDEX TERMS Dengue, endemics, forecasting, prediction, surveillance system, survey, review.

I. INTRODUCTION
Although dengue has been known for more than 200 years,
it was only in 1950 that the first dengue viruses were isolated.
The incidence of dengue infection has increased approxi-
mately 30 times since 1950. According to the World Health
Organization (WHO), and mentioned by Stanaway et al. [1],
about 20,000 people per year die from this disease. Since
1970, epidemics of dengue infection have occurred in
more than 128 countries worldwide [2] with a significant
expansion of the spread of the disease to new areas of
the world. This has greatly increased the challenge for
national and international public health authorities in order
to take effective action to prevent the spread of the dengue
infection.

Citing the WHO report, outbreaks of dengue are likely to
increase every year (Figure 1). In the period 2009 – 2017,
the growth rate in the number of patients was greater than in
any other period since 1950, with more than 3 million people
affected. The number of countries identified as having dengue
outbreaks was the highest ever: more than 80 countries.
Dengue viruses often have a relationship with other

mosquito–spread viruses, such as Yellow Fever, Zika,
Japanese Encephalitis, and West Nile viruses. Dengue virus
is classified into 4 serotypes: DEN-1, DEN-2, DEN-3, and
DEN-4. Usually, anyone infected by one serotype will gain
lifelong immunity to that virus serotype, but protection
against infection from the other dengue virus is only par-
tial or temporary. A subsequent infection of a patient from
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FIGURE 15. Challenges and future trends for dengue forecast model development in five different aspects.

important matter for researchers to address, to develop mech-
anisms for automatic updating of the data on a continual
basis. This would optimize the effectiveness and efficiency
of the forecasting model. This problem is exacerbated by the
need to update the models on a continuing basis which would
impose overheads that are too high. Infrequent or spasmodic
updating can decrease the effectiveness and efficiency of the
forecasting model and results in the policymaker’s planning
and management of the dengue epidemic being ineffective.
Given that manual collecting of data is a laborious task,
automatically collecting information using a new technology
called the ‘‘Internet of Things (IoT)’’ is now possible. The
IoT is the networking of mobile devices, handheld devices,
and sensors of all types. The fact is that there are now many
millions of devices linked by the IoT which gather and trans-
mit data, making the IoT an important new technology that
should be of great interest to epidemiological researchers.
One significant application of this technology is in the

area of medicine, using what is now termed the Internet of
Medical Things (IoMT). IoMT is an amalgamation of med-
ical devices and applications that can connect to healthcare
information technology systems using networking technolo-
gies. For example, Lakshmi and Karthik [222] developed a
device for dengue identification and patient monitoring using
sensor technology to measure various patient parameters to
identify and diagnose dengue infection, patient immunity
levels, blood pressure, heart rate and breathing rates. All the
data coming from this personal sensing device are logged
into a cloud service and is available to physicians for remote
diagnosis and treatment by accessing the cloud service.
IoT technology has also been deployed by MediaTek in

Taiwan to monitor dengue outbreaks and send alerts to pos-
sibly affected populations [223]. More than 200 smart bug
zapper devices were installed in Tainan City, during a severe

outbreak, to track the vectors, and send information on the
number of mosquitoes killed. This data was uploaded to a
cloud computing system and then analyzed using Big Data
technology to find the distribution of the disease vectors,
thereby identifying risk areas and allowing resources to be
focused in those areas. Future developments of this particular
device will enable the identification of different types of
vectors, and image processing techniques may be deployed
to enhance the ability of the smart bug zapper to gather more
and more various data.

2) INTERPRETABILITY
One limitation of epidemic prediction models is that the
interpretation of the forecast results may not be easy to
understand by users who do not have the professional back-
ground, knowledge or expertise. Medical information is often
difficult to understand, even by medical professionals, and
Machine Learning techniques are difficult to understand by
most people without education or training in what is, to many
people, an arcane and complex topic. Predictive power is
often inversely proportional to the complexity of the pre-
dictive techniques [39] and, therefore, the more complex
the forecasting model, the more essential it is to have fore-
casting results displayed in a manner easily interpreted and
understood by users, including presenting that information
in a manner appropriate to the particular user’s interests
(Personalization). In any case, data presentation should be
easily understood to be of maximum usefulness for decision
making.

B. CHALLENGES TO UNCERTAINTY HANDLING
Validation of the predictive model is essential to ensure that
the uncertainty inherent in the data is properly identified
and understood. We have identified two main components
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several species of mosquito of the genus Aedes, principally Ae. aegypti. Dengue outbreaks are endemic in
tropical and sub-tropical regions of the world, mainly in urban and sub-urban areas. The outbreak is one of
the top 10 diseases causing the most deaths worldwide. According to theWorld Health Organization, dengue
infection has increased 30-fold globally over the past five decades. About 50–100 million new infections
occur annually in more than 80 countries. Many researchers are working on measures to prevent and
control the spread. One avenue of research is collaboration between computer science and the epidemiology
researchers in developing methods of predicting potential outbreaks of dengue infection. An important
research objective is to develop models that enable, or enhance, forecasting of outbreaks of dengue,
giving medical professionals the opportunity to develop plans for handling the outbreak, well in advance.
Researchers have been gathering and analyzing data to better identify the relational factors driving the spread
of the disease, as well as the development of a variety of methods of predictive modeling using statistical and
mathematical analysis and machine learning. In this substantial review of the literature on the state of the art
of research over the past decades, we identified six main issues to be explored and analyzed: 1) the available
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modeling of dengue outbreaks. Our comprehensive exploration of the issues provides a valuable information
foundation for new researchers in this important area of public health research and epidemiology.
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I. INTRODUCTION
Although dengue has been known for more than 200 years,
it was only in 1950 that the first dengue viruses were isolated.
The incidence of dengue infection has increased approxi-
mately 30 times since 1950. According to the World Health
Organization (WHO), and mentioned by Stanaway et al. [1],
about 20,000 people per year die from this disease. Since
1970, epidemics of dengue infection have occurred in
more than 128 countries worldwide [2] with a significant
expansion of the spread of the disease to new areas of
the world. This has greatly increased the challenge for
national and international public health authorities in order
to take effective action to prevent the spread of the dengue
infection.

Citing the WHO report, outbreaks of dengue are likely to
increase every year (Figure 1). In the period 2009 – 2017,
the growth rate in the number of patients was greater than in
any other period since 1950, with more than 3 million people
affected. The number of countries identified as having dengue
outbreaks was the highest ever: more than 80 countries.

Dengue viruses often have a relationship with other
mosquito–spread viruses, such as Yellow Fever, Zika,
Japanese Encephalitis, and West Nile viruses. Dengue virus
is classified into 4 serotypes: DEN-1, DEN-2, DEN-3, and
DEN-4. Usually, anyone infected by one serotype will gain
lifelong immunity to that virus serotype, but protection
against infection from the other dengue virus is only par-
tial or temporary. A subsequent infection of a patient from
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Deep Patient: An Unsupervised 
Representation to Predict the 
Future of Patients from the 
Electronic Health Records
Riccardo Miotto1,2,3, Li Li1,2,3, Brian A. Kidd1,2,3, Joel T. Dudley1,2,3 

Secondary use of electronic health records (EHRs) promises to advance clinical research and better 
inform clinical decision making. Challenges in summarizing and representing patient data prevent 
widespread practice of predictive modeling using EHRs. Here we present a novel unsupervised deep 
feature learning method to derive a general-purpose patient representation from EHR data that 
facilitates clinical predictive modeling. In particular, a three-layer stack of denoising autoencoders 
was used to capture hierarchical regularities and dependencies in the aggregated EHRs of about 
700,000 patients from the Mount Sinai data warehouse. The result is a representation we name “deep 
patient”. We evaluated this representation as broadly predictive of health states by assessing the 
probability of patients to develop various diseases. We performed evaluation using 76,214 test patients 
comprising 78 diseases from diverse clinical domains and temporal windows. Our results significantly 
outperformed those achieved using representations based on raw EHR data and alternative feature 
learning strategies. Prediction performance for severe diabetes, schizophrenia, and various cancers 
were among the top performing. These findings indicate that deep learning applied to EHRs can derive 
patient representations that offer improved clinical predictions, and could provide a machine learning 
framework for augmenting clinical decision systems.

A primary goal of precision medicine is to develop quantitative models for patients that can be used to predict 
health status, as well as to help prevent disease or disability. In this context, electronic health records (EHRs) offer 
great promise for accelerating clinical research and predictive analysis1. Recent studies have shown that secondary 
use of EHRs has enabled data-driven prediction of drug effects and interactions2, identification of type 2 diabetes 
subgroups3, discovery of comorbidity clusters in autism spectrum disorders4, and improvements in recruiting 
patients for clinical trials5. However, predictive models and tools based on modern machine learning techniques 
have not been widely and reliably used in clinical decision support systems or workflows6–9.

EHR data is challenging to represent and model due to its high dimensionality, noise, heterogeneity, sparse-
ness, incompleteness, random errors, and systematic biases7,10,11. Moreover, the same clinical phenotype can be 
expressed using different codes and terminologies. For example, a patient diagnosed with “type 2 diabetes melli-
tus” can be identified by laboratory values of hemoglobin A1C greater than 7.0, presence of 250.00 ICD-9 code, 
“type 2 diabetes mellitus” mentioned in the free-text clinical notes, and so on. These challenges have made it 
difficult for machine learning methods to identify patterns that produce predictive clinical models for real-world 
applications12.

The success of predictive algorithms largely depends on feature selection and data representation12,13. A com-
mon approach with EHRs is to have a domain expert designate the patterns to look for (i.e., the learning task 
and the targets) and to specify clinical variables in an ad-hoc manner7. Although appropriate in some situations, 
supervised definition of the feature space scales poorly, does not generalize well, and misses opportunities to 
discover novel patterns and features. To address these shortcomings, data-driven approaches for feature selec-
tion in EHRs have been proposed14–16. A limitation of these methods is that patients are often represented as 
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Figure 1. Conceptual framework used to derive the deep patient representation through unsupervised 
deep learning of a large EHR data warehouse. (A) Pre-processing stage to obtain raw patient representations 
from the EHRs. (B) The raw representations are modeled by the unsupervised deep architecture leading to a set 
of general and robust features. (C) The deep features are applied to the entire hospital database to derive patient 
representations that can be applied to a number of clinical tasks.

Figure 2. Diagram of the unsupervised deep feature learning pipeline to transform a raw dataset into the 
deep patient representation through multiple layers of neural networks. Each layer of the neural network is 
trained to produce a higher-level representation from the result of the previous layer.
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The parameters of the model θ and θ′  are optimized over the training dataset to minimize the average recon-
struction error,
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where ⋅L ( ) is a loss function and N is the number of patients in the training set. We used the reconstruction 
cross-entropy function as loss function, i.e.,
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Optimization is carried out by mini-batch stochastic gradient descent, which iterates through small subsets of 
the training patients and modifies the parameters in the opposite direction of the gradient of the loss function to 
minimize the reconstruction error. The learned encoding function ⋅θf ( ) is then applied to the clean input x and 
the resulting code y is the distributed representation (i.e., the input of the following autoencoder in the SDA 
architecture or the final deep patient representation).

Evaluation Design. Feature learning algorithms are usually evaluated in supervised applications to take 
advantage of the available manually annotated labels. Here we used the Mount Sinai data warehouse to learn the 
deep features and we evaluated them in predicting patient future diseases. The Mount Sinai Health System gen-
erates a high volume of structured, semi-structured and unstructured data as part of its healthcare and clinical 
operations, which include inpatient, outpatient and emergency room visits. Patients in the system can have as 
long as 12 years of follow up unless they moved or changed insurance. Electronic records were completely imple-
mented by our health system starting in 2003. The data related to patients who visited the hospital prior to 2003 
was migrated to the electronic format as well but we may lack certain details of hospital visits (i.e., some diagnoses 
or medications may not have been recorded or transferred). The entire EHR dataset contains approximately 4.2 
million de-identified patients as of March 2015, and it was made available for use under IRB approval following 
HIPAA guidelines. We retained all patients with at least one diagnosed disease expressed as numerical ICD-9 
between 1980 and 2014, inclusive. This led to a dataset of about 1.2 million patients, with every patient having an 
average of 88.9 records. Then, we considered all records up to December 31, 2013 (i.e., “split-point”) as training 
data (i.e., 34 years of training information) and all the diagnoses in 2014 as testing data.

EHR Processing. For each patient in the dataset, we retained some general demographic details (i.e., age, 
gender and race), and common clinical descriptors available in a structured format such as diagnoses (ICD-9 
codes), medications, procedures, and lab tests, as well as free-text clinical notes recorded before the split-point. 
All the clinical records were pre-processed using the Open Biomedical Annotator to obtain harmonized codes for 
procedures and lab tests, normalized medications based on brand name and dosages, and to extract clinical con-
cepts from the free-text notes19. In particular, the Open Biomedical Annotator and its RESTful API leverages the 
National Center for Biomedical Ontology (NCBO) BioPortal20, which provides a large set of ontologies, including 
SNOMED-CT, UMLS and RxNorm, to extract biomedical concepts from text and to provide their normalized 
and standard versions21.

The handling of the normalized records differed by data type. For diagnoses, medications, procedures and 
lab tests, we simply counted the presence of each normalized code in the patient EHRs, aiming to facilitate the 
modeling of related clinical events. Free-text clinical notes required more sophisticated processing. We applied 
the tool described in LePendu et al.22, which allowed identifying the negated tags and those related to family 
history. A tag that appeared as negated in the note was considered not relevant and discarded5. Negated tags 
were identified using NegEx, a regular expression algorithm that implements several phrases indicating negation, 
filters out sentences containing phrases that falsely appear to be negation phrases, and limits the scope of the 
negation phrases23. A tag that was related to family history was just flagged as such and differentiated from the 
directly patient-related tags. We then analyzed similarities in the representation of temporally consecutive notes 
to remove duplicated information (e.g., notes recorded twice by mistake)24.

The parsed notes were further processed to reduce the sparseness of the representation (about 2 million nor-
malized tags were extracted) and to obtain a semantic abstraction of the embedded clinical information. To 
this aim we modeled the parsed notes using topic modeling25, an unsupervised inference process that captures 
patterns of word co-occurrences within documents to define topics and represent a document as a multinomial 
over these topics. Topic modeling has been applied to generalize clinical notes and improve automatic processing 
of patients data in several studies (e.g., see5,26–28). We used latent Dirichlet allocation as our implementation of 
topic modeling29 and we estimated the number of topics through perplexity analysis over one million random 
notes. We found that 300 topics obtained the best mathematical generalization; therefore, each note was eventu-
ally summarized as a multinomial of 300 topic probabilities. For each patient, we eventually retained one single 
topic-based representation averaged over all the notes available before the split-point.

Dataset. All patients with at least one recorded ICD-9 code were split in three independent datasets for eval-
uation purposes (i.e., every patient appeared in only one dataset). First, we held back 81,214 patients having at 
least one new ICD-9 diagnosis assigned in 2014 and at least ten records before that. These patients composed 
validation (i.e., 5,000 patients) and test (i.e., 76,214 patients) sets for the supervised evaluation (i.e., future disease 
prediction). In particular, all the diagnoses in 2014 were used to evaluate the predictions computed using the 
patient data recorded before the split-point (i.e., prediction from the patient clinical status). The requirement of 
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characteristic curve (i.e., AUC-ROC), accuracy, and F-score34. The ROC curve is a plot of true positive rate versus 
false positive rate found over the set of predictions. AUC is computed by integrating the ROC curve and it is lower 
bounded by 0.5. Accuracy is the proportion of true results (both true positives and true negative) among the total 
number of cases examined. F-score is the harmonic mean of classification precision and recall, where precision 
is the number of correct positive results divided by the number of all positive results, and recall is the number of 
correct positive results divided by the number of positive results that should have been returned. Accuracy and 
F-score require a threshold to discriminate between positive and negative predictions; we set that threshold to 0.6, 
with this value optimizing the tradeoff between precision and recall for all representations in the validation set by 
reducing the number of false positive predictions.

The results for all the different data representations are reported in Table 1. The performance metrics of 
DeepPatient are superior to those obtained by RawFeat (i.e., no feature learning applied to EHR data). In par-
ticular, DeepPatient achieved an average AUC-ROC of 0.773, while RawFeat just got 0.659 (i.e., 15% improve-
ment). Accuracy and F-score improved by 15% and 54% respectively, showing that the quality of the positive 
predictions (i.e., the patients that actually develop that disease) is improved by pre-processing EHRs with a deep 
architecture. Moreover, DeepPatient consistently and significantly outperforms all other feature learning meth-
ods. Table 2 compares the AUC-ROC obtained by RawFeat, PCA and DeepPatient for a subset of 10 diseases (see 
the Supplementary Appendix D online for the results on the entire vocabulary of diseases). While DeepPatient 
always outperforms RawFeat, PCA does not lead to any improvement for several diseases (e.g., “Schizophrenia”, 
“Multiple Myeloma”). Overall, DeepPatient reported the highest AUC-ROC score on every disease but “Cancer of 
brain and nervous system”, where PCA performed slightly better (AUC-ROC of 0.757 vs. 0.742). Remarkably large 
improvements in the AUC-ROC score (i.e., more than 60%) were obtained for several diseases, such as “Cancer of 
testis”, “Attention-deficit and disruptive behavior disorders”, “Sickle cell anemia”, and “Cancer of prostate”. In con-
trast, some diseases (e.g., “Hypertension”, “Diabetes mellitus without complications”, “Disorders of lipid metabo-
lism”) were difficult to classify and resulted in AUC-ROC scores lower than 0.600 for all representations.

Evaluation by Patient. In this experiment we examined how well DeepPatient performed at the 
patient-specific level. To this aim we retained again only the disease predictions with score greater than 0.6 (i.e., 
tags) and measured the quality of these annotations over different temporal windows for all the patients having 
true diagnoses in that period. In particular, we considered diagnoses assigned within 30 (i.e., 16,374 patients), 

Time Interval = 1 year (76,214 patients)

Patient Representation AUC-ROC
Classification Threshold = 0.6

Accuracy F-Score
RawFeat 0.659 0.805 0.084
PCA 0.696 0.879 0.104
GMM 0.632 0.891 0.072
K-Means 0.672 0.887 0.093
ICA 0.695 0.882 0.101
DeepPatient 0.773 * 0.929* 0.181*

Table 1.  Disease classification results in terms of area under the ROC curve (AUC-ROC), accuracy and 
F-score. (*) The difference with the corresponding second best measurement is statistically significant (p <  0.05, 
t-test).

Time Interval = 1 year (76,214 patients)

Disease
Area under the ROC curve

RawFeat PCA DeepPatient
Diabetes mellitus with complications 0.794 0.861 0.907
Cancer of rectum and anus 0.863 0.821 0.887
Cancer of liver and intrahepatic bile duct 0.830 0.867 0.886
Regional enteritis and ulcerative colitis 0.814 0.843 0.870
Congestive heart failure (non-
hypertensive) 0.808 0.808 0.865

Attention-deficit and disruptive behavior 
disorders 0.730 0.797 0.863

Cancer of prostate 0.692 0.820 0.859
Schizophrenia 0.791 0.788 0.853
Multiple myeloma 0.783 0.739 0.849
Acute myocardial infarction 0.771 0.775 0.847

Table 2.  Area under the ROC curve obtained in the disease classification experiment using patient data 
represented with original descriptors (“RawFeat”) and pre-processed by principal component analysis 
(“PCA”) and three-layer stacked denoising autoencoders (“DeepPatient”).
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60 (i.e., 21,924 patients), 90 (i.e., 25,220 patients), and 180 (i.e., 33,607 patients) days. Overall, we found that 
DeepPatient consistently out-performed other methods across all time intervals examined (Table 3 and Fig. 3).

In particular, we first measured precision-at-k (Prec@k, with k equal to 1, 3, and 5), which averages the ratio 
of correct diseases assigned to each patients in each time window within the greatest k disease scores (Table 3). 
In each comparison, we included the model of theoretical upper bound (i.e., “UppBnd”), which reports the best 
results possible (i.e., all the correct diseases are assigned to each patients). As can be seen, DeepPatient obtained 
about 55% corrected predictions when suggesting three or more diseases per patient, regardless the time interval. 
Moreover, when we contrasted DeepPatient with the upper bound, we found a 5–15% improvement over every 
other method across all times. Last, we report R-precision, which is the precision-at-R of the assigned diseases, 
where R is the number of patient diagnoses in the ground truth for the considered time interval34 (Fig. 3). Also 
in this case DeepPatient obtained significant improvements ranging from 5% to 12% over the other models (with 
ICA obtaining the second best results).

Discussion
We present a novel application of deep learning to derive predictive patient descriptors from EHRs that we call 
“deep patient”. This method captures hierarchical regularities and dependencies in the data to create a compact, 
general-purpose set of patient features that can be effectively used in predictive clinical applications. Results 

Time Interval Metrics UppBnd
Patient Representation

RawFeat PCA ICA DeepPatient

30 days (16,374 
patients)

Prec@1 1.000 0.319 0.343 0.345 0.392*

Prec@3 0.492 0.217 0.251 0.255 0.277*

Prec@5 0.319 0.191 0.214 0.215 0.226*

60 days (21,924 
patients)

Prec@1 1.000 0.329 0.349 0.353 0.402*

Prec@3 0.511 0.221 0.254 0.259 0.282*

Prec@5 0.335 0.199 0.216 0.219 0.230*

90 days (25,220 
patients)

Prec@1 1.000 0.332 0.353 0.360 0.404*

Prec@3 0.521 0.243 0.257 0.262 0.285*

Prec@5 0.345 0.201 0.219 0.220 0.232*

180 days (33,607 
patients)

Prec@1 1.000 0.331 0.361 0.363 0.418*

Prec@3 0.549 0.246 0.261 0.265 0.290*

Prec@5 0.370 0.207 0.221 0.224 0.236*

Table 3.  Patient disease tagging results for diagnoses assigned during different time intervals in terms 
of precision-at-k, with k = 1, 3, 5; UppBnd shows the best results achievable (i.e., all the correct diagnoses 
assigned to all the patients). (*) The difference with the corresponding second best measurement is statistically 
significant (p <  0.05, t-test).

Figure 3. R-precision obtained in the disease tagging experiment by the different patient representations 
over several prediction time intervals (expressed as number of days). We reports results for patients 
represented with original descriptors (RawFeat) and pre-processed by principal component analysis (PCA), 
independent component analysis (ICA), Gaussian mixture model (GMM), k-means clustering (K-Means), and 
three-layer stacked denoising autoencoders (DeepPatient).
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Modelo preditivo de óbito a 
partir de dados do Sistema de 
Informações Hospitalares

Mortality prediction model using 
data from the Hospital Information 
System

RESUMO

OBJETIVO: Desenvolver um modelo preditivo de óbito hospitalar com base 
nos dados do Sistema de Informações Hospitalares do Sistema Único de 
Saúde.

MÉTODOS: Estudo transversal com dados de 453.515 autorizações de 
internação de 332 hospitais do Rio Grande do Sul no ano de 2005. A partir 
da razão entre óbitos observados e óbitos esperados elaborou-se um ranking 
ajustado dos hospitais que foi comparado ao ranking bruto da taxa de mortalidade. 
Utilizou-se regressão logística para desenvolvimento do modelo preditivo de 
probabilidade para óbito hospitalar segundo sexo, idade, diagnóstico e uso de 
unidade de terapia intensiva. Foram obtidos os intervalos com 95% de confi ança 
para 206 hospitais com mais de 365 internações por ano.

RESULTADOS: Obteve-se um índice de risco para mortalidade hospitalar. A 
ordenação dos hospitais utilizando apenas a taxa de mortalidade bruta diferiu 
da ordenação quando se utiliza o ranking ajustado pelo modelo preditivo 
de probabilidade. Dos 206 hospitais analisados, 40 hospitais apresentaram 
mortalidade observada signifi cativamente superior à esperada e 58 hospitais 
com mortalidade signifi cativamente inferior à esperada. Uso de unidade de 
terapia intensiva apresentou maior peso para a composição do índice de risco, 
seguida pela idade e diagnóstico. Quando os hospitais atendem pacientes com 
perfi s muito diferentes, o ajuste de risco não resulta numa indicação defi nitiva 
sobre qual prestador é o melhor. Os hospitais de grande porte apresentaram, 
no conjunto, maior número de óbitos do que seria esperado de acordo com as 
características das internações.

CONCLUSÕES: O índice de risco de óbito hospitalar mostrou-se preditor 
adequado para o cálculo dos óbitos esperados, podendo ser aplicado na 
avaliação do desempenho hospitalar. Recomenda-se que, ao comparar 
hospitais, seja utilizado o ajuste pelo modelo preditivo de probabilidade de 
risco, estratifi cando-se pelo porte do hospital.

DESCRITORES: Mortalidade Hospitalar. Sistemas de Informação 
Hospitalar, utilização. Modelos Logísticos. Avaliação de Resultados 
(Cuidados de Saúde). Estudos Transversais.
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Das variáveis que permaneceram no modelo, a mais 
importante foi uso de UTI, já que pacientes extre-
mamente graves necessitam de tecnologias mais 
complexas. Outros estudos encontraram associação 
entre mortalidade hospitalar e uso de UTI.5,7

A variável diagnóstico, referente ao diagnóstico prin-
cipal, contribuiu de forma signifi cativa no modelo fi nal, 
da mesma forma que em outros estudos.1,17 A idade e o 
diagnóstico principal foram considerados os principais 
preditores para a mortalidade hospitalar em estudo que 
utilizou o SIH-SUS.17 A identifi cação do diagnóstico 
principal do paciente é considerada essencial para o 
ajuste de risco.23 A variável especialidade não perma-
neceu no modelo devido à forte correlação com as 
variáveis diagnóstico e uso de UTI.

A variável urgência, que retrata o caráter da internação, 
mostrou-se capaz de predizer o óbito. Isso era esperado, 
pois o paciente que é internado em caráter de urgência 
apresenta maior gravidade no momento da internação 
do que o paciente eletivo. Autores salientam que essa 
variável pode ser utilizada como proxy da gravidade das 
condições clínicas do paciente na ausência de variáveis 
clínicas detalhadas, tendo sido utilizada numa base de 
dados do SIH-SUS.17,23 No presente estudo, a variável 
melhorou a discriminação do modelo e foi mantida, 
apesar de estudo anterior ter mostrado baixa confi abi-
lidade em AIH na cidade do Rio de Janeiro, RJ.24

A variável idade foi a segunda em importância preditiva 
de óbito hospitalar em nosso estudo. Conforme veri-
fi cado no modelo ajustado, é esperado que os idosos 
apresentem condição biológica mais frágil do que 
indivíduos jovens. Pacientes idosos tendem a apresentar 
problemas crônicos mais graves, o que pode aumentar 
as taxas de mortalidade.1 Outros estudos encontraram 
associação entre idade e mortalidade hospitalar.5,7,17, 22

Tabela 2. Modelo fi nal e pontuação para o índice de risco de mortalidade hospitalar. Rio Grande do Sul, 2005. (N = 
302.344)

Variável Coefi ciente β OR IC 95% Pontuaçãoa

Sexo masculino 0,15 1,17 1,12;1,20 2

Idade 40 a 59 anos 0,59 1,80 1,69;1,91 6

Idade 60 anos ou mais 1,41 4,09 3,87;4,32 14

CID-10 Cap.I – Infec/parasitárias 1,27 3,55 3,34;3,76 13

CID-10 Cap.II – Neoplasias 0,81 2,26 2,14;2,38 8

CID-10 Cap.VI – Sist. nervoso 0,96 2,61 2,38;2,86 10

CID-10 Cap.IX – Ap. circulatório 0,07 1,07 1,01;1,11 1

CID-10 Cap.X – Ap. respiratório 0,59 1,81 1,72;1,89 6

CID-10 Cap.XVIII – Sinais/sint. anormais 1,22 3,39 3,05;3,75 12

Tipo de internação: Emergência 0,94 2,56 2,40;2,73 9

Uso de UTI: 1 a 2 dias 2,13 8,41 7,96;8,88 21

Uso de UTI: 3 a 7 dias 1,74 5,72 5,42;6,02 17

Uso de UTI: 8 ou mais dias 2,27 9,64 9,01;10,3 23
a Pontuação = Coefi ciente β * 10 (Le Gall et al16 1993)
CID-10: Classifi cação Internacional de Doenças, décima revisão.

Tabela 3. Ordenamento dos hospitais de grande porte com 
razões estatisticamente signifi cativas (150 ou mais leitos) 
segundo taxa bruta e critério ajustado. Rio Grande do Sul, 
2005.

Hospital Posição pela taxa de 
mortalidade bruta

Posição pelo 
critério ajustado

A 1 1

B 2 4

C 3 2

D 4 8

E 5 17

F 6 5

G 7 3

H 8 10

I 9 9

J 10 7

K 11 16

L 12 6

M 13 15

N 14 14

O 15 18

P 16 25

Q 17 23

R 18 21

S 19 24

T 20 13

U 21 11

V 22 19

W 23 22

X 24 12

Y 25 20

Nota: A posição 1 indica melhor desempenho, enquanto a 
posição 25 indica pior desempenho.
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Para a avaliação do desempenho dos hospitais, os 
intervalos de confi ança da razão entre óbitos observados 
e óbitos esperados foram calculados de acordo com 
a metodologia proposta por Hosmer & Lemeshow10 
(1995), classifi cando-se apenas os hospitais com dife-
renças estatisticamente signifi cantes entre óbitos obser-
vados e esperados. Na avaliação fi nal foram mantidos 
apenas os hospitais que possuíam um número mínimo 
de 365 internações no ano de 2005, resultando 208 
hospitais com o total de 428.701 AIHs. Dessa forma, 
a seleção e o cálculo dos intervalos de confi ança foram 
feitos apenas para hospitais com no mínimo uma inter-
nação por dia em média.

O intervalo com 95% de confi ança (IC 95%) pode ser 
calculado pela expressão

, onde EXP = 
Função Exponencial; LN = Logaritmo Natural da 
Razão O/E; O2 = Número de óbitos observado ao 
quadrado; V2 = variância da distribuição binomial 
[V2 = prob(1-prob)]; prob= probabilidade de óbito. 
Dessa forma, obtêm-se o limite inferior e superior para 
a razão O/E. Quando o IC 95% contiver o valor 1, a 
razão O/E não será considerada signifi cativa, ou seja, 
não há diferença estatisticamente signifi cativa entre 
óbitos observados e esperados.

Por meio da razão O/E pode-se obter uma ordenação 
(ranking) ajustada para cada hospital. O ranking ajus-
tado foi comparado com o ranking bruto, defi nido pela 
taxa de mortalidade de cada hospital. Quando a razão 
O/E é maior do que 1, signifi ca que o hospital tem 
mortalidade observada maior do que a mortalidade 
ajustada esperada pelo modelo e considerando-se o 
número de internações. Quanto maior a razão O/E, pior 
o desempenho do hospital.

A ordenação dos hospitais pela taxa de mortalidade 
bruta quando comparada à ordenação pela razão O/E 
permite visualizar a mudança de posição do estabe-
lecimento causada pelo ajuste para as características 
da internação.

As análises foram realizadas por grupos homogêneos 
de hospitais, estratifi cados de acordo com o porte, 
utilizando-se o ordenamento a partir da taxa de morta-
lidade bruta dentro de cada estrato. O porte foi defi nido 
de acordo com o número de leitos e os hospitais classi-
fi cados como pequeno (até 49 leitos), médio (50 a 149 
leitos) ou grande porte (150 ou mais leitos).

RESULTADOS

A taxa de mortalidade calculada para os 332 hospitais 
foi de 6,3%. A Tabela 1 descreve as principais carac-
terísticas das internações em estudo e apresenta as 
variáveis testadas no modelo.

A Tabela 2 apresenta os resultados para o modelo fi nal 
e a pontuação dos indicadores para a construção do 
Índice de Risco.

As variáveis sexo e doenças do aparelho circulatório 
permaneceram no modelo por questões teóricas, pois, 
tratando-se do desfecho mortalidade hospitalar, faz-se 
importante o controle para essas variáveis, uma vez 
que esses fatores têm papel importante na mortalidade 
proporcional. Essas variáveis melhoraram a sensibi-
lidade e a discriminação do modelo. Uso de UTI foi 
a variável com maior peso, seguida pela idade de 60 
anos ou mais. A informação sobre comorbidades não 
foi incluída na análise devido ao baixo preenchimento 
do campo do diagnóstico secundário (12,1%).As vari-
áveis no modelo ajustado foram categorizadas em 0 = 
não e 1 = sim. A partir do coefi ciente de cada variável 
foi construída a seguinte equação para o cálculo do IR 
= 2 (Sexo Masculino) + 6 (Idade 40 a 59 anos) + 14 
(Idade 60 anos ou mais) + 13 (Cap. I – Infec/parasitá-
rias) + 8 (Cap. II – Neoplasias) + 10 (Cap. VI – Sist. 
Nervoso) + 1 (Cap. IX – Ap. Circulatório) + 6 (Cap. 
X – Ap. Respiratório) + 12 (Cap. XVIII – Sinais/sint. 
Anormais) + 9 (Emergência) + 21 (Uso de UTI: 1 a 2 
dias) + 17 (Uso de UTI: 3 a 7 dias) + 23 (Uso de UTI: 
8 ou mais dias).

O modelo preditivo fi nal mostrou-se adequado para o 
cálculo da probabilidade de óbito hospitalar. O modelo 
de regressão logística apresentou área sob curva 
ROC = 0,781 (IC 95%: 0,778;0,784) na amostra de 
desenvolvimento e área sob curva ROC = 0,780 (IC 
95%: 0,775;0,785) na de validação. O modelo fi nal foi 
considerado ajustado pelo teste de H&L (p = 0,256) na 
amostra aleatória de 5.000 AIHs.

Dos 208 hospitais que apresentaram 365 ou mais inter-
nações no ano de 2005, dois apresentaram problemas 
numéricos para o cálculo dos intervalos de confi ança, 
pois não possuíam óbitos observados.

Para os 206 hospitais que tiveram seus IC 95% calcu-
lados, 40 mostraram que o desempenho observado é 
pior quando comparado ao valor esperado. Por outro 
lado, 58 hospitais tiveram seu desempenho melhorado 
após ajuste pelo modelo.

A Tabela 3 apresenta o ordenamento pela taxa de morta-
lidade bruta e o ordenamento pelo critério ajustado para 
os hospitais de grande porte com razões estatisticamente 
signifi cativas. Os hospitais de grande porte foram os 
que apresentaram, no conjunto, maior número de óbitos 
do que seria esperado de acordo com as características 
das internações.

Avaliando o conjunto de hospitais na Tabela 3, obser-
vam-se modifi cações nas posições de ordenamento 
quando as taxas de mortalidade são ajustadas.
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Observa-se uma melhora de desempenho dos estabelecimentos públicos de todos os portes de 

estabelecimento, através da diminuição da mediana das razões O/E multinível quando o perfil 

dos estabelecimentos foi contemplado na análise. Os hospitais privados pioram o desempenho 

de acordo com o aumento da mediana da razão O/E multinível para todos os portes de hospital 

em comparação às razões O/E para o nível apenas das internações. 

 
 

Figura 2 – Comparação do desempenho do conjunto de hospitais considerando a razão O/E nível 
1 e a razão O/E multinível de acordo com a natureza jurídica e o porte do estabelecimento. Análise para 

208 estabelecimentos. AIH, RS, 2005. 

 

Neste estudo, do total de 208 hospitais, 55 são de pequeno porte (3 públicos e 52 

privados), 113 hospitais de médio porte (9 públicos e 104 privados) e 40 hospitais de grande 

porte (10 públicos e 30 privados). Cabe salientar que em relação ao porte do estabelecimento, 

os grandes foram responsáveis por 52,83 % das internações, os médios por 35,19% e os 
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Modelo preditivo de óbito a 
partir de dados do Sistema de 
Informações Hospitalares

Mortality prediction model using 
data from the Hospital Information 
System

RESUMO

OBJETIVO: Desenvolver um modelo preditivo de óbito hospitalar com base 
nos dados do Sistema de Informações Hospitalares do Sistema Único de 
Saúde.

MÉTODOS: Estudo transversal com dados de 453.515 autorizações de 
internação de 332 hospitais do Rio Grande do Sul no ano de 2005. A partir 
da razão entre óbitos observados e óbitos esperados elaborou-se um ranking 
ajustado dos hospitais que foi comparado ao ranking bruto da taxa de mortalidade. 
Utilizou-se regressão logística para desenvolvimento do modelo preditivo de 
probabilidade para óbito hospitalar segundo sexo, idade, diagnóstico e uso de 
unidade de terapia intensiva. Foram obtidos os intervalos com 95% de confi ança 
para 206 hospitais com mais de 365 internações por ano.

RESULTADOS: Obteve-se um índice de risco para mortalidade hospitalar. A 
ordenação dos hospitais utilizando apenas a taxa de mortalidade bruta diferiu 
da ordenação quando se utiliza o ranking ajustado pelo modelo preditivo 
de probabilidade. Dos 206 hospitais analisados, 40 hospitais apresentaram 
mortalidade observada signifi cativamente superior à esperada e 58 hospitais 
com mortalidade signifi cativamente inferior à esperada. Uso de unidade de 
terapia intensiva apresentou maior peso para a composição do índice de risco, 
seguida pela idade e diagnóstico. Quando os hospitais atendem pacientes com 
perfi s muito diferentes, o ajuste de risco não resulta numa indicação defi nitiva 
sobre qual prestador é o melhor. Os hospitais de grande porte apresentaram, 
no conjunto, maior número de óbitos do que seria esperado de acordo com as 
características das internações.

CONCLUSÕES: O índice de risco de óbito hospitalar mostrou-se preditor 
adequado para o cálculo dos óbitos esperados, podendo ser aplicado na 
avaliação do desempenho hospitalar. Recomenda-se que, ao comparar 
hospitais, seja utilizado o ajuste pelo modelo preditivo de probabilidade de 
risco, estratifi cando-se pelo porte do hospital.

DESCRITORES: Mortalidade Hospitalar. Sistemas de Informação 
Hospitalar, utilização. Modelos Logísticos. Avaliação de Resultados 
(Cuidados de Saúde). Estudos Transversais.
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Figura 1 – Comparação da razão O/E considerando as características das internações (eixo 
horizontal) com a razão O/E multinível de acordo com porte do estabelecimento. Análise para 208 

estabelecimentos. AIH, RS, 2005. 
 

A Figura 1 mostra que, para os 208 hospitais analisados, a tendência, após a 

incorporação na análise do perfil dos hospitais, é clara: os pequenos estabelecimentos tendem 

a ter a razão O/E multinível maior que a razão O/E nível 1 (inclinação da reta maior do que 

45º), indicando que a proporção de óbitos observados em relação à taxa esperada quando 

ajustada pelas informações do nível hospitalar, também é maior do que estava sendo mostrado 

antes da modelagem multinível. Para os estabelecimentos de médio porte não houve muita 

modificação entre as razões obtidas pelas duas abordagens, mas para os estabelecimentos de 

grande porte as razões multinível tem um claro decréscimo em relação às razões que haviam 

sido analisadas considerando o nível 1 apenas, isto é, considerando apenas as características 

das internações (inclinação da reta menor do que 45º). 

Na Figura 2, através de gráficos do tipo Box-plot, é apresentada a comparação das 

razões O/E nível 1 e multinível estratificado por natureza jurídica e porte do estabelecimento. 
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Abstract

Surgical Site Infection (SSI) is a national priority in healthcare research. Much research
attention has been attracted to develop better SSI risk prediction models. However, most of
the existing SSI risk prediction models are built on static risk factors such as comorbidities
and operative factors. In this paper, we investigate the use of the dynamic wound data
for SSI risk prediction. There have been emerging mobile health (mHealth) tools that can
closely monitor the patients and generate continuous measurements of many wound-related
variables and other evolving clinical variables. Since existing prediction models of SSI have
quite limited capacity to utilize the evolving clinical data, we develop the corresponding
solution to equip these mHealth tools with decision-making capabilities for SSI prediction
with a seamless assembly of several machine learning models to tackle the analytic challenges
arising from the spatial-temporal data. The basic idea is to exploit the low-rank property of
the spatial-temporal data via the bilinear formulation, and further enhance it with automatic
missing data imputation by the matrix completion technique. We derive efficient optimization
algorithms to implement these models and demonstrate the superior performances of our
new predictive model on a real-world dataset of SSI, compared to a range of state-of-the-art
methods.

Keywords: Surgical Site Infections (SSI), Machine Learning, mHealth, Risk Prediction

1. Introduction

Surgical Site Infection (SSI) is a national priority in healthcare research [1, 2, 3]. It occurs
in 3-5% of all surgical patients, and up to 33% of patients undergoing abdominal surgery [4, 5].
More than 500,000 cases are estimated to occur in the US annually, resulting in additional
costs of up to $20,000 per infection. It also results in worse health outcomes for patients, such
as prolonged length of hospital stay, increased mortality, and compromised health-related
quality of life [6, 7, 8]. SSI is overall the most costly healthcare-associated infection, yet
many of its associated costs are non-reimbursable. Surveillance methods have been invented
since the early 1980s to provide appropriate data (such as risk indicators, clinical prediction
rules) to surgeons to monitor how changes in practice can impact SSI occurrence [9, 10, 11].
Many of these surveillance systems follow the standard guidelines established in 1992 by
the American Centers for Disease Control and Prevention (CDC)’s National Nosocomial
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1. Introduction

Surgical Site Infection (SSI) is a national priority in healthcare research [1, 2, 3]. It occurs
in 3-5% of all surgical patients, and up to 33% of patients undergoing abdominal surgery [4, 5].
More than 500,000 cases are estimated to occur in the US annually, resulting in additional
costs of up to $20,000 per infection. It also results in worse health outcomes for patients, such
as prolonged length of hospital stay, increased mortality, and compromised health-related
quality of life [6, 7, 8]. SSI is overall the most costly healthcare-associated infection, yet
many of its associated costs are non-reimbursable. Surveillance methods have been invented
since the early 1980s to provide appropriate data (such as risk indicators, clinical prediction
rules) to surgeons to monitor how changes in practice can impact SSI occurrence [9, 10, 11].
Many of these surveillance systems follow the standard guidelines established in 1992 by
the American Centers for Disease Control and Prevention (CDC)’s National Nosocomial
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Figure 3: The data structure

and 4) diagnosis of superficial SSI by the surgeon or attending physician. Stitch abscesses
and infected burn wounds are excluded. Deep incisional SSIs are infections occurring within
30 days of surgery, involving the deep soft tissues (muscle and fascia) and at least one of the
following: 1) purulent drainage from the deep incision; 2) incision spontaneously dehisces or
is opened by the surgeon when the patient has at least one of the following: fever (38C),
localized pain, or tenderness; 3) an abscess or other evidence of infection involving the deep
incision is found on examination, reoperation, or histopathologic or radiology examination;
and 4) deep SSI is diagnosed by the surgeon or attending physician. Finally, an organ space
infection is an infection occurring within 30 days of surgery; the infection appears related to
the surgery and involves any part of the anatomy (organs or spaces), other than the incision
and at least one of the following: 1) purulent drainage from drain; 2) organisms isolated from
an aseptically obtained culture of fluid or tissue; 3) diagnosis by the surgeon or attending
physician; and 4) an abscess or other evidence of infection involving the organ space found
on direct examination, reoperation, or radiologic examination. Patients’ characteristics are
reported in Table 1 for both SSI and non-SSI patients, where the p-value is computed by
the t-test for comparing the two groups.

4.2. Data collection

Subjects in the dataset were examined daily, using a previously described protocol [31],
from post-operative day 2 until discharge or 21 days, whichever was earlier. Follow-up was
performed at 30 days through clinic visit, phone, or letter to ascertain post-discharge infec-
tions. Table 3 shows the dynamic wound data that was collected, including definitions of
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Figure 4: The MAE of different methods across different λ

Figure 5: The MAE of different models across different duration of observation

4.4. Comparison with other models

We will compare our proposed learning system with closely related benchmark approaches.
The first one is the classic regression model [32] that assumes linear and additive predictive
effects of the predictors on a continuous outcome variable. It has been used in many risk
prediction models in a wide range of applications. The second one is the Support Vector
Regression (SVR) model [33]. It is a more robust model than the classic regression model by
using a soft margin loss function, representing the state-of-the-art performance. The perfor-
mance comparison of these models are shown in Figures 4 and 5. Note that, Figure 4 is to
compare the methods under different values of λ which essentially reflects the weight of the
censored samples in the learning formulation. Since we have an unbalanced dataset, using
weights to balance the contribution of both the complete and censored samples has been a
common approach in the use of the existing methods. From both Figures 4 and 5, it can
be observed that our methods perform significantly better than both benchmark methods
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Machine-learned epidemiology: real-time detection of
foodborne illness at scale
Adam Sadilek1, Stephanie Caty2, Lauren DiPrete3, Raed Mansour 4, Tom Schenk Jr 5, Mark Bergtholdt3, Ashish Jha2,6,
Prem Ramaswami1 and Evgeniy Gabrilovich1

Machine learning has become an increasingly powerful tool for solving complex problems, and its application in public health has
been underutilized. The objective of this study is to test the efficacy of a machine-learned model of foodborne illness detection in a
real-world setting. To this end, we built FINDER, a machine-learned model for real-time detection of foodborne illness using
anonymous and aggregated web search and location data. We computed the fraction of people who visited a particular restaurant
and later searched for terms indicative of food poisoning to identify potentially unsafe restaurants. We used this information to
focus restaurant inspections in two cities and demonstrated that FINDER improves the accuracy of health inspections; restaurants
identified by FINDER are 3.1 times as likely to be deemed unsafe during the inspection as restaurants identified by existing
methods. Additionally, FINDER enables us to ascertain previously intractable epidemiological information, for example, in 38% of
cases the restaurant potentially causing food poisoning was not the last one visited, which may explain the lower precision of
complaint-based inspections. We found that FINDER is able to reliably identify restaurants that have an active lapse in food safety,
allowing for implementation of corrective actions that would prevent the potential spread of foodborne illness.
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INTRODUCTION
In the 1800s, John Snow had to go door to door during an
epidemic of cholera to uncover its mechanisms of spread.1 He
recorded where people were getting their drinking water from in
order to pinpoint the source of the outbreak. Here we scale up this
approach using machine learning to detect potential sources of
foodborne illness in real time. Machine learning has become an
increasingly common artificial intelligence tool and can be
particularly useful when applied to the growing field of syndromic
surveillance. Frequently, syndromic surveillance depends upon
patients actively reporting symptoms that may signal the
presence of a specific disease.2,3 In recent years, syndromic
surveillance has also begun to include passively collected
information, such as information from social media, which can
also lend insight into potential disease outbreaks.4–6 In this study,
we use such observational data to identify instances of foodborne
illness at scale.
Frequently, in the United States and elsewhere, efforts to

combat disease outbreaks still rely on gathering data from
clinicians or laboratories and feeding this information back to a
central repository, where abnormal upticks in prevalence can be
detected.7,8 For instance, when foodborne illnesses occur in the
United States, determining an outbreak is dependent upon either
complaints from large numbers of patients or receipt of
serological data from laboratory tests.9 These processes can be
slow and cumbersome and often lead to a delayed response,
allowing for further spread of disease.10 Having the ability to track

and respond to outbreaks in real time would be immensely useful
and potentially lifesaving.
Here we sought to test the efficacy of a machine-learned model

that uses aggregated and anonymized Google search and location
data to detect potential sources of foodborne illness in real time.
Our primary goal was to use this model to identify restaurants
with potentially unsafe health code violations that could
contribute to foodborne illness spread, with the hypothesis that
our model would be able to more accurately identify a restaurant
with serious health code violations than systems currently in
place. We find that such an approach can lead to a greater than
threefold improvement in identifying potentially problematic
venues over current approaches, including a 68% improvement
over an advanced complaint-based system that already utilizes
Twitter data mining. Our results provide evidence that this type of
tool can be used by health departments today to more rapidly
pinpoint and investigate locations where outbreaks may be
occurring. This model can be expanded by public health
departments to reduce the burden of foodborne illness across
the United States, and can also be expanded to assist in
monitoring a variety of other diseases globally.

FINDER machine-learning methodology
Here we introduce a machine-learned model called FINDER
(Foodborne IllNess DEtector in Real time), which detects restau-
rants with elevated risk of foodborne illness in real time. The
model leverages anonymous aggregated web search and location
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data and ensures that specific findings cannot be attributed to
individual users. We call this approach machine-learned epide-
miology. It complements existing approaches to identifying
illnesses with new real-time signals available at large scale.
FINDER applies machine learning to Google search and location

logs to infer which restaurants have major food safety violations,
which may be causing foodborne illness. This anonymous and
aggregated logs data comes from users who opted to share their
location data, which already enables other applications, such as
estimates of live traffic.
Our method first identifies queries indicative of foodborne

illness, and then looks up restaurants visited in aggregate by the
users who issued those queries, leveraging their anonymized
location history. FINDER then calculates, for each applicable
restaurant, the proportion of users who visited it and later showed
evidence of foodborne illness in their searches. Notably, in most
previous work, a user’s location is only known if she searched or
posted a message from the location.11,12 In contrast, our data
source is much more comprehensive, allowing us to reliably infer
previously visited locations, regardless of whether the user took
any action there.
The key challenge is the inherent noise and ambiguity of

individual search queries. For example, the query [diarhea] could
be related to food poisoning, but also contains a typo and does
not convey information about the details of the symptom (e.g.,
what type of diarrhea, is it experienced by the user or her family
member). We solve this challenge with a privacy-preserving
supervised machine-learned classifier, which leverages a collection
of signals beyond the query string itself, such as search results
shown in response to the query,13 aggregated clicks on those
results, and the content of the opened web pages. The resulting
classifier has high accuracy in identifying queries related to food
poisoning, achieving area under the ROC curve of 0.85, and
F1 score of 0.74 in evaluation with three independent medical
doctors and separately with three non-medical professionals
rating each query. Note that an individual affected by foodborne
illness starts feeling symptoms with certain delay (incubation
period) after the infection has occurred. While FINDER processes
log data in real time, confident inference can only be drawn after
incubation period has elapsed for an initial cohort of affected
patrons.

Application of FINDER in two cities
In order to test the efficacy of FINDER, we deployed the model in
Las Vegas, Nevada and Chicago, Illinois. Every morning, each city
was provided with a list of restaurants in their jurisdiction that
were automatically identified by FINDER. The health department
in each city would then dispatch inspectors (who were unaware of
whether the inspection was prompted by FINDER or not) to
conduct inspections at those restaurants to determine if there
were health code violations. In addition to FINDER-initiated
inspections, the health departments continued with their usual
inspection protocols. The results of the latter inspections were
used as a comparison set, with three comparison groups: all
inspected restaurants not prompted by FINDER (referred to as
BASELINE below), and two subsets thereof—complaint-based
inspections (COMPLAINT) and routine inspections (ROUTINE).
We labeled the restaurants as safe or unsafe based on the

outcome of the inspection results and report the accuracy of
identifying an unsafe venue across the various comparison groups
(FINDER, BASELINE, COMPLAINT, and ROUTINE). Restaurants that
received a grade reflective of any sort of serious health code
violation were designated unsafe. For a complete description of
safe/unsafe criteria, see Supplementary Text. We also broke the
results down by the risk level of each venue. This study was
designated as non-human subjects research by the Harvard T.H.
Chan School of Public Health Institutional Review Board.

FINDER was deployed in Las Vegas between May and August
2016; during that period a total of 5038 inspections were
completed, 61 of which were prompted by FINDER (Table 1). A
similar deployment occurred in Chicago between November 2016
and March 2017, where 5880 inspections were completed, 71 of
which were prompted by FINDER. Of the inspections not
attributed to FINDER, 1291 inspections were driven by complaints
through the existing systems in Chicago (Table 1).

RESULTS
Detection of unsafe restaurants
We assessed the accuracy of FINDER’s predictions by comparing
the fraction of unsafe restaurants it identified to the fraction of
unsafe venues found in all the other restaurant inspections
conducted during the experimentation period (BASELINE), as well
as the fraction of unsafe venues found in the two subgroups,
COMPLAINT and ROUTINE.
Of all the restaurants identified by FINDER, 52.3% were deemed

unsafe upon inspection, compared to 24.7% for BASELINE
restaurants (Table 2). We used binomial logistic regression to
determine the odds ratio of being unsafe for restaurants in the
FINDER and BASELINE groups. The former were 3.06 times (95% CI:
2.14–4.35) as likely to be unsafe as the latter, when accounting for
restaurant risk level and city in our models (p < 0.001, Table 2).
When stratified by restaurant risk level, FINDER restaurants were
more likely to be designated unsafe across all risk designations,
however the odds of being identified by FINDER as unsafe was
higher in lower risk-level restaurants than in high risk-level
restaurants (Table 2). Importantly, this suggests that a priori
determination of the restaurant risk level might not necessarily
reflect the true level of risk at the venue.

Comparison to complaint-based inspections
We did not examine complaint-based inspections from Las Vegas
for two reasons. First, in that city complaints are handled
differently from routine inspections in that complaints trigger a
very focused investigation based on the nature of the complaint
(as opposed to a comprehensive evaluation of food safety at the
establishment, as in Chicago). Second, the transient nature of Las
Vegas restaurant patrons, many of whom are visitors from
elsewhere, means that the number of complaints received is very
low, with only 15 complaints being reported during the
experimental time period.
Therefore, we focused only on complaints from Chicago. We

found that the overall rate of unsafe restaurants among those
detected by FINDER in Chicago was 52.1%, whereas the rate of

Table 1. Number of inspections conducted during the experimental
time period

FINDER BASELINE

Total 132 10,786

Las Vegas 61 4977

Chicago 71 5809

Complaint-driven N/A 1291

Routine N/A 4518

Risk levela

High (% of total) 84 (63.6%) 5702 (52.9%)

Medium (%) 39 (29.6%) 2325 (21.6%)

Low (%) 9 (6.8%) 2759 (25.6%)

ap value for difference in risk distribution between FINDER and BASELINE
<0.001, from Χ2-test
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Among all restaurant visits that FINDER associated with a
foodborne illness, users appear to have contracted the illness at
the restaurant they visited most recently 62% of the time (Fig. 1).
However, in the other 38% of cases, their illness was likely caused
by another restaurant, which they had visited earlier, given the
relative signal strength of the latter restaurant. Specifically, for
19.4% of users, this was the penultimate restaurant visited, for
11.5% it was the third to last restaurant visited, and for 7.2% it was
the fourth to last or even an earlier visited restaurant. Previous
research shows that people tend to blame the last restaurant
visited, and therefore may be likely to file a complaint for the
wrong restaurant.14,15 The FINDER approach is more robust than
individual customer complaints, as it aggregates information from
numerous people who visited the venue.

DISCUSSION
After deploying FINDER in two major US cities, we found that
FINDER can more precisely identify restaurants with significant
health code issues than traditional methods for selecting
restaurants for inspection, and with more precision than even
complaint-based inspections. Importantly, we found that
complaint-based inspections may often be mistargeted. Our
findings suggest that large-scale real-time monitoring systems
offer a promising way to bolster food inspection efforts and
reduce foodborne illness in a large population.
FINDER addresses many gaps that currently exist in this type of

syndromic surveillance. First, many syndromic surveillance tech-
nologies do not have the capability to geographically pinpoint the
specific location or venue where signal is originating from. Even
complex systems, such as HealthMap, focus on broader geo-
graphic districts.16 FINDER, on the other hand, is able to use not
only real-time geographic location, but also can access recent
historical locations to better localize the signal to the most likely
epicenter (in FINDER’s case, a specific restaurant), rather than to a
location where the infection was recorded (e.g., hospital address
where patient was treated). Furthermore, thanks to its use of
anonymized logs data, FINDER is not subject to patrons’ recall bias,
which is present in most other systems.
Additionally, many syndromic data surveillance signals are

difficult to validate.3 The accuracy of most disease prediction
modeling using online data is evaluated using aggregated past
observations,11,17,18 with the notable exception of nEmesis, a

system that used geo-tagged public Twitter messages to detect
foodborne illness clusters on a small scale.12 In contrast, we were
able to validate our model through actual health inspections
following a standard professional protocol. Notably, we found that
our model can more precisely identify restaurants with food safety
violations than the system in Chicago, which has one of the most
advanced monitoring programs in the nation as it employs social
media mining and illness prediction technologies to target their
inspections.19

Web search queries and online big data have been used before
in public health research, most notably in Google Flu Trends.20–25

The latter model tracked the proportion of 45 manually selected
queries over all queries from a given region. These queries were
not machine learned and therefore the model was potentially
more susceptible to drift and noise over time.26 In contrast to
Google Flu Trends, FINDER uses machine learning to identify the
infinite variety of ways in which symptoms of foodborne illness
can be described in natural language. Our Web Search Model
(WSM, explained in Methods) further improves the understanding
of individual queries using search results returned for them.
Moreover, Google Flu Trends estimated query volume rather than
user volume as we do in this work. These factors together allow us
to more reliably estimate incidence rates in a robust and accurate
way.
Our study is not without limitations. Specifically, we used data

from Google search users, which is a subset of the entire
population. However, there is nothing unique to Google in our
approach, and other search engines that have location history can
create similar algorithms and likely achieve comparable results.
Second, although FINDER has a high positive predictive value, it
did not detect all the venues with violations flagged through the
traditional complaint-driven channels. This is due, in part, to the
relatively small number of FINDER restaurants inspected, owing to
the limited bandwidth provided to us by city/county health
departments, which restricted the number of inspections FINDER
could suggest in a given city. To this end, we applied an arbitrary
cutoff of signal strength to identify problematic restaurants to
send to county health officials, which resulted in a small sample
size given time and resource constraints. However, we are able to
rank the relative risk of all restaurants in a city, and thus can
provide more substantial lists of problematic restaurants to cities
in the future to further aid in prioritization of inspections.

Fig. 1 Frequency with which illness can be attributed to recently visited restaurants, among FINDER restaurants. N= 132
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Table 1
An overview of the strengths and limitations of the machine learning approaches outlined by Seligman et al. (2018).

Technique Essential Feature Strengths Limitations Generalized prediction

Regression ● Attempts to fit a straight hyperplane to data ● Excellent for prediction among linear
relationships;

● Simple to interpret and understand model
because attributes have an additive effect on
the model

● Can be regularized to deal with overfitting

● Does not handle well non-linear relationships in
data

● Learning algorithms make a set of assumptions
about the data and therefore there is an inductive
bias embedded within each algorithm

● Selecting the best model is more challenging
than optimizing its parameters once model is
fixed

● Assumes that any changes in the attributes and
output both occur with some regularity and
smoothness for generalization

LASSO penalized
regression

● Additional variables that do not substantially
improve prediction are penalized

● Useful in OLS when many variables are
highly correlated (as variance increases in
OLS, beta becomes increasingly inaccurate)

● The weighted penalty, lambda, is estimated and
tested by a variety of methods each with pros and
cons

● Goal is to reduce and select among redundant
predictors in generalized linear model to
improve prediction

Random forests ● Repeatedly split dataset into random sets of
decision trees with if-then rules at branches and
interpolation at leaves

● Learning is non-parametric
● Variables do not need to be transformed
● Handles outliers well
● Handles missing values well
● Ensemble methods that include random

forests often perform well

● Highly prone to overfitting (model can keep
branching until the data is memorized)

● Black box predictions are difficult to interpret

● Larger forests typically have better prediction
(being mindful of overfitting and correlated
trees)

Neural networks ● Based on neuron/synapse activation structure of
human brain using synaptic weights that
represent ‘hidden layers’ between inputs and
outputs

● Learning is nonlinear
● Handles outliers well
● Can learn complex patterns from highly

dimensional data
● Hidden layers alleviates features engineering
● Often best performing algorithm

● Difficult to set up; many parameters require
decisions on architecture and hyperparameters of
network

● Easy to overfit
● Often very difficult to interpret
● Requires large sample sizes
● Computationally very intense to train

● Generalization is difficult without large
samples of data
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In the summer of 1955 at Dartmouth University, a small community
of progressive-thinking scientists including John McCarthy, who is
credited with coining the term “artificial intelligence (AI)”, Marvin
Minsky, Nathan Rochester and Claude Shannon, submitted a research
proposal seeking to explore,

“…every aspect of learning or any other feature of intelligence that can in
principle be so precisely described that a machine can be made to si-
mulate it. An attempt will be made to find how to make machines use
language, form abstractions and concepts, solve kinds of problems now
reserved for humans and improve themselves.” (McCarthy, Minsky,
Rochester & Shannon, 1955).

Now over 60 years later, with many momentous accolades achieved
in parallel with exponential advances in computing, applications of
machine learning have infiltrated, improved and continue to augment
many aspects of our daily lives. Today machine learning is a mainstay
in business, finance, manufacturing, retail, science, technology, mobile
computing, social media affecting our behaviours as consumers and
creators of data, each interaction deepening our digital footprint.
Medicine and disciplines related to health have become the new fron-
tier for machine learning and big data. In particular, fields such as so-
cial epidemiology seem well suited to tap into the vast amounts of so-
cial data (Gruebner et al. 2017) including credit scores and social
networks that could potentially shed some new insights to under-
standing health behaviours and how social determinants of health may
operate. While successful examples of mainstream applications of ma-
chine learning offer much excitement for adaptation in the social sci-
ences, we are at a critical moment in history where we can learn from
successful machine learning applications, limitations and the potential
dangers of mal-adapting these techniques.

Machine learning is “a set of methods that can automatically detect
patterns in data, and then use the uncovered patterns to predict future
data, or to perform other kinds of decision-making under
uncertainty”(Murphy, 2013). And while methods from machine
learning are closely related to the type of statistics traditionally used in
social health research, they differ in probabilistic inference and mod-
eling. The paper by Seligman, Tuljapurkar and Rehkopf (2018) sought
to compare four machine learning algorithms with a traditional re-
gression to determine if 1) machine learning algorithms lead to better

predictions and 2) do they enhance our understanding of how social
determinants may result in differences in health outcomes. The authors
conclude that traditional regression historically used in social health
research faired well when compared to several machine learning
methods; neural networks faired best due to their robust ability to allow
for interactions and nonlinearity among input variables. However, the
interpretation of neural networks is complicated, and the authors base
their conclusions almost exclusively on the r square value obtained in
cross-validation, a process in itself laden with inherent limitations.
While the authors successfully compare results between the different
methodologies, it is unclear how these methods enhance our under-
standing of health outcomes, particularly when the fundamental goal of
machine learning is to generalize beyond the algorithm training set.
Arguably, this may not necessarily be the fault with this study per se but
rather a consequence of the infancy of these techniques in the social
epidemiologic space.

As quantitative social scientists process and often collate multiple
sources of data, there are many alluring features from various techni-
ques in machine learning that offer new methodologic ideas in how to
handle and merge structured and unstructured datasets. A distinct ad-
vantage of machine learning methods includes the robust handling of
large numbers of variables combined in interactive linear and non-
linear ways to detect patterns in the data for prediction. While there is a
vast array of learning algorithms available, all machine learning algo-
rithms consist of combinations of three key components: 1) re-
presentation of the input of data, where a classifier can learn in the
hypothesis space, 2) evaluation of the classifiers, and lastly, 3) opti-
mization, a search among classifiers to find the best performing one
(Domingos, 2012). In supervised learning, the goal is prediction and
includes techniques such as regression and classification or pattern
recognition whereas in unsupervised learning, the goal is to find pat-
terns in the data which is sometimes called knowledge discovery
(Murphy, 2013). Reinforcement learning, while not as commonly used,
is useful for learning how to act or behave when given occasional re-
ward or punishment signals (Murphy, 2013). Table 1 outlines some of
the strengths and limitations associated with this comparative study of
machine learning methods used to evaluate health outcomes from the
Health and Retirement Study dataset (Seligman et al., 2018). While
each type of machine learning offers distinct advantages and
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Abstract

Public health surveillance systems provide valuable data for reliable predication of future epidemic events. This paper
describes a study that used nine types of infectious disease data collected through a national public health surveillance
system in mainland China to evaluate and compare the performances of four time series methods, namely, two
decomposition methods (regression and exponential smoothing), autoregressive integrated moving average (ARIMA) and
support vector machine (SVM). The data obtained from 2005 to 2011 and in 2012 were used as modeling and forecasting
samples, respectively. The performances were evaluated based on three metrics: mean absolute error (MAE), mean absolute
percentage error (MAPE), and mean square error (MSE). The accuracy of the statistical models in forecasting future epidemic
disease proved their effectiveness in epidemiological surveillance. Although the comparisons found that no single method
is completely superior to the others, the present study indeed highlighted that the SVMs outperforms the ARIMA model and
decomposition methods in most cases.
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Introduction

Public health surveillance is an important way to continuously
collect, analyze, interpret and disseminate health data essential to
prevention and control [1]. Public health surveillance systems are
designed to facilitate the detection of abnormal behavior of
infectious diseases and other adverse health events. To achieve this
goal, different statistical methods have been used to forecast
infectious disease incidence. Time series models have long been of
interest in the literature. The time series models try to predict
epidemiological behaviors by modeling historical surveillance data.
Many researchers have applied different time series models to
forecasting epidemic incidence in previous studies. Exponential
smoothing [2] and generalized regression [3] methods were used
to forecast in-hospital infection and incidence of cryptosporidiosis
respectively. Decomposition methods [4] and multilevel time series
models [5] were used to forecast respiratory syncytial virus.
Autoregressive integrated moving average (ARIMA) models have
been widely used for epidemic time series forecasting including the
hemorrhagic fever with renal syndrome [6,7], dengue fever [8,9],
and tuberculosis [10]. Models based on artificial neural networks
were also used to predict the incidence of hepatitis A [11,12] and
typhoid fever [13].

The decomposition methods are generally the most traditional
methods in time series analysis [14,15]. These methods try to
break down the original series into a long trend pattern, a seasonal
pattern and residuals. Seasonal indices are extracted to express the
seasonal pattern; a regression model is established to express the

long trend pattern and the residuals are ignored in the methods.
Because the decomposition time series methods do not involve a
lot of mathematics or statistics, they are relatively easy to explain
to the end user. This is a major advantage because if the end user
has recognition of how the forecast was developed, he or she may
have more confidence in its use for decision making.

The ARIMA models are almost the most widely used methods
[16,17]. The ARIMA models are generally derived from three
basic time series models (1) autoregressive (AR), (2) moving
average (MA), and (3) autoregressive moving average (ARMA).
The current value of the time series is a linear function of its
previous values and random noise in the AR model; whereas the
current value of the time series is a linear function of its current
and previous values of residuals in the MA model. The ARMA
model is the combination of AR and MA, which considers both
the historical values and residuals. The time series required in AR,
MA, and ARMA models are stationary processes. This means that
the mean and the covariance of the series do not change with time.
Transformation of the series into a stationary one has to be
performed first for non-stationary time series. The ARIMA model
fits the time series data generally based on the ARMA model and a
differencing process which effectively transforms the non-station-
ary data into a stationary one.

In recent years, machine learning based time series models such
as artificial neural networks have been successfully applied for
modeling infectious disease incidence time series [18]. Support
vector machines (SVMs) are a new type of machine learning
methods based on statistical learning theory [19]. They could lead
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To take into account the variability of MAE, MAPE and
RMSE, the block bootstrap technique [36] was adopted to
calculate their standard errors. All of the incidence time series in
the current research have a one-year period of seasonality (D = 1).
Therefore, in our block bootstrap simulations, the block length was
set to be 12 months so that the autocorrelation structure within
seasonal blocks was reserved. We firstly simulated 10000
replications by block bootstrap sampling, and then calculated
the MAE, MAPE and RMSE for each replication. At last, the

standard errors could be obtained by the following formula:
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where n is number of replications (10000), index could be MAE,
MAPE or RMSE. Take MAE as an example, here Index means
MAE, indexi represents the specific value of MAE in the i-th

replication and index is the mean value of MAE for the whole
replications. It is the same with MAPE and RMSE.

Time Series Modeling Results

Decomposition Methods
Seasonal indices of different types of infectious diseases were

extracted from the original time series, which are listed in Table 1
(Seasonal index of each type of infectious disease), Figure 1–2(Seasonal
index of each type of infectious disease (1)). The seasonality of the

Figure 7. Comparison of the performances of the four different methods (1).
doi:10.1371/journal.pone.0088075.g007

Figure 8. Comparison of the performances of the four different methods (2).
doi:10.1371/journal.pone.0088075.g008

Time Series Models in Surveillance Data
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to greater potential and better performance in practical applica-
tions. This is due to the structural risk minimization principle
employed in SVMs, which has greater generalization ability and is
superior to the empirical risk minimization principle that is
adopted by traditional neural networks. SVMs have been
successfully applied in different problems of time series prediction
such as forecasting production value in machinery industry [20],
predicating engine reliability [21] and economic time series
predication [22,23]. The successful utilization of support vector
machines in time series predication motivates our research work
by using support vector machines for epidemic time series
forecasting.

The objectives of the present paper are to compare four typical
time series methods, namely, two decomposition methods
(regression and exponential smoothing), ARIMA model and
SVMs in theory and practice as well as their real forecasting
efficacy in epidemic time series. This comparison may be helpful
for the epidemiologist to choose the most suitable methodology in
a given situation.

Materials and Methods

Materials
We gathered available monthly incidence of nine typical

infectious diseases time series data which were reported by the
Chinese Center for Disease Prevention and Control (CDC). The
data were collected from the Chinese National Surveillance
System established in 2004. The incidence time series of
brucellosis, gonorrhea, hemorrhagic fever renal syndrome
(HFRS), hepatitis A (HA), hepatitis B (HB), scarlet fever,
schistosomiasis, syphilis, typhoid fever from 2005 to 2012 were
collected.

Methods
Decomposition methods. The decomposition methods try

to extract the underlying pattern in the data series from
randomness. The underlying pattern then can be employed to
predict future trends and make forecasts. The underlying pattern
can also be broken down into sub patterns to identify the
component factors that influence each of the values in a series.
Two separate components of the basic underlying pattern that
tend to characterize the infectious disease time series are usually
identified in decomposition methods. They are the trend cycle and
seasonal factors. The trend cycle represents long term changes,
and the seasonal factor is the periodic fluctuations with constant
length that is usually caused by known factors such as rainfall,

month of the year, temperature, timing of the holidays, etc. The
decomposition model assumes that the data has the following
form:

Time series = Pattern + Error = Trend cycle+ Seasonality+
error

The seasonality part of the time series is usually expressed with
the seasonal indices [24]. To arrive at seasonal factors, the entire
incidences for the training sample are averaged first, and then the
averaged incidence is divided by the mean incidence for each
month. If the seasonal index is bigger than 1, it means that the
incidence is usually higher than the average level. Otherwise, it
means that the incidence is usually lower than the average level.

Once the Seasonal indices are calculated, one can deseasonalize
data by dividing by the corresponding index.

Deseasonalized data = Raw data/Seasonal Index
The long-term trend is estimated from the deseasonalized data.

There are many ways to estimate the long-term trend, such as
moving average, exponential smoothing, and linear regression. In
simple moving average methods, the current value is calculated as
the mean of its previous k values, whereas exponential smoothing
assigns exponentially decreasing weights over time. When the time
series x(t) begins at time t = 0, the simplest form of exponential
smoothing is given by the formulae:

S0 ~x0

St~axt{1z(1{a)St{1,tw0

where a is the smoothing factor and St is the output of the
exponential smoothing algorithm 0 vav1.

The linear regression method is another simple way to express
the long term trend in which a common linear regression model is
established between the incidence and time t.

ARIMA model. The ARIMA model originated from AR
model, MA model, and the combination of AR and MA, the
ARMA models [25]. AR models express the current value of the
time series X(t) linearly in terms of its previous values (X(t21), X(t2
2)…) and the current residuals e(t), which can be expressed as:

X (t)~w1X (t{1)zw2X (t{2)z:::zwpX (t{p)ze(t) ð1Þ

MA models express the current value of the time series X(t)
linearly in terms of its current and previous residual series

Table 1. Seasonal index of each type of infectious disease.

Jan Feb Mar Apr May Jun Jul Aug Sep Oct Nov Dec

Brucellosis 0.34 0.40 1.01 1.41 1.57 1.78 1.65 1.34 0.83 0.54 0.58 0.56

Gonorrhea 0.95 0.77 0.99 1.00 1.03 1.07 1.07 1.09 1.02 0.97 1.01 1.01

Hemorrhagic Fever 1.03 0.70 0.86 0.93 1.06 1.04 0.79 0.48 0.43 0.92 2.01 1.76

Hepatitis A 0.83 0.73 1.06 1.03 1.03 1.04 1.08 1.16 1.09 1.01 0.99 0.97

Hepatitis B 0.92 0.84 1.12 1.05 1.00 1.00 1.07 1.09 0.97 0.95 1.00 0.98

Scarlet Fever 0.80 0.33 0.69 1.15 1.65 1.71 0.90 0.45 0.56 0.84 1.34 1.59

Schistosomiasis 0.48 0.46 0.78 0.88 0.95 1.17 1.63 1.61 1.19 1.16 0.88 0.82

Syphilis 0.76 0.68 1.01 0.99 1.03 1.09 1.13 1.13 1.09 1.01 1.03 1.05

Typhoid fever 0.56 0.49 0.71 0.82 1.05 1.20 1.37 1.52 1.33 1.13 0.96 0.88

doi:10.1371/journal.pone.0088075.t001
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sion decomposition method except in the case of hepatitis A and
scarlet fever.

Discussion

The early recognition of epidemic behavior is significantly
important for epidemic disease control and prevention. The
effectiveness of statistical models in forecasting future epidemic
disease incidence has been proved useful [37]. The surveillance
system is a good way to collect and analyze infectious disease data.
With high quality surveillance data, the epidemic behavior may be
accurately detected and forecasted. Discussion of the forecasting
techniques is very important. In the present study, we conducted a
comparative study of four typical time series investigations in the
forecasting of the epidemic pattern of nine types of infectious
diseases, namely two decomposition methods (regression and
exponential smoothing), ARIMA model, and SVMs based model.
We have also compared the differences among these methods in
both principle and practical aspects.

In principle, the decomposition method can break down the
original into different parts. The seasonal factor can be expressed
in the form of seasonal indices. The series after seasonal pattern
removal can be modeled with regression methods or exponential
smoothing, etc. Time series decomposition models do not involve

a lot of mathematics or statistics; they are relatively easy to explain
to the end user. The ARIMA model can grasp the historical
information by (1) AR to consider the past values, and (2) MA to
consider the current and previous residual series. The ARIMA
model is popular because of its known statistical properties and the
well-known Box–Jenkins methodology in the modeling process. It
is one of the most effective linear models for seasonal time series
forecasting. In contrast, the SVMs time series models capture the
historical information by nonlinear functions. With flexible
nonlinear function mapping capability, support vector machine
can approximate any continuous measurable function with
arbitrarily desired accuracy.

In practical matters, the building of the decomposition methods
generally involves two parts: (1) extraction of the seasonal indices
to express the seasonal pattern hidden in the infectious disease
time series, and (2) regression methods to model the long trend
pattern. The building of the ARIMA model requires the
determination of differencing orders (d, D), and operators (p, q,
P, Q), as well as the estimation of model parameters in the
autoregressive and moving average polynomials. The construction
of SVMs requires the determination of three parameters, namely,

d2, C, e. The time series data should be transformed into the input
matrix and the output matrix, and then be put into the support

Figure 19. Syphilis incidence and fitting values predicted by the four methods.
doi:10.1371/journal.pone.0088075.g019

Figure 20. Typhoid fever incidence and fitting values predicted by the four methods.
doi:10.1371/journal.pone.0088075.g020
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analysis on adding a recommendation to the predicted risk
indicated that the intervention group physicians had a
greater preference for the recommendation, which was

statistically significant (median score intervention group 1
and care-as-usual group 0; P ! 0.05).

3.6.1. Adjusting the cluster-randomized trial analysis
When the original regression analyses were adjusted for

the overall rank score of the survey, results were similar to
the original results for both the primary and secondary out-
comes (see Appendix B at www.jclinepi.com, Table 5).
There was no association between the overall rank score it-
self and the incidence of PONV [odds ratio, 1.00; 95% con-
fidence interval (CI): 1.00, 1.01] or the administration of
prophylactic antiemetics (rate ratio, 1.00; 95% CI: 1.00,
1.01).

4. Discussion

We studied how the implementation and use of an
assistive prediction model allowed physicians to apply
risk-tailored prevention or treatment strategies and identi-
fied facilitators and barriers for risk-tailored management.
In our example study, the implementation of the prediction
model for PONV facilitated physicians in three ways: the
physicians became more aware of the outcome PONV, were
better informed on its risk factors, and had a more positive
attitude toward preemptive management of PONV. Never-
theless, the facilitating effect of the prediction model on
actual behaviordand thus patient outcomesdwas modest.
Physicians reported several barriers for using risk predic-
tions from a prediction model, which may have

Table 5. Baseline characteristics of physicians from the survey

Characteristics
Care-as-usual

group (n [ 26)a
Intervention

group (n [ 31)a

Number of patients treated,
median (IQR)

170 (128e300) 162 (120e207)

Age,b y; mean (SD) 43 (9) 43 (10)
Female sex, n (%) 11 (42) 15 (48)
Entered during study, n (%) 5 (19) 8 (26)
Left department during study,

n (%)
4 (15) 7 (23)

Speciality
Cardiac anesthesia,b n (%) 2 (8) 2 (6)
Pediatric anesthesia,b n (%) 3 (12) 4 (13)
Pain medicine,b n (%) 1 (4) 4 (13)

Senior resident,b n (%) 12 (46) 11 (35)
Entered as senior resident

during study, n (%)
4 (15) 4 (13)

Senior resident became
attending anesthesiologist
during study, n (%)

5 (19) 4 (13)

Risk (%) threshold for
administering PONV
prophylaxis,b median (IQR)

30 (30e40) 30 (20e50)

Abbreviations: IQR, interquartile range; PONV, postoperative
nausea and vomiting; SD, standard deviation.

a Number of physicians who participated in the cluster-
randomized trial and were eligible for the survey.

b Characteristic was documented at the moment of inclusion in
the study.

Table 6. Median ranking scores from the survey for the physicians of
both study groups

Topics
Cronbach’s

alpha

Care-as-usual
group

(n [ 24)a

Intervention
group

(n [ 29)a

Topic 1: perceived
burden of PONV

0.89 22 (13e30) 33 (18e41)

Topic 2: professional
risk stratification

0.74 18 (15e29) 39 (18e46)

Topic 3: making
decisions on
prophylaxis

0.72 24 (17e36) 30 (25e34)

Topic 4: attitude toward
prediction models

0.49 29 (17e32) 29 (17e41)

Overall ranking score 25 (17e29)b 31 (24e37)b

Ranking score for
topics 1e3c

22 (17e28) 34 (25e39)

Abbreviation: PONV, postoperative nausea and vomiting.
Data represent the medians (interquartile ranges) of the physi-

cians’ rankings scores within a study group for that topic. The scores
indicate a ranking on a scale from 1 to 53 (the number of physicians
who completed the survey). Higher ranking scores indicate physicians
who have more favorable attitude toward the topic as compared with
physicians with lower ranking scores.

a Physicians who completed the survey.
b P ! 0.05.
c As there was no difference between groups for ‘‘Attitudes toward

prediction models’’ and the topic had a low internal consistency, the
combined rank score for the other three topics without ‘‘Attitudes to-
ward prediction models and decision support’’ was also reported.

Box 1 Summary box

Barriers for using risk prediction models in clinical
practice
The predicted outcome is not a main area of attention for

the physicians.
The decision-making process of physicians is intuitive

rather than analytical.
The probabilistic knowledge of the outcome is difficult to

use in decision making, certainly when the probability
estimate it is not accompanied by corresponding (e.g.,
therapeutic) management recommendations (assistive
prediction model).

A prediction model does not weigh the benefits and risks
of prophylactic drugs with regard to the patient’s
comorbidity.

Recommendations for a successful implementation of a
prediction model in clinical practice
Adding an actionable recommendation to the predicted

risk (directive prediction model).
Presentation of the predicted risk should be automated

and smoothly integrated with the physician’s workflow.
The reasoning and research evidence of the underlying

prediction model to show how risks are actually
estimated should also be available to physicians.

A prediction model will be better perceived by physicians
when it predicts outcomes that are relevant to them and
their patients.
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Abstract

Objectives: Prediction models may facilitate risk-based management of health care conditions. In a large cluster-randomized trial, pre-
senting calculated risks of postoperative nausea and vomiting (PONV) to physicians (assistive approach) increased risk-based management
of PONV. This increase did not improve patient outcomedthat is, PONV incidence. This prompted us to explore how prediction tools guide
the decision-making process of physicians.

Study Design and Setting: Using mixed methods, we interviewed eight physicians to understand how predicted risks were perceived
by the physicians and how they influenced decision making. Subsequently, all 57 physicians of the trial were surveyed for how the presented
risks influenced their perceptions.

Results: Although the prediction tool made physicians more aware of PONV prevention, the physicians reported three barriers to use
predicted risks in their decision making. PONV was not considered an outcome of utmost importance; decision making on PONV prophy-
laxis was mostly intuitive rather than risk based; prediction models do not weigh benefits and risks of prophylactic drugs.

Conclusion: Combining probabilistic output of the model with their clinical experience may be difficult for physicians, especially when
their decision-making process is mostly intuitive. Adding recommendations to predicted risks (directive approach) was considered an
important step to facilitate the uptake of a prediction tool. ! 2016 Elsevier Inc. All rights reserved.

Keywords: Risk prediction model; Decision support; Mixed methods; Impact study; Decision making; Implementation

1. Introduction

Prediction models are introduced into medical practice
to facilitate physician decision making. A good model
accurately identifies a patient’s likelihood (or probability)

of having a current condition (i.e., a diagnostic model) or
predict a future health condition (i.e., prognostic model).
This information may then be used by health care providers
and patientsdideally in shared decision makingdto decide
on the most appropriate course of action, either treatment,
preventive strategies, or a combination of these. It is often
recommended that before widespread use in daily practice,
the actual impact of diagnostic or prognostic prediction
models on clinical decision making and patient outcomes
should be formally studied in the so-called ‘‘prediction
model impact studies.’’ [1e5] We recently performed a
large impact study of the implementation of a prediction
model. This impact study allowed us to explore how clini-
cians actually perceive the use of prediction models and use
their predicted risks in their decision making.

The impact study was designed as a large cluster-
randomized trial on theuseof a previouslydeveloped, validated,
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Results: Although the prediction tool made physicians more aware of 
PONV prevention, the physicians reported three barriers to use 
predicted risks in their decision making. PONV was not considered an 
outcome of utmost importance; decision making on PONV prophylaxis 
was mostly intuitive rather than risk based; prediction models do not 
weigh benefits and risks of prophylactic drugs. 
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management of PONV. This increase did not improve patient outcome 
(that is, PONV incidence). This prompted us to explore how prediction 
tools guide the decision-making process of physicians. 



OBRIGADO!

Prof. Marcos Barreto
marcosb@ufba.br

www.atyimolab.ufba.br

mailto:marcosb@ufba.br
http://www.atyimolab.ufba.br/

