
CIÊNCIA DE DADOS E SUA APLICAÇÃO EM SAÚDE

Prof. Marcos E. Barreto
AtyImoLab / LaSiD

Departamento de Ciência da Computação

Instituto de Matemática e Estatística

Universidade Federal da Bahia (UFBA)

UNILASALLE, Canoas – RS, 05 de abril de 2019



=

Popularização da Ciência de Dados



Popularização da Ciência de Dados



https://cappra.com.br/2018/04/26/apaixonados-por-dados-datalovers/

https://cappra.com.br/2018/04/26/apaixonados-por-dados-datalovers/


Is Data Science a science?
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História (base Estatística)

1962 (John Turkey) 
The future of data 
analysis

1968 (IFIP)
Datalogy

1974 (Peter Naur)
Concise Survey of 
Computer Methods

1977 (John Turkey)
Exploratory data 
analysis

Data analysis, and the parts of statistics 
which adhere to it, must…take on the 
characteristics of science rather than 

those of mathematics… data analysis is 
intrinsically an empirical science…

Datalogy, the science of 
data and of data processes 
and its place in education…

“[Data is] a representation of facts 
or ideas in a formalized manner 

capable of being communicated or 
manipulated by some process.”

“…more emphasis needed 
to be placed on using data 
to suggest hypotheses to 
test and that Exploratory 

Data Analysis and 
Confirmatory Data Analysis 

should proceed side by 
side."

https://www.forbes.com/sites/gilpress/2013/05/28/a-very-short-history-of-data-science/#78699be255cf

1977 (ISI) 
International
Association for 
Statistical Computing

“…link traditional statistical 
methodology, modern 

computer technology, and the 
knowledge of domain experts 
in order to convert data into 
information and knowledge.”

https://www.forbes.com/sites/gilpress/2013/05/28/a-very-short-history-of-data-science/


1989 (Piatetsky-Shapiro) 
1st KDD workshop

1994 (Business 
Week)

1996 (IFCS)
International 
Federation of 
Classification Societies

1996 (Fayyad -
Shapiro)
From data mining to
KDD paper

“Companies are collecting mountains 
of information about you, crunching it 
to predict how likely you are to buy a 
product, and using that knowledge to 
craft a marketing message precisely 

calibrated to get you to do so…”

The classification societies have 
variously used the terms data 

analysis, data mining, and data 
science in their publications.

“Historically, the notion of finding 
useful patterns in data has been given 

a variety of names, including data 
mining, knowledge extraction, 

information discovery, information 
harvesting, data archeology, and data 

pattern processing..."

https://www.forbes.com/sites/gilpress/2013/05/28/a-very-short-history-of-data-science/#78699be255cf

2001 (William 
Cleveland)
Data Science 
Action Plan

It is a plan “to enlarge the 
major areas of technical work 

of the field of statistics.” 

História (base Computação + BI)

https://www.forbes.com/sites/gilpress/2013/05/28/a-very-short-history-of-data-science/


2001 
(Breiman) 
Statistical
modeling: the
two cultures

2005 (Babson)

https://www.forbes.com/sites/gilpress/2013/05/28/a-very-short-history-of-data-science/#78699be255cf

2002 
(CODATA)

2003
Journal of
Data Science

2007 (Zhu) 
Introduction
to Dataology

2008 - 2009

Diversas publicações sobre a 
necessidade de habilidades

específicas para lidar com esta
nova área

2010

Diversas ”novas” 
definições para ciência

de dados

2011

2012 (Davenport)
Data Scientist: The Sexiest 
Job of the 21st Century

História (base Computação + BI)

https://www.forbes.com/sites/gilpress/2013/05/28/a-very-short-history-of-data-science/
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Big Data

91.3  HISTORICAL INTERPRETATION OF BIG DATA

4. Veracity focuses on trustworthiness of data sources
5. Variability refers to the complexity of data set. In comparison with “Variety” (or different data 

format), it means the number of variables in data sets
6. Visibility emphasizes that you need to have a full picture of data in order to make informative 

decision

 More Vs for big data
A 5 Vs’ Big Data definition was also proposed by Yuri Demchenko [35] in 2013. He added the value 
dimension along with the IBM 4Vs’ definition (see Fig. 3). Since Douglas Laney published 3Vs in 
2001, there have been additional “Vs,” even as many as 11 [36].

All these definitions, such as 3Vs, 4Vs, 5Vs, or even 11 Vs, are primarily trying to articulate the 
aspect of data. Most of them are data-oriented definitions, but they fail to articulate Big Data clearly in 
a relationship to the essence of BDA. In order to understand the essential meaning, we have to clarify 
what data is.

Data is everything within the universe. This means that data is within the existing limitation of 
technological capacity. If the technology capacity is allowed, there is no boundary or limitation for 
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From 3Vs, 4Vs, 5Vs, and 6Vs big data definition.

ü Volume = scale of data
ü Velocity = streaming data
ü Variety = different forms of data
ü Veracity = trustworthiness of data sources
ü Variability = data format, number of variables
ü Visibility = full picture of the data to make decisions



Big Data

14 CHAPTER 1 BDA = ML + CC

1.5   BIG DATA ANALYTICS AND MACHINE LEARNING
1.5.1   BIG DATA ANALYTICS
If 32Vs represent semantic meaning of Big Data, then BDA represents pragmatic meaning of Big Data. 
We can view from computational viewpoint, Big Data Venn diagram with a BDA’s Venn diagram in 
Fig. 6.

According to Arthur Samuel, the original definition of ML was “The field of study that gives com-
puters (or machines) that ability to learn without being explicitly programmed” [44]. Historically, there 
have been many terms that intend to describe the equivalent meaning of ML, such as learning from 
data, pattern Recognition, data science, data mining, text mining, or even BI, etc. If we list all terms 
based on their different orientations, we can probably find there are more than 32 different descriptions 
that contain certain meanings of ML from four aspects (see Table 3):

• Data
• Information
• Knowledge
• Intelligence

Volume

Velocity Variety

Variability

Validity Veracity

Value

Visibilityy Verdict

Data

Statistics BI

Big Data

Data domain-3 V

Statistics
Domain-3 V

Business Intelligence (BI)
Domain-3 V

FIG. 5

3 2 Vs Venn diagrams in hierarchical model.

111.4  DEFINING BIG DATA FROM 3Vs TO 32Vs

neglected by many definitions that only focus on either single-issue or data aspects. In order to reflect 
all aspects of Big Data, we consider all attributes from different aspects.

1.4   DEFINING BIG DATA FROM 3VS TO 32VS

The real objective of BDA is actually to seek for business intelligence (BI). It enables decision makers 
to make the right decisions based on predictions through the analysis of available data. Therefore, we 
need to clarify new attributes of Big Data and establish their relationship meaning cross three aspects 
(or domain knowledge), namely:

• Data domain (searching for patterns)
• Business intelligence domain (making predictions)
• Statistical domain (making assumptions)

1.4.1   DATA DOMAIN
Laney’s 3Vs have captured the importance of Big Data characteristics reflecting the pace and explo-
ration phenomena of data growth during the last few years. In this, the key attribute in data aspect is 
volume. If we look the history of data analytics, the variation of velocity and variety is relatively small 
in comparison with volume. The dominated V that often exceeds our current capacity for data process-
ing is volume. Although volume cannot determine all attributes of data, it is one of the crucial factors 
in BDA.

1.4.2   BUSINESS[1] INTELLIGENT (BI) DOMAIN
When we discuss BI of BDA, we mean value, visibility, and verdict within the business intelligent 
domain. These 3Vs are the motivations or drivers for us to implement BDA process at the first place. If 
we cannot achieve BI, the pure exercise of data analytics will be meaningless. From a decision maker’s 
perspective, these 3Vs are how to leverage data’s 3Vs for BI’s 3Vs.

• Visibility: It does not only focus on the insight but also focuses on metadata or sometimes the 
wisdom of data crowds or hierarchical level of abstraction data patterns. From a BI perspective, 
it provides hindsight, insight, and foresight of a problem and an adequate solution associated 
with it.

• Value: the purpose of V for value is to answer the question of “Does the data contain any 
valuable information for my business needs?” In comparison with 5Vs definition, it is not just the 
value of data but also the value of BI for problem solving. It is the value and utility for the long-
term or strategic pay off.

• Verdict: It is a potential choice or decision that should be made by a decision maker or committee 
based on the scope of the problem, available resources, and certain computational capacity. This 

1 Here, the term of business includes research activities.
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878, 9901, 11, 
203.1

Structured Semi-structured Unstructured

76 yo man with h/o HTN, DM, and sleep apnea who presented to the 
ED complaining of chest pain. He states that the pain began the day 
before and consisted of a sharp pain that lasted around 30 seconds, 
followed by a dull pain that would last around 2 minutes. The pain was 
located over his left chest area somewhat near his shoulder. The onset of 
pain came while the patient was walking in his home. He did not sit and 
rest during the pain, but continued to do household chores. Later on in 
the afternoon he went to the gym where he walked 1 mile on the 
treadmill, rode the bike for 5 minutes, and swam in the pool. After 
returning from the gym he did some work out in the yard, cutting back 
some vines. He did not have any reoccurrences of chest pain while at the 
gym or later in the evening. The following morning (of his presentation 
to the ED) he noticed the pain as he was getting out of bed. Once again 
it was a dull pain, preceded by a short interval of a sharp pain. The 
patient did experience some tingling in his right arm after the pain 
ceased. He continued to have several episodes of the pain throughout 
the morning, so his daughter-in-law decided to take him to the ED 
around 12:30pm. The painful episodes did not increase in intensity or 
severity during this time. 
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MÉTODOS E FERRAMENTAS PARA ANÁLISE

üMétodos estatísticos

üMétodos computacionais

üVisualização de dados

üMineração de dados

üPadrões de dados (OpenEHR, FHIR)

üTerminologia (ICD, SNOMED-CT, LOINC, ...)
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2 1. Introduction
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FIGURE 1.1. Wage data, which contains income survey information for males
from the central Atlantic region of the United States. Left: wage as a function of
age. On average, wage increases with age until about 60 years of age, at which
point it begins to decline. Center: wage as a function of year. There is a slow
but steady increase of approximately $10,000 in the average wage between 2003
and 2009. Right: Boxplots displaying wage as a function of education, with 1
indicating the lowest level (no high school diploma) and 5 the highest level (an
advanced graduate degree). On average, wage increases with the level of education.

Given an employee’s age, we can use this curve to predict his wage. However,
it is also clear from Figure 1.1 that there is a significant amount of vari-
ability associated with this average value, and so age alone is unlikely to
provide an accurate prediction of a particular man’s wage.
We also have information regarding each employee’s education level and

the year in which the wage was earned. The center and right-hand panels of
Figure 1.1, which display wage as a function of both year and education, in-
dicate that both of these factors are associated with wage. Wages increase
by approximately $10,000, in a roughly linear (or straight-line) fashion,
between 2003 and 2009, though this rise is very slight relative to the vari-
ability in the data. Wages are also typically greater for individuals with
higher education levels: men with the lowest education level (1) tend to
have substantially lower wages than those with the highest education level
(5). Clearly, the most accurate prediction of a given man’s wage will be
obtained by combining his age, his education, and the year. In Chapter 3,
we discuss linear regression, which can be used to predict wage from this
data set. Ideally, we should predict wage in a way that accounts for the
non-linear relationship between wage and age. In Chapter 7, we discuss a
class of approaches for addressing this problem.

Stock Market Data

The Wage data involves predicting a continuous or quantitative output value.
This is often referred to as a regression problem. However, in certain cases
we may instead wish to predict a non-numerical value—that is, a categorical
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FIGURE 2.1. The Advertising data set. The plot displays sales, in thousands
of units, as a function of TV, radio, and newspaper budgets, in thousands of
dollars, for 200 different markets. In each plot we show the simple least squares
fit of sales to that variable, as described in Chapter 3. In other words, each blue
line represents a simple model that can be used to predict sales using TV, radio,
and newspaper, respectively.

More generally, suppose that we observe a quantitative response Y and p
different predictors, X1, X2, . . . , Xp. We assume that there is some
relationship between Y and X = (X1, X2, . . . , Xp), which can be written
in the very general form

Y = f(X) + ϵ. (2.1)

Here f is some fixed but unknown function ofX1, . . . , Xp, and ϵ is a random
error term, which is independent of X and has mean zero. In this formula-

error term
tion, f represents the systematic information that X provides about Y .

systematic
As another example, consider the left-hand panel of Figure 2.2, a plot of

income versus years of education for 30 individuals in the Income data set.
The plot suggests that one might be able to predict income using years of

education. However, the function f that connects the input variable to the
output variable is in general unknown. In this situation one must estimate
f based on the observed points. Since Income is a simulated data set, f is
known and is shown by the blue curve in the right-hand panel of Figure 2.2.
The vertical lines represent the error terms ϵ. We note that some of the
30 observations lie above the blue curve and some lie below it; overall, the
errors have approximately mean zero.
In general, the function f may involve more than one input variable.

In Figure 2.3 we plot income as a function of years of education and
seniority. Here f is a two-dimensional surface that must be estimated
based on the observed data.
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FIGURE 2.2. The Income data set. Left: The red dots are the observed values
of income (in tens of thousands of dollars) and years of education for 30 indi-
viduals. Right: The blue curve represents the true underlying relationship between
income and years of education, which is generally unknown (but is known in
this case because the data were simulated). The black lines represent the error
associated with each observation. Note that some errors are positive (if an ob-
servation lies above the blue curve) and some are negative (if an observation lies
below the curve). Overall, these errors have approximately mean zero.

In essence, statistical learning refers to a set of approaches for estimating
f . In this chapter we outline some of the key theoretical concepts that arise
in estimating f , as well as tools for evaluating the estimates obtained.

2.1.1 Why Estimate f?

There are two main reasons that we may wish to estimate f : prediction
and inference. We discuss each in turn.

Prediction

In many situations, a set of inputs X are readily available, but the output
Y cannot be easily obtained. In this setting, since the error term averages
to zero, we can predict Y using

Ŷ = f̂(X), (2.2)

where f̂ represents our estimate for f , and Ŷ represents the resulting pre-
diction for Y . In this setting, f̂ is often treated as a black box, in the sense
that one is not typically concerned with the exact form of f̂ , provided that
it yields accurate predictions for Y .
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FIGURE 2.4. A linear model fit by least squares to the Income data from Fig-
ure 2.3. The observations are shown in red, and the yellow plane indicates the
least squares fit to the data.

parameters. Assuming a parametric form for f simplifies the problem of
estimating f because it is generally much easier to estimate a set of pa-
rameters, such as β0,β1, . . . ,βp in the linear model (2.4), than it is to fit
an entirely arbitrary function f . The potential disadvantage of a paramet-
ric approach is that the model we choose will usually not match the true
unknown form of f . If the chosen model is too far from the true f , then
our estimate will be poor. We can try to address this problem by choos-
ing flexible models that can fit many different possible functional forms

flexible
for f . But in general, fitting a more flexible model requires estimating a
greater number of parameters. These more complex models can lead to a
phenomenon known as overfitting the data, which essentially means they

overfitting
follow the errors, or noise, too closely. These issues are discussed through-

noise
out this book.
Figure 2.4 shows an example of the parametric approach applied to the

Income data from Figure 2.3. We have fit a linear model of the form

income ≈ β0 + β1 × education+ β2 × seniority.

Since we have assumed a linear relationship between the response and the
two predictors, the entire fitting problem reduces to estimating β0, β1, and
β2, which we do using least squares linear regression. Comparing Figure 2.3
to Figure 2.4, we can see that the linear fit given in Figure 2.4 is not quite
right: the true f has some curvature that is not captured in the linear fit.
However, the linear fit still appears to do a reasonable job of capturing the
positive relationship between years of education and income, as well as the
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FIGURE 2.6. A rough thin-plate spline fit to the Income data from Figure 2.3.
This fit makes zero errors on the training data.

smooth. In this case, the non-parametric fit has produced a remarkably ac-
curate estimate of the true f shown in Figure 2.3. In order to fit a thin-plate
spline, the data analyst must select a level of smoothness. Figure 2.6 shows
the same thin-plate spline fit using a lower level of smoothness, allowing
for a rougher fit. The resulting estimate fits the observed data perfectly!
However, the spline fit shown in Figure 2.6 is far more variable than the
true function f , from Figure 2.3. This is an example of overfitting the
data, which we discussed previously. It is an undesirable situation because
the fit obtained will not yield accurate estimates of the response on new
observations that were not part of the original training data set. We dis-
cuss methods for choosing the correct amount of smoothness in Chapter 5.
Splines are discussed in Chapter 7.
As we have seen, there are advantages and disadvantages to parametric

and non-parametric methods for statistical learning. We explore both types
of methods throughout this book.

2.1.3 The Trade-Off Between Prediction Accuracy and Model
Interpretability

Of the many methods that we examine in this book, some are less flexible,
or more restrictive, in the sense that they can produce just a relatively
small range of shapes to estimate f . For example, linear regression is a
relatively inflexible approach, because it can only generate linear functions
such as the lines shown in Figure 2.1 or the plane shown in Figure 2.4.
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Checklist for Analytical Cross Sectional Studies [29]. For theoretical papers, we applied the Critical
Appraisal Skills Programme (CASP) qualitative research checklist [30]. We modified the checklist items,
as not all items specified in the JBI or CASP checklists were applicable to studies on healthcare analytics
(Supplementary Materials Table S2). We evaluated each article’s quality based on inclusion of: (1) clear
objective and inclusion criteria; (2) detailed description of sample population and variables; (3) data
source (e.g., hospital, database, survey) and format (e.g., structured Electronic Medical Record (EMR),
International Classification of Diseases code, unstructured text, survey response); (4) valid and reliable
data collection; (5) consideration of ethical issues; (6) detailed discussion of findings and implications;
(7) valid and reliable measurement of outcomes; and (8) use of an appropriate data mining tool for
cross-sectional studies and (1) clear statement of aims; (2) appropriateness of qualitative methodology;
(3) appropriateness of research design; (4) clearly stated findings; and (5) value of research for the
theoretical papers. Summary characteristics from any study fulfilling these criteria were included in
the final data aggregation (Supplementary Materials Table S3).

To summarize the body of knowledge, we adopted the three-step processing methodology
outlined by Levy and Ellis [31] and Webster and Watson [32] (Figure 2). During the review process,
information was extracted by identifying and defining the problem, understanding the solution
process and listing the important findings (“Know the literature”). We summarized and compared
each article with the articles associated with the similar problems (“Comprehend the literature”). This
simultaneously ensured that any irrelevant information was not considered for the analysis. The
summarized information was stored in a spreadsheet in the form of a concept matrix as described by
Webster and Watson [32]. We updated the concept matrix periodically, after completing every 20% of
the articles which is approximately 23 articles, to include new findings (“Apply”). Based on the concept
matrix, we developed a classification scheme (see Figure 3) for further comparison and contrast. We
established an operational definition (see Table 3) for each class and same class articles were separated
from the pool (“Analyze and Synthesis”). We compared classifications between researchers and we
resolved disagreements (on six articles) by discussion. The final classification provided distinguished
groups of articles with summary, facts, and remarks made by the reviewers (“Evaluate”).
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Figure 2. Three stages of effective literature review process, adapted from Levy and Ellis [31].
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Webster and Watson [32]. We updated the concept matrix periodically, after completing every 20% 
of the articles which is approximately 23 articles, to include new findings (“Apply”). Based on the 
concept matrix, we developed a classification scheme (see Figure 3) for further comparison and 
contrast. We established an operational definition (see Table 3) for each class and same class articles 
were separated from the pool (“Analyze and Synthesis”). We compared classifications between 
researchers and we resolved disagreements (on six articles) by discussion. The final classification 
provided distinguished groups of articles with summary, facts, and remarks made by the reviewers 
(“Evaluate”).  

 
Figure 2. Three stages of effective literature review process, adapted from Levy and Ellis [31]. 

 
Figure 3. Classification scheme of the literature. 

Table 3. Operational definition of the classes. 

Class Operational Definition * 

Analytics Knowledge discovery by analyzing, interpreting, and communicating data 
3A. Types of Analytics Data Interpretation and Communication method 

• Descriptive Exploration and discovery of information in the dataset [33] 
• Predictive Prediction of upcoming events based on historical data [22] 
• Prescriptive Utilization of scenarios to provide decision support [22] 

3B. Types of Data Type or nature of data used in the study 
• Web/social media 

data (WS) 
Data extracted from websites, blogs, social media like Facebook, Twitter, 
LinkedIn [23] 

• Sensor data (SD) Readings from medical devices and sensors [23] 
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Abstract: The growing healthcare industry is generating a large volume of useful data on patient
demographics, treatment plans, payment, and insurance coverage—attracting the attention of
clinicians and scientists alike. In recent years, a number of peer-reviewed articles have addressed
different dimensions of data mining application in healthcare. However, the lack of a comprehensive
and systematic narrative motivated us to construct a literature review on this topic. In this
paper, we present a review of the literature on healthcare analytics using data mining and big
data. Following Preferred Reporting Items for Systematic Reviews and Meta-Analyses (PRISMA)
guidelines, we conducted a database search between 2005 and 2016. Critical elements of the
selected studies—healthcare sub-areas, data mining techniques, types of analytics, data, and data
sources—were extracted to provide a systematic view of development in this field and possible
future directions. We found that the existing literature mostly examines analytics in clinical and
administrative decision-making. Use of human-generated data is predominant considering the wide
adoption of Electronic Medical Record in clinical care. However, analytics based on website and
social media data has been increasing in recent years. Lack of prescriptive analytics in practice and
integration of domain expert knowledge in the decision-making process emphasizes the necessity of
future research.

Keywords: healthcare; data analytics; data mining; big data; healthcare informatics; literature review

1. Introduction

Healthcare is a booming sector of the economy in many countries [1]. With its growth,
come challenges including rising costs, inefficiencies, poor quality, and increasing complexity [2].
U.S. healthcare expenditures increased by 123% between 2010 and 2015—from $2.6 trillion to
$3.2 trillion [3]. Inefficient—non-value added tasks (e.g., readmissions, inappropriate use of antibiotics,
and fraud)—constitutes 21–47% of this enormous expenditure [4]. Some of these costs were associated
with low quality care—researchers found that approximately 251,454 patients in the U.S. die each
year due to medical errors [5]. Better decision-making based on available information could mitigate
these challenges and facilitate the transition to a value-based healthcare industry [4]. Healthcare
institutions are adopting information technology in their management system [6]. A large volume of
data is collected through this system on a regular basis. Analytics provides tools and techniques to
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APLICAÇÕES

üEstudos epidemiológicos de base populacional (coorte)
üAnálises clínicas (+ processamento de imagens médicas)
üDescoberta de novos fármacos
üCura de doenças / resistência antimicrobiana (AMR)
üMedicina personalizada
üPrevenção de visitas desnecessárias ao médico

üAnálise preditiva em saúde
üRegistros eletrônicos (electronic health records – EHR)
üMonitoramento em tempo real
üSistemas de suporte à decisão
üMedicina assistida por computação / mobile health (m-Health)
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Aplicações Type-2 Diabetes and 12 CVDs
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Drug discovery and repositioning

Rastergar-Mojarad M. et al., Nature Biotech, 2015, doi: 10.1038/nbt.3183
Scannell J.W. et al., Nat Review Drug Discovery, 2012, doi: 10.1038/nrd3681

Challenge: costs (5-11bn USD), time (17 years)
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fortunately seems to be dawning in which surveillance systems
are strengthened by big-data streams, including electronic
health (e-health) patient records, and non-traditional digital
data sources, such as social media, Internet, mobile phones,
and remote sensing. For this special issue, we invited a group
of multidisciplinary experts in epidemiology, computer science,
and modeling to reflect on the recent achievements of big data
for infectious disease surveillance and modeling, identify im-
portant challenges and opportunities, and share their vision
on where the field is headed.

SCOPE OF THIS ISSUE

This special issue includes nine articles that cover a variety
of infectious diseases and methods to illustrate use of big
data, relying on three types of electronic data streams: medical
encounter data, participatory syndromic data, and nonhealth
digital data.

Medical encounter data include electronic records from
healthcare facilities, medical insurance claims, hospital dis-
charge records, and death certificates. Such data streams provide
information on disease status (here disease is defined broadly as
a collection of symptoms, confirmed infection, or a drug or vac-
cine-related adverse event) and can be monitored at the individ-
ual level or aggregated geographically before reporting.

Participatory syndromic data are crowd-sourced data in which
volunteers self-report an array of symptoms. These data streams
do not provide confirmed infection status for specific pathogens
but provide individual-level health data in near real time.

In contrast, nonhealth digital data do not depend on a par-
ticular patient or medical encounter but instead derive from use
of Internet search engines, social media, or mobile phones. In
addition to self-reporting of health outcomes, these data

streams also provide information on health-related behavior, in-
cluding contact and travel patterns, vaccine status and senti-
ments, which are key ingredients for understanding and
modeling disease transmission.

The nine articles in this issue propose ways to advance mon-
itoring, inference, and forecasting of disease outbreaks and
transmission patterns. Below, we organize the contributions
in two broad themes, disease surveillance and modeling, and in-
troduce each article briefly.

Big Data in Support of Infectious Disease Surveillance
Infectious disease surveillance is one of the most exciting oppor-
tunities created by big data, because these novel data streams can
improve timeliness, and spatial and temporal resolution, and pro-
vide access to “hidden” populations. These streams can also go
beyond disease surveillance and provide information on behav-
iors and outcomes related to vaccine or drug use. However, the
promise of these big-data streams must be balanced by caution.

In the first contribution, Simonsen et al [6] give a brief over-
view of the history of disease surveillance, highlight the gaps in
current systems, and make the case for big data to strengthen
and deepen syndromic surveillance. Using influenza as a case
study, they demonstrate how the use of high-volume Interna-
tional Classification of Diseases–coded e-health medical claims
data collected by large private-sector data warehouses sheds
light on the spread of pandemics with unprecedented spatial de-
tail. They highlight the gross underutilization of these data
streams, due in part to privacy concerns and barriers in access
to e-health data in academia and government. They also demon-
strate how novel digital surveillance tools, such as Google Flu
Trends [7], can go wrong because of overfitting and quickly go
defunct. This issue is particularly salient after deep perturbations
to disease dynamics, as is the case with the emergence of a new
pandemic virus. Continued validation against traditional surveil-
lance systems provides an hedge against these issues. In light of
the rise and fall of systems based purely on digital search engine
data, however, the way forwardmost likely involves “hybrid” sys-
tems that integrate digital big data with traditional laboratory-
based surveillance and e-health data to improve the timeliness,
accuracy, and depth of existing surveillance indicators.

In the next article, Guerrisi et al [8] discuss participatory sur-
veillance, using the European influenza reporting system Influ-
enzanet as an illustration. This surveillance system relies on
volunteers signing up online to report their health on a weekly
basis, in an effort to strengthen already well-established Sentinel
physician-based systems in Europe. The authors highlight
how such a system has the flexibility to be used for instant track-
ing of any emergent health problems. A key advantage of par-
ticipatory systems is to report from populations who would not
otherwise seek medical care for illnesses they perceive as minor,
particularly adults with influenza-like illnesses. Furthermore,
these systems allow for analysis of potential biases in the

Figure 1. Exponential increase since the early 2000s in publications at the inter-
section of big data and infectious diseases. Annual trends in the number of publi-
cations were identified through a Scopus search for articles published between 1980
and 2015, using the following keywords: (big data AND infectious diseases) OR (big
data AND epidemics) OR (digital epidemiology AND infectious diseases).
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We devote a special issue of the Journal of Infectious Diseases to review the recent advances of big data in strengthening disease
surveillance, monitoring medical adverse events, informing transmission models, and tracking patient sentiments and mobility.
We consider a broad definition of big data for public health, one encompassing patient information gathered from high-volume
electronic health records and participatory surveillance systems, as well as mining of digital traces such as social media, Internet
searches, and cell-phone logs. We introduce nine independent contributions to this special issue and highlight several cross-cutting
areas that require further research, including representativeness, biases, volatility, and validation, and the need for robust statistical
and hypotheses-driven analyses. Overall, we are optimistic that the big-data revolution will vastly improve the granularity and time-
liness of available epidemiological information, with hybrid systems augmenting rather than supplanting traditional surveillance
systems, and better prospects for accurate infectious diseases models and forecasts.
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The last 15 years have seen the rapid emergence of big data and
data science research, which lies at the intersection of computer
science, statistics and data visualization, and builds on the grow-
ing wealth of digital footprints [1]. The increasing availability of
electronic records and passive data generated by the use of In-
ternet, mobile phones, satellites, and radio-frequency sensors
can be mined to uncover new patterns and associations. One
can also take advantage of the interactive digital infrastructure
to design participatory platforms and citizen science experi-
ments. The field of infectious diseases research is not immune
to the big data revolution, as attested by a near-exponential in-
crease in the number of publications at the nexus of big data,
digital epidemiology, and infectious diseases since approxi-
mately 2001 (Figure 1).

DEFINITION OF BIG DATA

Like most fashionable and recently coined terms, the meaning
of big data remains elusive, and even the simple question “how
big is big data?” remains poorly answered. Although the term is
often reserved for data sets so large or complex that traditional
analytical approaches fail, big data can be used more broadly to
refer to advanced analytical methods, no matter the size, type,
or form [1]. Indeed, one important feature of big data resides in
“inflation,” that is, the relative size increase of data over what is
typical. This is a useful concept because the absolute size of big
data will certainly differ between scientific fields; whereas the

few gigabytes of data providing the mobile phone traces of a
few millions users can be considered small compared with the
15 petabytes of data produced by the Large Hadron Collider an-
nually, they represent a revolution in the area of social sciences
and public health. Three "V" terms, volume, velocity, and vari-
ety, are frequently associated with big data, in reference to the
quantities of data, the increasing speed of collection and use,
and the many differing types and forms they arrive in [2, 3].
In addition, qualifiers such as veracity, validity, volatility, and
value have been put forward to address the need for accuracy,
staying power, and utility of these data.

THE DAWNING BIG-DATA ERA IN INFECTIOUS
DISEASES

The pillar of infectious disease control has always been surveil-
lance systems tracking diseases, pathogens, and clinical out-
comes [4]. Traditional surveillance systems, however, are
notorious for severe time lags and lack of spatial resolution; sys-
tems that are robust, local, and timely are thus critically needed.
Monitoring and forecasting of emerging and reemerging infec-
tions are of particular interest [5], including pandemic influen-
za, Middle East respiratory syndrome, severe acute respiratory
syndrome, Ebola, Zika, and drug-resistant pathogens.

Sectors such as marketing or meteorology have perfected the
art of real-time acquisition and analysis of highly resolved dig-
ital data, providing a detailed lens on human social behavior
and our physical environment. In public health, however, crit-
ical surveillance systems remain primarily based on manually
collected and coded data, slow to amass and expensive, and dif-
ficult to disseminate for analysis. Furthermore, reporting from
these systems tends to be national or regional with little in the
way of information about diseases at the local level. A new era
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Aplicações Medical image processing
Examples

Applications of Computers in Radiology

• to do with physical process
– Digital Image Acquisition

• CT, Computed Radiography
– Image Enhancement

• Noise reduction, Registration
• to do with information processing

– Digital Infrastructure
• PACS, Teleradiology

• to do with human processing
– Image Interpretation

• CAD, Decision Support

What is imaging?

• We use radiating energy to create images
– radiation enters and interacts with the body
– emitted radiation is detected
– something inferred about either

• the spatial arrangement of tissue

• the functioning of the imaged tissue
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Use of the model to discriminate between
syndromes

Each face is a point in n
dimensional space where n is
the number of modes of
variation following PCA

Can draw a hyperline between
the two means and project
cases onto the line
‘Nearest’ mean is one classifier
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Each row
shows a
series of
views of the
mean face
for a
different
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Hammond et al. Using a database of 3D facial
scans to identify genetic disorders

• Many genetic abnormalities involve unusual facial
appearances
– Sometimes an obvious feature suggests a particular syndrome
– Sometimes it is a matter of a subtle gestalt that only an expert may
identify

• Rapid cost-effective 3D facial scans allow the creation of a
database to study the relationship between syndromes
and appearance
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• To bring together electronic records containing information from different 
sources about an entity (individual, organisation, location etc).
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linkage pathway that can increase or mitigate linkage error and
its impact on results. No formal process was used to achieve
consensus. The main item of contention related to the accept-
ability of statistical disclosure controls that degrade the quality
and utility of the data prior to analysis (Supplementary
glossary, Appendix S1).17,18

Drafts of the recommendations were reviewed by a wider
team of UK linkage experts in June 2016 (24 UK experts).
We also presented the guidance at an international workshop
on data linkage in September 2016 and subsequently held a
face-to-face meeting of six international and three UK
experts to discuss revisions to the guidance (all contributing
experts are listed in the acknowledgements).19

In the next section and in Table 1, we propose items of
information prioritized by the linkage experts for sharing at
each step of the linkage pathway (Fig. 1). Such information
could be included in reports of analyses using linked data, or
as Supplementary data (e.g. online Appendices).20

Step 1. Data provision—the generation, processing
and quality control of the source data for linkage
The data provider should publish or otherwise share infor-
mation to explain how the data set was created and main-
tained (Table 1, Step 1a, 1b(i–iv)). In some cases, data
providers may need to obtain this information from the ser-
vice that generated the data. The way data are collected,
cleaned and standardized can influence the accuracy of the
data and any subsequent linkage.21 Data providers should
share information about how unique identifiers (e.g. NHS
number, NI Number and driving license number) were gen-
erated and validated. Transcription errors, misspellings and
missing data in particular can cause false- and missed-
matches.13,22,23 Information about data cleaning rules and

the extent of missing data or errors in identifiers can help
identify common scenarios that cause linkage error.13

Information should also be provided about any preproces-
sing of source data sets involving internal linkage of multiple
records to the same entity or to remove duplicate records
(Table 1, Step 1, 1b(iii)). For example, in Hospital Episodes
Statistics (HES) for NHS hospital contacts in England, an
algorithm links repeated contacts over time for the same
patient.13,24 False-matches and missed-matches occurring
during this internal linkage can compound subsequent link-
age errors when the HES is linked externally to another data
set, such as primary care records.25 Provided information is
shared about internal linkage errors within one or more of
the source data sets, data linkers may be able to develop
linkage algorithms that minimize the problem.14 In addition,
information on the rates of false- and missed-matches can
be used to adjust results of analyses or to undertake sensitiv-
ity analyses.5

Data providers or data linkers can replace real-world identi-
fiers with artificial identifiers, i.e. numbers or codes that cannot
be traced to the individual or unit (Table 1, Step 1, 1b(iv) or
Step 2, 2a(ii)). The aim is to reduce the risk of identification
during linkage. A variety of methods can be used, referred to
as privacy preserving techniques.26,27 For example, the UK
Office of National Statistics replaces real-world names and
numbers with an artificial identifier after cleaning and standard-
ization of data received from data providers but prior to link-
age (Table 1, Step 2, 2a(ii)). This process is irreversible as the
artificial identifier cannot be decoded to regenerate the real-
world identifiers.4,28 Replacement with artificial identifiers prior
to linkage is controversial because it makes it difficult to quan-
tify or take into account linkage errors related to certain char-
acteristics, such as names, postcodes or dates.29

Fig. 1 Steps in the data linkage pathway.

GUILD GUIDANCE 3

Downloaded from https://academic.oup.com/jpubhealth/article-abstract/doi/10.1093/pubmed/fdx037/3091693/GUILD-GUidance-for-Information-about-Linking-Data
by guest
on 05 September 2017
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GUILD: GUidance for Information about Linking Data sets 
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linkage pathway that can increase or mitigate linkage error and
its impact on results. No formal process was used to achieve
consensus. The main item of contention related to the accept-
ability of statistical disclosure controls that degrade the quality
and utility of the data prior to analysis (Supplementary
glossary, Appendix S1).17,18

Drafts of the recommendations were reviewed by a wider
team of UK linkage experts in June 2016 (24 UK experts).
We also presented the guidance at an international workshop
on data linkage in September 2016 and subsequently held a
face-to-face meeting of six international and three UK
experts to discuss revisions to the guidance (all contributing
experts are listed in the acknowledgements).19

In the next section and in Table 1, we propose items of
information prioritized by the linkage experts for sharing at
each step of the linkage pathway (Fig. 1). Such information
could be included in reports of analyses using linked data, or
as Supplementary data (e.g. online Appendices).20

Step 1. Data provision—the generation, processing
and quality control of the source data for linkage
The data provider should publish or otherwise share infor-
mation to explain how the data set was created and main-
tained (Table 1, Step 1a, 1b(i–iv)). In some cases, data
providers may need to obtain this information from the ser-
vice that generated the data. The way data are collected,
cleaned and standardized can influence the accuracy of the
data and any subsequent linkage.21 Data providers should
share information about how unique identifiers (e.g. NHS
number, NI Number and driving license number) were gen-
erated and validated. Transcription errors, misspellings and
missing data in particular can cause false- and missed-
matches.13,22,23 Information about data cleaning rules and

the extent of missing data or errors in identifiers can help
identify common scenarios that cause linkage error.13

Information should also be provided about any preproces-
sing of source data sets involving internal linkage of multiple
records to the same entity or to remove duplicate records
(Table 1, Step 1, 1b(iii)). For example, in Hospital Episodes
Statistics (HES) for NHS hospital contacts in England, an
algorithm links repeated contacts over time for the same
patient.13,24 False-matches and missed-matches occurring
during this internal linkage can compound subsequent link-
age errors when the HES is linked externally to another data
set, such as primary care records.25 Provided information is
shared about internal linkage errors within one or more of
the source data sets, data linkers may be able to develop
linkage algorithms that minimize the problem.14 In addition,
information on the rates of false- and missed-matches can
be used to adjust results of analyses or to undertake sensitiv-
ity analyses.5

Data providers or data linkers can replace real-world identi-
fiers with artificial identifiers, i.e. numbers or codes that cannot
be traced to the individual or unit (Table 1, Step 1, 1b(iv) or
Step 2, 2a(ii)). The aim is to reduce the risk of identification
during linkage. A variety of methods can be used, referred to
as privacy preserving techniques.26,27 For example, the UK
Office of National Statistics replaces real-world names and
numbers with an artificial identifier after cleaning and standard-
ization of data received from data providers but prior to link-
age (Table 1, Step 2, 2a(ii)). This process is irreversible as the
artificial identifier cannot be decoded to regenerate the real-
world identifiers.4,28 Replacement with artificial identifiers prior
to linkage is controversial because it makes it difficult to quan-
tify or take into account linkage errors related to certain char-
acteristics, such as names, postcodes or dates.29

Fig. 1 Steps in the data linkage pathway.
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linkage pathway that can increase or mitigate linkage error and
its impact on results. No formal process was used to achieve
consensus. The main item of contention related to the accept-
ability of statistical disclosure controls that degrade the quality
and utility of the data prior to analysis (Supplementary
glossary, Appendix S1).17,18

Drafts of the recommendations were reviewed by a wider
team of UK linkage experts in June 2016 (24 UK experts).
We also presented the guidance at an international workshop
on data linkage in September 2016 and subsequently held a
face-to-face meeting of six international and three UK
experts to discuss revisions to the guidance (all contributing
experts are listed in the acknowledgements).19

In the next section and in Table 1, we propose items of
information prioritized by the linkage experts for sharing at
each step of the linkage pathway (Fig. 1). Such information
could be included in reports of analyses using linked data, or
as Supplementary data (e.g. online Appendices).20

Step 1. Data provision—the generation, processing
and quality control of the source data for linkage
The data provider should publish or otherwise share infor-
mation to explain how the data set was created and main-
tained (Table 1, Step 1a, 1b(i–iv)). In some cases, data
providers may need to obtain this information from the ser-
vice that generated the data. The way data are collected,
cleaned and standardized can influence the accuracy of the
data and any subsequent linkage.21 Data providers should
share information about how unique identifiers (e.g. NHS
number, NI Number and driving license number) were gen-
erated and validated. Transcription errors, misspellings and
missing data in particular can cause false- and missed-
matches.13,22,23 Information about data cleaning rules and

the extent of missing data or errors in identifiers can help
identify common scenarios that cause linkage error.13

Information should also be provided about any preproces-
sing of source data sets involving internal linkage of multiple
records to the same entity or to remove duplicate records
(Table 1, Step 1, 1b(iii)). For example, in Hospital Episodes
Statistics (HES) for NHS hospital contacts in England, an
algorithm links repeated contacts over time for the same
patient.13,24 False-matches and missed-matches occurring
during this internal linkage can compound subsequent link-
age errors when the HES is linked externally to another data
set, such as primary care records.25 Provided information is
shared about internal linkage errors within one or more of
the source data sets, data linkers may be able to develop
linkage algorithms that minimize the problem.14 In addition,
information on the rates of false- and missed-matches can
be used to adjust results of analyses or to undertake sensitiv-
ity analyses.5

Data providers or data linkers can replace real-world identi-
fiers with artificial identifiers, i.e. numbers or codes that cannot
be traced to the individual or unit (Table 1, Step 1, 1b(iv) or
Step 2, 2a(ii)). The aim is to reduce the risk of identification
during linkage. A variety of methods can be used, referred to
as privacy preserving techniques.26,27 For example, the UK
Office of National Statistics replaces real-world names and
numbers with an artificial identifier after cleaning and standard-
ization of data received from data providers but prior to link-
age (Table 1, Step 2, 2a(ii)). This process is irreversible as the
artificial identifier cannot be decoded to regenerate the real-
world identifiers.4,28 Replacement with artificial identifiers prior
to linkage is controversial because it makes it difficult to quan-
tify or take into account linkage errors related to certain char-
acteristics, such as names, postcodes or dates.29

Fig. 1 Steps in the data linkage pathway.
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1 Motivation 

Analysing relations between temporal events in clinical narratives has high impor-
tance for proving different hypothesis in healthcare: in risk factors analysis, treatment 
effect assessment, comparative analysis of treatment with different medications and 
dosage; monitoring of disease complications as well as in epidemiology for identify-
ing complex relations between different disorders and causes for their coexistence – 
so called comorbidity. A lot of research efforts were reported in the area of electronic 
health records (EHR) visualisation and analysis of periodical data for single patient or 
searching patterns for a cohort of patients [4, 5, 13, 14, 15]. The work [16] proposes a 
method for temporal event matrix representation and a learning framework that dis-
covers complex latent event patterns or diabetes mellitus complications. Patnaik et al 
[4, 5] report one of the first attempts for mining patients’ history in big data scope – 
processing over 1.6 million of patient histories. They demonstrate a system called 
EMRView for mining the precedence relationships to identify and visualize partially 
order information. Three tasks are addressed in their research: mining parallel epi-
sodes, tracking serial extensions, and learning partial orders. 

Mining frequent event pattern is a major task in data mining. It filters events with 
similar importance and features; this relationship can be specified by temporal con-
straints. There are two major tasks in data mining related to the temporal events 
analysis: (i) frequent patterns mining and (ii) frequent sequence mining. The differ-
ence between them is that in the first case, the event order does not matter. 

In frequent patterns mining the events are considered as sets – collections of ob-
jects called itemsets. We investigate how often two or more objects co-occur. Usually 
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Fig. 3. System Architecture 

event data. The data mining module uses a cascade approach for solving the three 
main tasks listed in Section 2. Initially it applies a modification of the classical Apri-
ori algorithm [12] and generates a chronic diseases itemsets lattice and a prefix-based 
search tree, by also keeping partial orders for each two items and their support. The 
resulted lattice and partial orders information from the previous phase are used in the 
next phase - for frequent sequence mining. And finally, periodical events mining is 
applied for acute disease sequence.  

5 Applications 

Our system for event mining, presented briefly above, is applied for searching as-
sociations of Schizophrenia (SCZ), Diabetes Mellitus Type 2 (T2D) and Hyperprolac-
tinemia. It is well known that patients with SCZ are at an increased risk of T2D, 
therefore a better understanding of the factors contributing to T2D is needed. SCZ is 
often treated with antipsychotic agents but the use of antipsychotics has been associ-
ated with Hyperprolactinemia, or elevated prolactin levels (a serious hormonal ab-
normality). Thus, given the large repository of OAs, that covers more than 5 mln citi-
zens of Bulgaria, it is interesting to study associations and dependencies among SCZ, 
T2D and Hyperprolactinemia in the context of the treatment prescribed to the patients. 

Regarding the treatment it is well known that the classical antipsychotics, blocking 
D2 dopamine receptors, lead to extrapyramidal effects related to antagonism in the 
nigrostriatal pathway, and Hyperprolactinaemia due to antagonism in the 
tuberoinfundibular pathway. In the early 1990s a new class of antipsychotics was 
introduced in the clinical practice with the alleged advantage of causing no or 
minimal extrapyramidal side effects, and the resulting potential to increase treatment 
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Abstract—With a massive influx of multimodality data,
the role of data analytics in health informatics has grown
rapidly in the last decade. This has also prompted increas-
ing interests in the generation of analytical, data driven
models based on machine learning in health informatics.
Deep learning, a technique with its foundation in artificial
neural networks, is emerging in recent years as a powerful
tool for machine learning, promising to reshape the future of
artificial intelligence. Rapid improvements in computational
power, fast data storage, and parallelization have also con-
tributed to the rapid uptake of the technology in addition to
its predictive power and ability to generate automatically op-
timized high-level features and semantic interpretation from
the input data. This article presents a comprehensive up-to-
date review of research employing deep learning in health
informatics, providing a critical analysis of the relative merit,
and potential pitfalls of the technique as well as its future
outlook. The paper mainly focuses on key applications of
deep learning in the fields of translational bioinformatics,
medical imaging, pervasive sensing, medical informatics,
and public health.

Index Terms—Bioinformatics, deep learning, health
informatics, machine learning, medical imaging, public
health, wearable devices.

I. INTRODUCTION

D EEP learning has in recent years set an exciting new
trend in machine learning. The theoretical foundations

of deep learning are well rooted in the classical neural network
(NN) literature. But different to more traditional use of NNs,
deep learning accounts for the use of many hidden neurons and
layers—typically more than two—as an architectural advan-
tage combined with new training paradigms. While resorting to
many neurons allows an extensive coverage of the raw data at
hand, the layer-by-layer pipeline of nonlinear combination of
their outputs generates a lower dimensional projection of the
input space. Every lower-dimensional projection corresponds
to a higher perceptual level. Provided that the network is opti-
mally weighted, it results in an effective high-level abstraction
of the raw data or images. This high level of abstraction renders
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Fig. 1. Distribution of published papers that use deep learning in subar-
eas of health informatics. Publication statistics are obtained from Google
Scholar; the search phrase is defined as the subfield name with the exact
phrase deep learning and at least one of medical or health appearing,
e.g., “public health” “deep learning” medical OR health.

an automatic feature set, which otherwise would have required
hand-crafted or bespoke features.

In domains such as health informatics, the generation of this
automatic feature set without human intervention has many ad-
vantages. For instance, in medical imaging, it can generate fea-
tures that are more sophisticated and difficult to elaborate in de-
scriptive means. Implicit features could determine fibroids and
polyps [1], and characterize irregularities in tissue morphology
such as tumors [2]. In translational bioinformatics, such fea-
tures may also determine nucleotide sequences that could bind
a DNA or RNA strand to a protein [3]. Fig. 1 outlines a rapid
surge of interest in deep learning in recent years in terms of the
number of papers published in sub-fields in health informatics
including bioinformatics, medical imaging, pervasive sensing,
medical informatics, and public health.

Among various methodological variants of deep learning,
several architectures stand out in popularity. Fig. 2 depicts the
number of publications by deep learning method since 2010.
In particular, Convolutional Neural Networks (CNNs) have had
the greatest impact within the field of health informatics. Its
architecture can be defined as an interleaved set of feed-forward
layers implementing convolutional filters followed by reduction,
rectification or pooling layers. Each layer in the network orig-
inates a high-level abstract feature. This biologically-inspired
architecture resembles the procedure in which the visual cortex
assimilates visual information in the form of receptive fields.
Other plausible architectures for deep learning include those
grounded in compositions of restricted Boltzmann machines
(RBMs) such as deep belief networks (DBNs), stacked Autoen-
coders functioning as deep Autoencoders, extending artificial

This work is licensed under a Creative Commons Attribution 3.0 License. For more information, see http://creativecommons.org/licenses/by/3.0/

4 IEEE JOURNAL OF BIOMEDICAL AND HEALTH INFORMATICS, VOL. 21, NO. 1, JANUARY 2017

Deep Learning for Health Informatics
Daniele Ravı̀, Charence Wong, Fani Deligianni, Melissa Berthelot, Javier Andreu-Perez, Benny Lo,

and Guang-Zhong Yang, Fellow, IEEE

Abstract—With a massive influx of multimodality data,
the role of data analytics in health informatics has grown
rapidly in the last decade. This has also prompted increas-
ing interests in the generation of analytical, data driven
models based on machine learning in health informatics.
Deep learning, a technique with its foundation in artificial
neural networks, is emerging in recent years as a powerful
tool for machine learning, promising to reshape the future of
artificial intelligence. Rapid improvements in computational
power, fast data storage, and parallelization have also con-
tributed to the rapid uptake of the technology in addition to
its predictive power and ability to generate automatically op-
timized high-level features and semantic interpretation from
the input data. This article presents a comprehensive up-to-
date review of research employing deep learning in health
informatics, providing a critical analysis of the relative merit,
and potential pitfalls of the technique as well as its future
outlook. The paper mainly focuses on key applications of
deep learning in the fields of translational bioinformatics,
medical imaging, pervasive sensing, medical informatics,
and public health.

Index Terms—Bioinformatics, deep learning, health
informatics, machine learning, medical imaging, public
health, wearable devices.

I. INTRODUCTION

D EEP learning has in recent years set an exciting new
trend in machine learning. The theoretical foundations

of deep learning are well rooted in the classical neural network
(NN) literature. But different to more traditional use of NNs,
deep learning accounts for the use of many hidden neurons and
layers—typically more than two—as an architectural advan-
tage combined with new training paradigms. While resorting to
many neurons allows an extensive coverage of the raw data at
hand, the layer-by-layer pipeline of nonlinear combination of
their outputs generates a lower dimensional projection of the
input space. Every lower-dimensional projection corresponds
to a higher perceptual level. Provided that the network is opti-
mally weighted, it results in an effective high-level abstraction
of the raw data or images. This high level of abstraction renders

Manuscript received October 11, 2016; revised November 28, 2016;
accepted December 2, 2016. Date of publication December 29, 2016;
date of current version January 31, 2017. This work was supported
by the EPSRC Smart Sensing for Surgery (EP/L014149/1) and in
part by the EPSRC-NIHR HTC Partnership Award (EP/M000257/1 and
EP/N027132/1).

The authors are with the Hamlyn Centre, Imperial College London,
London SW7 2AZ, U.K. (e-mail: d.ravi@imperial.ac.uk; charence@
imperial.ac.uk; fani.deligianni@imperial.ac.uk; m.berthelot14@imperial.
ac.uk; javier.andreu@imperial.ac.uk; benny.lo@imperial.ac.uk; g.z.
yang@imperial.ac.uk).

Digital Object Identifier 10.1109/JBHI.2016.2636665

Fig. 1. Distribution of published papers that use deep learning in subar-
eas of health informatics. Publication statistics are obtained from Google
Scholar; the search phrase is defined as the subfield name with the exact
phrase deep learning and at least one of medical or health appearing,
e.g., “public health” “deep learning” medical OR health.

an automatic feature set, which otherwise would have required
hand-crafted or bespoke features.

In domains such as health informatics, the generation of this
automatic feature set without human intervention has many ad-
vantages. For instance, in medical imaging, it can generate fea-
tures that are more sophisticated and difficult to elaborate in de-
scriptive means. Implicit features could determine fibroids and
polyps [1], and characterize irregularities in tissue morphology
such as tumors [2]. In translational bioinformatics, such fea-
tures may also determine nucleotide sequences that could bind
a DNA or RNA strand to a protein [3]. Fig. 1 outlines a rapid
surge of interest in deep learning in recent years in terms of the
number of papers published in sub-fields in health informatics
including bioinformatics, medical imaging, pervasive sensing,
medical informatics, and public health.

Among various methodological variants of deep learning,
several architectures stand out in popularity. Fig. 2 depicts the
number of publications by deep learning method since 2010.
In particular, Convolutional Neural Networks (CNNs) have had
the greatest impact within the field of health informatics. Its
architecture can be defined as an interleaved set of feed-forward
layers implementing convolutional filters followed by reduction,
rectification or pooling layers. Each layer in the network orig-
inates a high-level abstract feature. This biologically-inspired
architecture resembles the procedure in which the visual cortex
assimilates visual information in the form of receptive fields.
Other plausible architectures for deep learning include those
grounded in compositions of restricted Boltzmann machines
(RBMs) such as deep belief networks (DBNs), stacked Autoen-
coders functioning as deep Autoencoders, extending artificial

This work is licensed under a Creative Commons Attribution 3.0 License. For more information, see http://creativecommons.org/licenses/by/3.0/

Análise preditiva



Análise preditiva



Processamento de imagens



Mineração visual de dados

https://www.brazilhealthdata.com/

https://www.brazilhealthdata.com/


www.atyimolab.ufba.br



Why AtyImo

ü Aty [tupi]: Unity
ü Imo [iorubá]: Knowledge, Consciousness
ü Átimo [portuguese]: suddenly, moment (a very brief period of time)

Name coined by Robespierre Pita (2015)



Who we are



Current work

K-fact: categorical
data clustering

Parallel
data linkage

Plasma
Physics

Deep learning
over EHR

Bioinformatics

Malaria epidemic
forecasting

Visual
data mining

Cloud
robotics Blockchain

over EHR

Machine learning
+ spatial data?

Classification
models

PhD
students

Master
students

Undergraduate
students



PARTNERS SPONSORS



What we do

cloud
robotics

hybrid
parallel
computing

big data
linkage &
analytics



AtyImo – Data linkage platform

Da
ta

 la
ke

Quality analysis Preprocessing Linkage Accuracy check Data mart
generation

ü Cleansing, blocking
ü Anonymization

ü Harmonization
ü Quality metrics

ü Deterministic
ü Probabilistic

ü Manual and ML-
based review

linked unlinked dubiousinput data sets anonymised data sets
training
data set

test
data set data mart metadata

ü Data mart release
ü Metadata

Data ingestion Data analysis Visual mining
and report

Data analytics pipeline

ü Harmonization
ü Data imputation

ü Deep + Machine learning
ü Statistical tools

ü Visual modelling, storyboards
ü Geospatial data

To
ol

s



Brazilian governmental databases

≌22
programmes

SIH (hospital episodes)
SINAN (notifiable diseases)
SIM (mortality)
SINASC (live births)
SISVAN (nutritional growth)
SIVEP (malaria notifications)
Vetores-malária (vector control)
RESP (microcephaly episodes -> Zika)
GAL (laboratory management)
...

Social programmes Public health system (SUS)
ü Targeted to poor and extremely poor families.
ü Cadastro Único: central registrar for all programmes.

ü Big and complex public health system.
- from primary care to specialised transplantations.

ü Used by approximately 77% of the Brazilian
population (164 million people).



Existing research platforms we contribute to
ü The 100 Million Cohort ü Baseline: CadastroÚnico, 2001-2015, 114 million individuals

x 367 atributes.
ü Cohort: baseline + Bolsa Família (cash transfers) + Housing

(MCMV), 2001 – 2015, 400 million records, 3,000 attributes.
ü Used by +20 projects assessing the effects of

social programmes on health outcomes.
ü Zika surveillance (+ microcephaly)

ü Birth cohort, 2001 – 2030, ≌80 million records.
ü Morbidity, mortality, socioeconomic and service data.
ü Focus on the triple epidemic (Zika, Dengue and Chikungunya) 

and health/educational outcomes related to microcephaly.

ü Malaria linkage & analytics
ü Malaria episodes (>5 million records) + mortality + 

socioeconomic + climate data, 2000 – 2018.
ü Focus on i) data aggregation and ii) epidemic forecasting.
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Fig. 6. Best coefficient and related results (CADU cohort x SIM, SE).

Fig. 7. Best coefficient and related results (CADU cohort × SIM, SC).

From these experiments, we observed which Dice values pro-
vided the best results for each case and measured the distance
between them to verify the suitability of using the same co-
efficients for all linkages. Best coefficients varied from 8.800
to 9.400, being used as thresholds to separate dubious records.
This observed variation reinforces the complexity of running
probabilistic linkages without gold standards.

C. Scalability Evaluation

We measured the time spent on linkage for each tool in
Table IV. Average times (in seconds) for five executions were:
FRIL (681), Febrl (3.780), AtyImo (103); decreasing to FRIL
(37), Febrl (2.730), AtyImo (42) using blocking. Although these
results were obtained with a small database, they illustrate how
AtyImo performs as good as other tools. We consider AtyImo’s
major advantage as its ability to scale upwards to huge databases,
which we were unable to do with other tools. We linked the en-
tire cohort to 370.000 records from SINAN in nine days using
20 nodes (40 2.8 GHz cores, 256 GB RAM) from a dedicated
supercomputer. We also linked 7 million cohort records to one

Algorithm 1: AtyImo code using OpenMP and CUDA.
INPUT
matrixA // larger matrix (dataset A)
matrixB // smallermatrix(datasetB)
matrizA_gpu // matrixA chunk at GPU
matrizA_cpu // matrixA chunk at CPU
nlines_a // # of lines of matrixA
nlines_b // # of lines of matrixB
num_col // # of columns in both

matrices
puThreshold // matrixA chunk in each

processor
qtd_gpu // available GPUs
OUTPUT: Dice (similarity) between
records
1: int ∗puThreshold = getPuThreshold

(qtd_gpu, percentage_
each_gpu);

2: omp_set_nested(1);
3: omp_set_num_threads(num_gpus);
4: #pragma omp parallel num_threads

(qtd_gpu+1)
5: {
6: int id = omp_get_thread_num();
7: if(id == 0) {
8: int *matrixA_cpu = split(matrixA,

puThreshold);
9: #pragma omp parallel

num_threads(threads_cpu) {
10: intidNested=omp_get_thread_num();
11: cpu_exec(matrixA_cpu, matrixB,

nlines_b, puThreshold, idNested);
12: }
13: }
14: else if(id != 0) {
15: cudaSetDevice(id);
16: cudaGetDevice(&gpu_id);
17: int *matrixA_gpu;
18: matrizA_gpu = split(matrixA,

puThreshold);
19: kernel(matrixA_gpu, matrixB,

nlines_a_gpu, nlines_b, num_col);
20: }
21: }

million records from SIM in four days using a 56-core (3.1 GHz,
512 GB RAM) server.

Considering the potential speed up of parallel architectures,
we have ported AtyImo to heterogeneous (CPU+GPU) plat-
forms aiming to simultaneously use all available processors to
distribute data and tasks. We have used a static strategy to as-
sign data and tasks over available CPU and GPU subsystems.
We initialize the runtime with as many CPU threads as CUDA
devices, since one CPU thread is linked to each GPU to perform
memory and control operations, plus a number of CPU threads
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TABLE III
ATYIMO-SPARK CODE ORGANIZATION

Module Purpose

preprocessing.py Data cleansing and standardization
createBlockKey.py and Blocking (record grouping)
writeBlocks.py
encondingBlocking.py Creation of Bloom filters
correlation.py Pairwise comparison and matching
dedupByKey.py and Generation of research datasets
createDatamart.py
config.py and Data and Spark configuration
config_static.py

TABLE IV
COMPARATIVE ANALYSIS—ATYIMO × FRIL × FEBRL

FRIL FRIL Febrl Febrl AtyImo AtyImo
blocking blocking blocking

TP 486 484 480 479 486 486
TN 0 0 0 0 0 0
FP 1 0 1 0 0 0
FN 0 2 6 7 0 0

in Table III. The correlation() module is the most time-
consuming as it performs pairwise comparisons, similarity cal-
culations, and matching decisions.

A. Accuracy in Controlled Scenarios

Table IV presents a comparative analysis linking a controlled
database with positive tests for rotavirus (children treated for
diarrhoea) to a database with children’s hospital admissions for
all-cause diseases (including diarrhoea). The first database had
486 records, to which we added 200 additional random records
as noise. The second database had 9678 records. The goals were
to correctly retrieve all 486 records from the second database
(simulating a controlled behavior) and compare AtyImo’s results
against other tools.

We observed similar accuracy in terms of TP and TN pairs,
with a slight advantage for AtyImo when considering FP and
FN pairs. We used the same comparison strategy for FRIL
and Febrl: attributes name and mother_name were compared
through the Jaro–Winkler distance (weight = 1), date difference
for date_of_birth (weight = 0.9), exact match for municipality_
code, and gender (weight = 0.8 for both). This configuration
is similar to AtyImo’s hybrid approach. Blocking was based on
the sorted neighborhood algorithm, which sorts records through
a given key and only compares records within a predefined
distance window, whereas, for AtyImo, we used the predicate
described in Section III. As FRIL and Febrl have a black-box
implementation, we were unable to fully explore how blocking
influences the results obtained.

B. Accuracy in Uncontrolled Scenarios

While the cohort creation was taking place, we performed ex-
periments linking isolated CADU samples (from 2007 to 2015)

TABLE V
LINKAGE RESULTS (SAMPLE: CADU TUBERCULOSIS 2011)

Databases Matched pairs TPs (%)

(number of records) Full Hybrid Full Hybrid

CADU 2011 × SIH SE 40 24 23 23
(1 ,447 512) × (49) (57.5%) (95.8%)
CADU 2011 × SIH SC 140 95 83 86
(1 988 599) × (330) (59.2%) (90.5%)
CADU 2011 × SINAN SE 398 311 309 299
(1 447 512) × (624) (77.6%) (96.1%)
CADU 2011 × SINAN SC 661 500 551 462
(1 988 599) × (2049) (83.3%) (92.4%)

Fig. 5. Best coefficient and related results (CADU cohort x SIM, RO).

to health databases covering specific diseases (e.g., tuberculo-
sis, children mortality, BCG vaccination, etc.). Table V presents
linkage results for tuberculosis between the CADU 2011 (best
quality sample), the hospitalizations (SIH), and the disease
notifications (SINAN) databases. We used samples from two
Brazilian states: Sergipe (SE), the smallest sample (few
individuals in CADU), and Santa Catarina (SC), a middle size
sample. They were chosen for manual review purposes.

The hybrid approach retrieved more TP pairs compared to
the full probabilistic routine, which emphasizes that individual
comparison of linkage attributes provides more accurate results
less influenced by imputation errors. We made similar tests with
a bigger sample (BA) and a poorest data quality sample (RO)
(see Table I).

In [5], we presented the overall cutoff points providing better
results when linking cohort records to different mortality (SIM)
samples (RO, SE, and SC), respectively: 9.300 (sensitivity
94.3%, PPV 95.9%), 9.300 (sensitivity 97.6%, PPV 97.7%),
9.000 (sensitivity 86.6%, PPV 93.5%). We plotted ROC curves
for all experiments to visually assess the power of discrimina-
tion of each coefficient, as depicted in Figs. 5 to 7. Results from
the SC sample were slightly worse compared to other samples,
having been influenced by expressive missing data present in
2007 to 2009 fragments.
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13: }
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million records from SIM in four days using a 56-core (3.1 GHz,
512 GB RAM) server.

Considering the potential speed up of parallel architectures,
we have ported AtyImo to heterogeneous (CPU+GPU) plat-
forms aiming to simultaneously use all available processors to
distribute data and tasks. We have used a static strategy to as-
sign data and tasks over available CPU and GPU subsystems.
We initialize the runtime with as many CPU threads as CUDA
devices, since one CPU thread is linked to each GPU to perform
memory and control operations, plus a number of CPU threads

J Supercomput
https://doi.org/10.1007/s11227-018-2328-3

Exploring hybrid parallel systems for probabilistic
record linkage

Murilo Boratto1 · Pedro Alonso2 ·
Clicia Pinto3 · Pedro Melo3 · Marcos Barreto3 ·
Spiros Denaxas4

© Springer Science+Business Media, LLC, part of Springer Nature 2018

Abstract Record linkage is a technique widely used to gather data stored in disparate
data sources that presumably pertain to the same real world entity. This integration can
be done deterministically or probabilistically, depending on the existence of common
key attributes among all data sources involved. The probabilistic approach is very time-
consuming due to the amount of records that must be compared, specifically in big data
scenarios. In this paper, we propose and evaluate a methodology that simultaneously
exploits multicore and multi-GPU architectures in order to perform the probabilistic

B Pedro Alonso
palonso@dsic.upv.es; palonso@upv.es

Murilo Boratto
muriloboratto@uneb.br

Clicia Pinto
cliciasp@ufba.br

Pedro Melo
pmelo@ufba.br

Marcos Barreto
marcseb@ufba.br

Spiros Denaxas
s.denaxas@ucl.ac.uk

1 Núcleo de Arquitetura de Computadores e Sistemas Operacionais, Universidade do Estado da
Bahia, Salvador, Bahia, Brazil

2 Departament of Information Systems and Computation, Universitat Politècnica de València,
Valencia, Spain

3 Laboratório de Sistemas Distribuídos, Universidade Federal da Bahia, Salvador, Bahia, Brazil
4 Institute of Health Informatics Research, School of Computer Science and Informatics, University

College London, London, UK

123

Author's personal copy

A Machine Learning Trainable Model to Assess
the Accuracy of Probabilistic Record Linkage

Robespierre Pita1(B), Everton Mendonça1, Sandra Reis2, Marcos Barreto1,3,
and Spiros Denaxas3

1 Computer Science Department,
Federal University of Bahia (UFBA), Salvador, Brazil

pierre.pita@gmail.com, evertonmj@gmail.com
2 Centre for Data and Knowledge Integration for Health (CIDACS),

Oswaldo Cruz Foundation (FIOCRUZ), Rio de Janeiro, Brazil
ssreis02@gmail.com

3 Farr Institute of Health Informatics Research,
University College London, London, UK
{m.barreto,s.denaxas}@ucl.ac.uk

Abstract. Record linkage (RL) is the process of identifying and linking
data that relates to the same physical entity across multiple heteroge-
neous data sources. Deterministic linkage methods rely on the presence
of common uniquely identifying attributes across all sources while prob-
abilistic approaches use non-unique attributes and calculates similarity
indexes for pair wise comparisons. A key component of record linkage is
accuracy assessment — the process of manually verifying and validat-
ing matched pairs to further refine linkage parameters and increase its
overall effectiveness. This process however is time-consuming and imprac-
tical when applied to large administrative data sources where millions
of records must be linked. Additionally, it is potentially biased as the
gold standard used is often the reviewer’s intuition. In this paper, we
present an approach for assessing and refining the accuracy of proba-
bilistic linkage based on different supervised machine learning methods
(decision trees, näıve Bayes, logistic regression, random forest, linear
support vector machines and gradient boosted trees). We used data sets
extracted from huge Brazilian socioeconomic and public health care data
sources. These models were evaluated using receiver operating character-
istic plots, sensitivity, specificity and positive predictive values collected
from a 10-fold cross-validation method. Results show that logistic regres-
sion outperforms other classifiers and enables the creation of a general-
ized, very accurate model to validate linkage results.

1 Introduction

Record linkage (RL) is a methodology to aggregate data from disparate data
sources believed to pertain to the same entity [21]. It can be implemented using
deterministic and probabilistic approaches, depending on the existence (first
case) or the absence (second case) of a common set of identifier attributes in
c⃝ Springer International Publishing AG 2017
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Fig. 3. Boxplots of 10-fold accuracy, PPV, sensibility and specificity measures in di↵er-
ent ML algorithms. The results of di↵erent ML algorithms are represented by letters:
a = decision trees, b = naive Bayes, c = logistic regression, d = random forest, e =
linear support vector machine, f = gradient boosted trees.

Several runs of ML algorithms with di↵erent settings are necessary to select
the best model. Accuracy estimation and ROC curves may be used to choose
the best model with available training data [4, 15]. In the context of this work,
the capacity of well classifies TP pairs. The Figure 3 shows the accuracy, PPV,
sensibility and specificity results of the built models. This measures are described
on Section 3 and their interpretation may fit to assess the performance of models.
Boxplots are used in order to allow the study of results variation for each fold
on cross-validation. This plots can summarize and make comparisons between
groups of data by using medians, quartiles and extremes data points [29]. A good
model must get uppermost boxplots with closest quartiles, which means either
a low variation of results on each fold or satisfactory model generalization.

The Figure 3 shows the best results of each model. The use of entropy to split
data and set the maximum depth of tree as 3 achieves the best results, showed
on Figure 3.a. The results of naive Bayes classifier are in Figure 3.b. Figure 3.c
presents logistic regression results with 1000 iterations. Random forest achieved
best results by setting 1000 trees for voting, Gini impurity to split data and
the maximum depth of tree as 5, as shown in Figure 3.d. LSVM results with
50 iterations to well fit the hyperplane are illustrated by Figure 3.e. Figure 3.f
brings the gradient boosted trees results with at most depth 3 and 100 iterations
in order to minimize the log loss function.

Figure 3.c shows that logistic regression outperforms the other models by
comparing accuracy, PPV and specificity medians. Despite the better sensibility
performance of LSVM, the best specificity result is achieved by logistic regres-
sion.
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11

Fig. 3. Boxplots of 10-fold accuracy, PPV, sensibility and specificity measures in di↵er-
ent ML algorithms. The results of di↵erent ML algorithms are represented by letters:
a = decision trees, b = naive Bayes, c = logistic regression, d = random forest, e =
linear support vector machine, f = gradient boosted trees.

Several runs of ML algorithms with di↵erent settings are necessary to select
the best model. Accuracy estimation and ROC curves may be used to choose
the best model with available training data [4, 15]. In the context of this work,
the capacity of well classifies TP pairs. The Figure 3 shows the accuracy, PPV,
sensibility and specificity results of the built models. This measures are described
on Section 3 and their interpretation may fit to assess the performance of models.
Boxplots are used in order to allow the study of results variation for each fold
on cross-validation. This plots can summarize and make comparisons between
groups of data by using medians, quartiles and extremes data points [29]. A good
model must get uppermost boxplots with closest quartiles, which means either
a low variation of results on each fold or satisfactory model generalization.

The Figure 3 shows the best results of each model. The use of entropy to split
data and set the maximum depth of tree as 3 achieves the best results, showed
on Figure 3.a. The results of naive Bayes classifier are in Figure 3.b. Figure 3.c
presents logistic regression results with 1000 iterations. Random forest achieved
best results by setting 1000 trees for voting, Gini impurity to split data and
the maximum depth of tree as 5, as shown in Figure 3.d. LSVM results with
50 iterations to well fit the hyperplane are illustrated by Figure 3.e. Figure 3.f
brings the gradient boosted trees results with at most depth 3 and 100 iterations
in order to minimize the log loss function.

Figure 3.c shows that logistic regression outperforms the other models by
comparing accuracy, PPV and specificity medians. Despite the better sensibility
performance of LSVM, the best specificity result is achieved by logistic regres-
sion.

Decision tree Naïve Bayes Logistic regression



data linkage & analytics

Applying term frequency-based indexing to improve
scalability and accuracy of probabilistic data linkage

Robespierre Pita1,2, Luan Menezes1,2, Marcos E. Barreto1,2

1Institute of Mathematics and Statistics, Computer Science Department,
Federal University of Bahia (UFBA), 40.170-110, Salvador, BA, Brazil

2Centre for Data and Knowledge Integration for Health (CIDACS),
Oswaldo Cruz Foundation (FIOCRUZ), 41.940-220, Salvador, BA, Brazil

[robespierredrp, luanmenezes, marcoseb]@dcc.ufba.br

Abstract. Record or data linkage is a technique frequently used in diverse do-
mains to aggregate data stored in different sources that presumably pertain to
the same real world entity. Deterministic (key-based) or probabilistic (rule-
based) linkage methods can be used to implement data linkage, being the se-
cond approach suitable when no common link attributes exist amongst the data
sources involved. Depending on the volume of data being linked, indexing (or
blocking) techniques should be used to reduce the number of pairwise compari-
sons that need to be executed to decide if a given pair of records match or not. In
this paper, we discuss a new indexing scheme, based on term-frequency counts,
deployed in our data linkage tool (AtyImo). We present our algorithm design
and some metrics related to accuracy and efficiency (reduction ratio achieved
during blocking construction), as well a comparative analysis with a predicate-
based technique also used in AtyImo. Our results shows a very high level of
accuracy and reduction in terms of pairwise comparison tasks.

1. Introduction
Record linkage is a well-known technique used to integrate data by finding records po-
tentially belonging to the same entity on distinct sources [Newcombe et al. 1959]. It is
considered an important approach in several domains as the data aggregated from diffe-
rent data sources can be used to build a complete view of a given scenario, as well support
diverse types of studies and decision-making processes.

In Public Health, this technique is frequently used to aggregate data from different
electronic health records (EHR) usually managed by governmental bodies within the pu-
blic health system. Throughout his life, an individual (or patient) has access to a diversity
of EHR systems that store specific data on clinical care episodes, symptoms and diseases,
prescribed medication and treatments, and associated outcomes. Being able to aggregate
these data is a crucial step to build the patient’s history, as well support different types
of studies, such as quasi-experimental analysis, clinical trials and longitudinal (cohort-
based) evaluations [Newcombe et al. 1959]. The Brazilian Public Health System (SUS)
is comprised by dozens of freely accessible databases providing anonymized data on live
births, mortality, notifiable diseases, nutritional growth, hospital episodes etc. These da-
tabases present a high degree of structural heterogeneity and coverage periods although
being managed, most of them, by a central department (DATASUS). Heterogeneity is re-
lated to the lack of common key attributes amongst all databases that hinder the usage of
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Figura 2. Term frequency-based approach used in AtyImo.
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routines, since they share a common key which refers to a death certificate. We expect
to retrieve 3.030 true match pairs among these databases after around 84 million pairwise
comparisons. Regarding the known true matches numbers, we understand it is a real-
world dataset with some impure data, which limits the identification of all true matches
without a specificity and sensitivity trade-off. Without blocking, AtyImo retrieves 3018
true matches. Further discussion on AtyImo’s accuracy is found in [Pita et al. 2018].

Tabela 1. Gold standard data set used for validation.

SIM 6,458 records
SINASC 13,046 records
Total of comparisons 84,251,068 records
Expected true positives 3,030 records

We use reduction ratio and pair completeness as the main measures to evaluate the
quality of our proposed indexing technique [Christen 2012]. Both measures are presented
by the Equations 1 and 2. Where, BLcs is the number of records sets in the block, true
and false matchs. On the other hand BLtm is only true matchs. Trs is the total number
of sets in the dataset and Ttm is the total of true matches.

RR “ 1 ´ BLcs

Trs
(1) PC “ BLtm

Ttm
(2)

We have compared the predicate-based approach used by AtyImo (in its produc-
tion version) against the new term frequency-based approach proposed in this work. Ta-
ble 2 presents the distribution of blocks sizes for each indexing method. The predicate1
achieve smaller blocks due the discriminative power of attributes used. This result rein-
force the need of well choose which portions of data will be submitted to the indexing
technique. In spite of predicates steady improvement, the results of term frequency ap-
proach outperforms all the other compared solution. Since we have used N “ 100 to
define how much pairwise comparisons will be made to every record on smaller database,
the size of blocks became homogeneous.

Tabela 2. Size of generated blocks for each indexing technique

method predicate 1 predicate 2 term frequecy
database sb lb sb lb sb lb

min 1 1 1 1 1 100
med 24 51 2 2 1 100

mean 43 88.38 8.289 11.57 1 100
max 1855 41528 87 611 1 100

Table 3 summarizes the results obtained for each method. The predicate1 got
poor results of reduction ratio by performing almost half of all pairwise comparisons.
Even with higher average block size, predicate1 execution only retrieve 2,382 from the
3,030 expected, which decrease it pair completeness to 0.786. Better results has been
made by predicate2, which manage to get 0.996 of pair completeness with more discri-
minative and smaller blocks. The predicate2 achieved 3,018 true matches and 0,654 of
reductions ratio. The best metrics were achieved by our indexing techinique based on
phonetic encoded term frequency. Despite the major number of blocks, this approach
obtained 3,020 true matches doing less comparisons. These results reflected on reduction
ratio and pair completeness, getting 0.992 and 0.996, respectively.
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Tabela 3. Results of each indexing techinique used.

predicate 1 predicate 2 term frequency
true matches retrieved 2,382 3,018 3,020

number of blocks 5,806 6,432 6,458
number of comparisons 44,406,049 29,111,755 645,800

reduction ratio 0.472 0,654 0,992
pair completness 0.786 0.996 0.996

Our proposal of phonetic encoded term frequency to establish the best candidade
pairs for linkage comparisons revealed efficient in terms of accuracy and runtime execu-
tion. Another major contribution of this work refers to perform indexing while allow the
comparison methods to encode or encript the blocks, considering the privacy-preserving
concern of AtyImo tool.

5. Related Work

Record linkage tools frequently offer a set of methods to reduce the amount of
pairwise comparisons potentially appearing in big data scenarios. Most popular to-
ols [Schnell et al. 2004, Elfeky et al. 2002, Christen 2008] can provide a indexing based
on a single attribute (traditional indexing), some sorted neighborhood strategies, canopy
clustering and string-map based approaches. To each of these indexing methods, several
parameters are available to be tested on user data in order to choose the best approach.

Several indexing techniques usually employed to decrease record linkage comple-
xity were described and compared on [Christen 2012]. They applied different methods to
link some real-world and synthetic datasets. Measures like reduction ratio, pair comple-
teness, pair quality, and accuracy were utilized to assess the results. Their experiments
showed that the number of parameters to be configured and the quality of the data to be
linked make difficult a successful application of any indexing technique. Some of these
techniques are also explained and evaluated in [Yeddula and Lakshmaiah 2016].

Traditional blocking techniques, as well locality-based ones are discussed and
compared in [Steorts et al. 2014]. The authors have used synthetic data sets and evaluated
different metrics (recall, reduction ratio, and complexity). They also discussed some
privacy-preserving requisites related to blocking and indexing techniques.

Python provides the recordlinkage library that implements a full index approach
based on the MultiIndex object provided in the Pandas library. This approch returns all
pairwise combinations (product of the records present in both data sets). It is possible to
provide a blocking key (column name) in order to reduce the number of blocks generated.
The library also implements a sorted neighborhood approach.

In order to meet the requisites imposed by big data scenarios, AtyImo runs over
the pySpark library and offer two predicate-based indexing approaches to split the data
into blocks. These predicates put in the same block those records which agree with some
rules, like first name and birth date, or last name and mother’s name. Experiments show
a good accuracy level using this approaches [Pita et al. 2018].
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Fig. 4. Walk and run data for learning.

After differentiating Eq. (12) with respect to kwf and setting the
result equal to zero, we obtained kwf and kav as (13). Finally, the
step length can be estimated as
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where ˛Opt, ˇOpt and "Opt are proposed optimal step length estima-
tion parameters.

4. Adaptive step length estimation algorithm

Fig. 3 displays the linear fits of the step length and walking char-
acteristics. Then, can the linear model be directly applied to the
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Fig. 5. Walking characteristics of marking time.

each movement status such as run and marking time as well as
walk?

4.1. Movement status awareness I: walk or run

The subject was asked to walk at different paces. Fig. 4 shows the
learning data of the five cases (three-type walks and two-type runs
with different speed). The speeds for slow, normal and fast were
0.61 m/s, 1.32 m/s  and 2.17 m/s, respectively. The speed of run1 and
run2 were 2.90 m/s  and 4.62 m/s, respectively. The subject walked
in a straight line, which is 70 m long. If the linear model was  fitted
with five data sets, then the accuracy of the step length estima-
tion will be unsatisfactory. In this case, the estimation error of the
total walking distance was up to 17 m (20% with respect to 70 m)
at worst. This result indicates that the step length cannot be accu-
rately estimated with one linear regression model for both walking
and running paces. Thus, two  linear fits using data for the running
and walking paces are necessary. When the step was detected, the
walk frequency and acceleration variance were calculated using Eq.
(4) and (5).

And then, we have to decide the movement status. Walking fre-
quency is defined as how often steps occur. Thus, walking frequency
can be used to easily determine the movement status. However,

order to provide a complete representation of the system’s validity and
repeatability. Lin’s concordance correlation coefficients (LCC − an
index of how a new test reproduces a “gold standard” test) were used to
validate the IMU data obtained using the ankle and foot configuration.
LCC is a conservative measure that operates with relatively few
assumptions compared to other methods. Thus, LCC would capture
any subtle deviations in agreement between the measured variables and
the reference criteria. It was computed using an SPSS macro that is
available online (http://gjyp.nl/marta/). Pearson's correlation coeffi-
cients (r) were used to measure the linear strength of association
between the IMU data and the data obtained from the treadmill or
stopwatch. Pearson’s correlations are a poor indicator of validity since
they do not account for absolute agreement, but they indicate if
measurements can be fixed with recalibration (i.e., if a variable has a
high Pearson’s correlation, a scaling or offset can be applied to allow
absolute agreement). Bland-Altman plots [18] were also created using a
customized Matlab GUI (downloadable at http://neurro-lab.engin.
umich.edu/downloads) for all validation measures to visually display
any systematic errors in the IMU measurements.

To determine repeatability of the IMU system measurements, we
calculated LCC, Pearson’s correlations (r), intraclass correlations
[ICC(3,1)], and minimally detectable change (MDC) for both ankle
and foot configurations for the treadmill and overground conditions
between the two testing days. Although ICC(3,1) is a similar statistic to
LCC (LCC operates on fewer assumptions), it was included in the
analysis since it is a popular statistic in repeatability literature and is
needed to calculate MDC. MDC scores were calculated using Eqs. (1)
and (2) [19–21].

SEM SD ICC= × 1 − (1)

MDC SEM= × 1.96 × 2 (2)

Where SEM is the standard error of measurement and SD is the standard
deviation of the measure. Using these statistics, we calculated repeat-
ability of the measured speed, stance percent, swing percent, gait cycle
time, stride length, cadence, and step duration as measured with the
IMUs between the two days.

3. Results

Descriptive statistics (average, standard deviation, and range) for all
spatiotemporal gait parameters are provided in supplementary Tables
1–3. We have provided many reliability and validation metrics, some of
which are redundant, in order to provide a complete picture of the

system’s operation. When interpreting the data, we placed most weight
on the more conservative LCC and utilized the following criteria to
determine strength of agreement for all statistics: Excellent (0.75–1.00),
Good (0.60–0.74), Fair (0.40–0.59), and Poor (< 0.40) [22].

3.1. Treadmill condition

Validity of treadmill walking is reported in Table 1 (n = 25 for gait
speed and n=11 for all other variables). Bland-Altman plots showing
validity of the IMU foot and ankle measurements are shown in Fig. 2A
and D and supplemental Figs. 1 and 2. Measurements taken from IMUs
located on the feet showed excellent validity when measuring speed,
gait cycle time, stride length, and cadence (LCC> 0.99). The foot
configuration showed fair validity when measuring the percentage of
the gait cycle spent in the stance and swing phase (LCC = 0.50), but
Pearson’s correlations, which are more forgiving when data diverge
from absolute agreement, for these measures were higher (r > 0.95).
The ankle configuration demonstrated excellent validity when measur-
ing gait speed, gait cycle time and cadence (LCC > 0.93), but was less
accurate when measuring stance and swing percent (LCC = 0.76) or
stride length (LCC = 0.61).

We also report repeatability in Table 1 (n = 19). Both foot and ankle
configurations demonstrated excellent repeatability when measured
over the treadmill (0.92 < LCC < 0.99). This was also the case when
using other repeatability metrics (0.92 < r < 0.99 and 0.92 < IC-
C(3,1) < 0.99).

3.2. Split-belt condition

Validity data for the left, slower moving leg in the presence of an
asymmetry, using the foot and ankle configurations are shown in
Table 2 (n = 11). Bland-Altman plots showing validity of the IMU foot
and ankle measurements are shown in Fig. 2B and E and supplemental
Figs. 3 and 4 . Once again, the foot configuration showed excellent
validity while walking with asymmetry on the split-belt treadmill for
gait speed, gait cycle time, stride length, and cadence (LCC > 0.99).
But the foot configuration showed only fair validity when measuring
the percentage of the gait cycle spent in the stance and swing phase
(LCC = 0.70), while Pearson’s correlations for these measures re-
mained higher (r = 0.97). Validity of the ankle configuration was
excellent when measuring gait cycle time and cadence (LCC > 0.99),
but was less accurate when measuring gait speed, stride length, stance
percent, and swing percent (0.53 < LCC < 0.77). However, Pearson's
correlations remained high (0.93 < r < 0.99) for all of these mea-

Fig. 1. Schematic of the human gait cycle and the spatiotemporal parameters validated in this study. Specifically, we validated the IMU system’s ability to measure the stance percent,
swing percent, stride duration (gait cycle time), stride length, and step duration in addition to the speed and cadence of the cycle.
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